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Introduction  

AI model development in clinical research is hindered by a lack of reproducibility, heterogeneous data formats, and a 

lack of pipelines to construct standardized cohorts. While public datasets like MIMIC provide a valuable data resource, 

the conversion of the raw relational tables into analysis ready datasets results in error-prone and time-consuming pipe-

line redevelopments. The extension of datasets to integrate new modalities like waveforms, ECG, X-ray, or text notes 

further increases the complexity of this process. 

Methods 

We present a modular Python framework for standardized reproducible clinical cohort construction and machine 

learning dataset building. The framework allows for flexible cohort definition through composable filtering operations. 

It supports scalable processing and downloading through chunk data loading, and efficient storage through Zarr format 

for large scale datasets. The framework is designed to process multiple data modalities including static tabular data and 

time-series. For multimodal data integration, the framework avoids unnecessary full dataset re-downloads by allowing 

incremental data access and reusing the previously constructed clinical cohorts.  

Results  

We demonstrate the framework’s use on MIMIC-IV by building a cohort of patients with acute myocardial infarction 

based on ICD codes. From this cohort, a downstream dataset is derived, integrating demographic variables, laboratory 

measurements, and defining 28-day mortality endpoint based on admission and death timestamps.  The resulting 

pipeline fully automates the process getting from raw data to a dataset which can be plugged into machine learning and 

deep learning frameworks. 

Conclusion 

This work provides an extensible framework to standardize clinical data processing across multiple datasets for machine 

learning workflows. By reducing the implementation overhead, the framework eases faster and more reliable 

implementation of machine learning models in healthcare. Our first demonstration focused on demographic variables 

and laboratory measurements. Future works direct at multimodal, i.e. signals’ and images’, integration and 

representation learning approaches. 
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