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Abstract. In this interdisciplinary paper, we present the SocioTechXAI
Integration Framework (STXIF), a novel approach that aims to seam-
lessly integrate technical advances with social science methodologies for
a nuanced understanding of Explainable Artificial Intelligence (XAI) tai-
lored to specific use cases. We begin with an overview of related work
exploring X AT in both the social sciences and computer science. The focus
is on the presentation of the STXIF, which includes the XAI Compass
and socioscientific analysis of stakeholder perspectives. The perspectives
of these stakeholders, classified by the XAI Compass as Model Breakers,
Model Builders, and Model Consumers, are investigated using qualita-
tive content analysis. By examining the EU AI Act as a Model Breaker
and conducting scenario-based focus group discussions with Model Con-
sumers (medical professionals) and Model Builders (developers) in a real
medical diagnostic use case, we demonstrate the specific insights gained
through the STXIF application and its adaptability in real scenarios. The
discussion section addresses the complex relationships between different
XAI goals and their implications for a flexible and adaptive development
approach. The practical implications extend to the concrete develop-
ment and implementation of XAI in real-world applications, in line with
the thematic focus of the Human Computer Interaction International
Conference, which emphasizes human-centered design and usability in
interactive systems. Emphasizing nuanced interactions with XATI and its
practical applications establishes a foundational framework for future
interdisciplinary research and application in the evolving landscape of
human-computer interaction (HCI).
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1 Introduction

Artificial Intelligence (AI) has long been recognized for its potential, with the
unveiling of ChatGPT, a text-based dialog system released by OpenAl in Novem-
ber 2022, reiterating the remarkable capabilities of modern technologies. Fueled
by advances in Machine Learning (ML), Al can now swiftly process and ana-
lyze data, augmenting and refining human decision-making processes and much
more.

In this evolving landscape, the medical domain has become a focal point for
the transformative power of Al. Computer programs are now capable of predict-
ing individual disease trajectories and therapeutic outcomes through Al-based
analyses of extensive medical records. Intelligent assistance systems, care robots,
and medical wearables significantly contribute to patient care by providing assis-
tance, monitoring vital signs, and facilitating continuous assessment of chronic
conditions [41]. Simultaneously with the increasing importance of Al in medicine,
XAI in the medical domain becomes crucial, particularly with the certification
of medical Al products in mind. While AT systems can be technically researched
and developed proficiently, their effectiveness in medical practice hinges on the
acceptance and utilization by medical personnel. To achieve this acceptance and
trust, and for several other reasons discussed in this paper, a broad research
landscape on XAI has emerged.

However, within the extensively explored field of XAI in medicine, a criti-
cal gap exists: the need for comprehensive social science research to understand
explainability. We believe that this is due to the unavailability of an applica-
ble, specifiable framework that provides social science methods to capture the
necessary perspectives.

While considerable attention has been paid to unraveling the technical intri-
cacies of Al models, there is limited understanding of how stakeholders, including
physicians, patients, healthcare personnel, and medical decision-makers, perceive
and interpret explainability. It is critical to understand how these stakeholders
engage with explained information, foster trust, influence decision-making, and
address potential concerns associated with the use of AI. While this concern is
also recognized in technical literature [3,30], there is often a lack of method-
ological framework or easily accessible guidance on how such consideration of
perspectives can happen.

In this context, this interdisciplinary paper aims to identify a framework
that can help technical XAI research integrate social science methods. To this
end, we will first outline the state of research on XAI in the medical domain
while identifying a significant research gap - the social science exploration of
the multifaceted understanding of explainability across different stakeholders.
By delving into these dimensions, the study not only contributes to technical
explanations, but also sheds light on the human and social dynamics essential
for the effective integration of Al into medical practice.

In the context of our overarching goal, this paper is structured to unfold
a comprehensive exploration of XAI. We commence with an insightful review
of Related Work, dividing our examination into two disciplines: XAl in Social
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Science (2.1) and XAI in Computer Science (2.2). Following this contextual-
ization, our primary objective (3) is to present the STXIF, a framework for
interdisciplinary XAl studies seamlessly integrating technical advancements with
socio-scientific methodologies. This framework provides a nuanced approach for
use-case-specific applications. Moving forward, we detail the components of the
STXIF, namely the XAI Compass (3.2), Policy Analysis (3.3), and Scenario-
based Focus Group Discussions (3.4). Subsequently, we shift our focus to the
practical application of the STXIF, exemplifying its utility through a case study
in the field of medical diagnostics under Empirical Results (4). This practical
exercise illustrates the framework’s adaptability in a real-world scenario. Con-
currently, we engage in a discussion on the handling of empirical results within
a specific use case (4.2). Finally, our exploration concludes with a reflection on
Limitations and an Outlook for future research endeavors (5).

2 Current State of Research

2.1 XAI in Social Science

The socio-scientific exploration of XAI has gained substantial prominence in
recent years. While technical advancements in the development of Al systems
have achieved remarkable strides, the social, ethical, and psychological facets
tied to integrating these technologies are of paramount importance. Johs et
al. emphasize in “Explainable artificial intelligence and social science: Further
insights for qualitative investigation” the role of social sciences in XAI research,
especially qualitative investigations and user studies [19]. Schmid and Wrede
highlight in “What is missing in XAI so far? - An Interdisciplinary Perspec-
tive” the need for an integrated interdisciplinary approach based on, not only
technical, but on psychological, linguistic and sociological theories [38]. In the
discourse, the paper of Miller “Explanations in Artificial Intelligence: Insights
from the Social Sciences”, emerges as a significant literature review that lever-
ages socio-scientific concepts to transpose insights from a top-down approach
onto the evolution of XAI [29]. Miller’s paper underscores that explanations
within AI systems do not merely resolve technical challenges but also poten-
tially cultivate user trust and acceptance. The paper accentuates the role of
social sciences in investigating human interactions with Al systems, elucidating
how individuals perceive, interpret, and respond to Al decisions. Miller draws
upon socio-scientific concepts to engender crucial insights.

In his influential work, Miller highlights the importance of employing con-
trastive “Why” questions, shedding light on their essential role in enhancing
the quality of explanations within AI systems. His emphasis on the part of
these questions underscores their ability to provide deeper and more meaning-
ful insights into AI decision-making processes, contributing significantly to the
user’s comprehension and trust in these systems. Miller argues that probabilities
in explanations take a backseat to causal references. He asserts that while prob-
abilities may provide statistical information, causal explanations offer a more
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robust foundation for users to comprehend Al decisions. Moreover, Miller con-
tends that Al systems’ explanations are inherently social, forming an integral
part of a larger conversation or interaction. He posits that these explanations are
not static, isolated entities but dynamic components that evolve through ongo-
ing dialogues between users and Al systems. Recognizing this social dimension
is vital for understanding how Al explanations are perceived and integrated into
real-world contexts, especially within the medical field.

Miller’s work has profoundly impacted the field of socio-scientific research in
XALI It has been cited thousands of times, signifying its importance and influence
in shaping the discourse. However, it’s worth noting that many of these citations,
like Miller himself, do not provide concrete methods of how to reconcile social
science findings with the technical research of XAl In the medical realm of XAI
application, studies have commenced to probe into the social ramifications and
human responses to Al decisions. Researchers have explored how physicians and
medical personnel react to explanations provided by Al-based diagnoses, and
how such reactions influence their decision-making processes. These studies have
unveiled that the acceptance and trust in Al systems are significantly contingent
upon the quality and comprehensibility of the explanations furnished. However,
they are typically conducted either by technical researchers lacking expertise in
social science methodologies (cf. [29], p.2) or by social scientists whose insights
face challenges in resonating within the XAI discourse. Our paper aims to bridge
this gap. For this reason, we will next look at XAl in Computer Science.

2.2 XAI in Computer Science

Driven by the increasing complexity and opacity of ML models, which, despite
their high predictive performance, often offer little insight into the underly-
ing decision-making processes, there is a push to enhance the comprehensibility
of these systems for various users through suitable interpretation mechanisms.
Given the rapidly growing research field, numerous comprehensive reviews exist
in the literature. While the work of [43] focuses on terminological nuances of the
research area, the works of [4,5,9,37,39] propose possible taxonomies.

A central topic in technical XAI research is the balance between the per-
formance of ML models, such as predictive accuracy, speed, and resource con-
sumption, and their explainability. In simplified terms, more complex models
often promise higher predictive accuracy but tend to be less transparent and,
thus, harder to interpret. Interpretable machine learning is a field closely related
to XAI, relevant because it technically contributes as the basis for many XAI
concepts. Due to the plethora of methods published in recent years, there are
also extensive compilations on this [3,30].

Typically, approaches are differentiated between ante-hoc, intrinsically
explainable models, corresponding to the Explainable-by-Model Design
paradigm [36], and post-hoc. The latter includes methods to provide insights
into a black-box model’s workings after being trained. Techniques like Layer-
Wise Relevance Propagation [6], Local Interpretable Model-agnostic Explana-
tions [34], and Shapley Additive Explanations [23] are prominent examples.
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These procedures are suitable for different model types and are generally char-
acterized as model-agnostic. Additionally, there are methods for specific model
architectures, such as Neural Networks, which create, for example, Pixel Attri-
bution Saliency Maps, including the Grad-CAM method [40]. Another possible
categorization is according to the scope of the explanation, whether it encom-
passes individual predictions (local) or the entire model (global). The results
computed by the methods can often result in statistical metrics, which technical
experts primarily use.

To address this dilemma, another part of technical XAI research explicitly
deals with the stakeholder perspective [15,22]. This area, for example, involves
visualization techniques aimed at translating complex model decisions into visu-
ally interpretable formats. Heatmaps, for instance, are used in image classifi-
cation systems to show which parts of a sample are crucial for classifying an
object.

Further, XAI research is viewed through the lens of HCI [13,31]. In this
sub-area, the concept of interactive explanations is gaining importance. These
approaches allow users to interact with the AI system through dialogues and
feedback loops, fostering an understanding of the model outputs [10]. In this
context, evaluating the explanations through appropriate methods and mea-
surable metrics is crucial in assessing the effectiveness and usefulness of vari-
ous approaches. Typically, the understandability, relevance, and accuracy of the
explanation are evaluated [32], which, according to the approach of Doshi-Velez
and Kim, can be determined concerning specific tasks and either through human
or non-human input [12].

Even though the technical XAI discourse engages with and recognizes the
importance of stakeholder perspectives, integrating these perspectives often hap-
pens through interviews or quantitative feedback, which would benefit from qual-
itative social research and a more accurate social science methodology. Especially
in recent years, XAl has especially become a discipline in its own right from a
technical perspective, underscoring the need for a methodical and careful app-
roach to investigations in the interdisciplinary area of XAl research.

3 The SocioTechXAI Integration Framework

3.1 Overview of the Framework

As the field of XAI experiences the participation of diverse actors, insights from
a social science perspective become imperative [29]. Although technical facets
of Al models are widely explored, there is often limited socio-scientific research
on the perceptions of their explainability by the specific, relevant stakeholders
that are heard in the technical XAI discourse. We believe that this is due to the
unavailability of an applicable, specifiable framework that provides social science
methods to capture the necessary perspectives.

We have identified a substantial research gap in the existing corpus of lit-
erature, as shown in 2.1. Miller’s research approach, which we characterize as
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“top-down”, has transposed insights from social sciences onto the technologi-
cal development of XAl In contrast, our research strategy, which aligns with a
“bottom-up” perspective, endeavors to invert the application of socio-scientific
methods from end-users to the developmental stage. Within our approach, we
seek to delve into the perceptions and understandings of various stakeholders.
Our socio-scientific methodology commences at the level of individual stakehold-
ers, capturing their viewpoints on the goals of explainability of Al systems. This
approach facilitates a more profound, contextually nuanced analysis, ushering
novel perspectives to fathom what these stakeholders expect from the explana-
tions provided by AI systems, what they understand them, and, most impor-
tantly, what goals they associate with them.

By addressing this research lacuna and employing a “bottom-up” methodol-
ogy, our paper strives to encapsulate not only the technical challenges of XAI but
also the social realities of those directly impacted by these systems. This con-
tributes to rendering XAl implementation more effective, fostering user accep-
tance and trust [28], thereby establishing a more harmonious fusion of advanced
technology and human experience.

To this end, we introduce our STXIF, which integrates technical insights with
social science studies. This approach bridges the gap by aligning XAI method-
ologies with user needs. STXIF encompasses three main components:

1) Our visual instrument, the XAT Compass, is derived from the state of the art
of technical research on XAl. Inspired by Hong et al., this compass delineates
three distinct stakeholder groups: Model Consumers, Model Builders, and
Model Breakers [17].

2) In the second step, we delve into the policy perspective, i.e., the perspective
of the model breaker. This step requires customization based on the specific
location. Given that our analysis is conducted in Germany, we scrutinize the
EU AI Act recently approved by Germany.

3) To capture the perspectives of model consumers and model builders, we
propose, in a tertiary step, conducting two scenario-based focus group dis-
cussions. This method also should be tailored to specific use cases.

3.2 XAI Compass

Establishing a common foundation for the application of our socio-scientific
methods, we initiate with a conceptual and technical perspective. To this end,
we have devised a visual tool, shown in Fig.1 termed the XAI Compass - a
meticulously crafted schematic representation inspired by the 3 x 3 organization
of roles, phases, and objectives proposed in [17]. This compass systematically
structures the respective aspects, depicting three distinct stakeholder groups:
Model Consumers, Model Builders, and Model Breakers.

The innermost layer categorizes stakeholders across the Al ecosystem. Model
Builders, primarily data scientists and engineers, craft Al models. Model Break-
ers include e.g. domain experts who act as evaluators or auditors, as well as
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Fig. 1. The XAI Compass. This visual tool is one of three main components of STXIF
and provides a holistic view of roles, phases and objectives at XAl

applicable guidelines or regulations from ethicists or policymakers. Model Con-
sumers are those who encounter or are indirectly affected by the Al system as
end-users.

The middle layer outlines common Al lifecycle stages. While the individual
tasks in a pipeline vary for each domain and use case, there are three main phases:
Conceptualization and Development, Release and Deployment, and Operation
and Maintenance. The XAI Compass emphasizes the mostly iterative nature
of these processes. Moving counterclockwise between the role and phase layers
reveals three important feedback mechanisms that have a technical and socio-
logical impact on XAI: experimentation, feedback, and requirements.

The outer layer outlines objectives for XAI applications. For model debug-
ging and optimization, technical methods are utilized to guarantee error-free Al
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performance and achieve desired outcomes. While Model Builders often use
model interpretations for problem identification and prediction communication
[16,20], other stakeholders seek to translate complex AI operations into compre-
hensible insights.

The XAI Compass is derived from the current state of technical research
and encapsulates the technical discourse prevalent in XAI research. While we
draw on the technical domain of XAI research, we intend to augment it with
socio-scientific empirical studies. Thus, we specifically reference the delineation
of actors into model breaker, model consumer, and model builder, as well as
the outermost layer representing the actors’ objectives of XAI. We contend that
the Compass and the articulated objectives serve as valuable tools for a better
understanding of the focal concerns of XAl stakeholders. Nevertheless, concepts
such as meaning, acceptance, etc., may be perceived as buzzwords, lacking clarity
regarding their specific implications in a given use case. These buzzwords can
be imbued with meaning through our second and third steps, i.e., through our
qualitative socio-scientific methods, aiming for a more nuanced application of
XAL

3.3 Policy Analysis

In the second step of our framework, we turn our attention to the policy per-
spective. As mentioned above, our second step is location-specific and may need
adaptation accordingly. To grasp the viewpoint of model breakers, we analyze the
current version of the EU Al Regulation [2] to comprehend the understanding,
guidelines, and objectives of explainable Al from a political standpoint.

The EU AI Act, or the Regulation on Artificial Intelligence, constitutes a
legislative initiative by the European Union aimed at establishing clear ethi-
cal standards and regulations for the deployment of Artificial Intelligence. It is
aimed at making the EU a world-class hub for AI and ensuring that Al is human
and trustworthy [1] and considered one of the most influential advancements in
AT regulation to date [14,33]. This regulatory framework focuses particularly on
high-risk AI systems and underscores the importance of transparency, account-
able AI development, as well as data protection and privacy. The regulation seeks
to strike a balanced approach between fostering innovation and safeguarding citi-
zens’ fundamental rights and values, contributing significantly to the responsible
and sustainable use of Al within the European Union.

However, XAI has received minimal attention thus far. The term “explain-
ability” does not appear at all, and “explainable” is mentioned only once. Here,
we posit that this dearth of attention is attributable to the fact that the XAI
discourse predominantly navigates within distinct technical boundaries. Never-
theless, requirements for XAI can be derived from other directives within the
AT Act. We employ qualitative content analysis following Mayring [25,26](2010;
2014) to capture these requirements. In this analysis, our XAI Compass serves
as the category system (cf. [27], p. 693), guiding the analytical process. Through
this analysis, we anticipate gaining a policy perspective understanding of XAI,
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facilitating an implementation aligned with implicit demands on XAI within the
AT Act.

Specifically, this entails that the nine objectives of the Compass-Meaning,
Insights, Bias, Performance, Safety & Security, Learning, Compliance, Accep-
tance, and Curiosity-constitute the main categories of our analysis (cf. [27], p
692), to which we have assigned specific passages from the EU AT Act. The
goal is to imbue these categories with context-specific meaning in the socio-
scientific methodological vocabulary corresponding to an explication, resembling
a hermeneutic approach but with a more rule-governed process (cf. [27], p. 696).
For this purpose, we conduct our software-assisted qualitative analysis of the EU
AT Act using MAXQDA. MAXQDA is an analytical tool enabling the manual
categorization of passages, the analysis of combinations of categories, the quan-
tification and visualization of relationships between categories, and the annota-
tion of data with notes and comments. The results of applying the framework
in the policy perspective on the Al Act are described in 4.1.

3.4 Scenario-Based Focus Group Discussions

Our contribution aims not only to comprehend the technical and policy intrica-
cies of XAI but also to explore the social realities confronted by those directly
affected by these systems. Accordingly, in a third step, we advocate for imple-
menting two scenario-based focus group discussions: one involving model con-
sumers and the other model builders. This method should be customized to
specific use cases. Our scenario-based focus group discussions were executed
within a real application context in medical diagnostics, specifically in the realm
of cardiology diagnostics. We then analyzed the collected data using qualitative
content analysis, again using the XAI Compass as a category system as described
in 3.3.

The focus group methodology is a group interview, usually consisting of five
to eight participants and one facilitator. Using focus groups, a variety of infor-
mation can be obtained within a social context, which means that, as a salient
feature, the interaction between the interviewees is part of the research data
[35]. Since people’s knowledge and opinions are not always conveyed in well-
thought-out statements, it is useful for people to have the chance to use forms of
day-to-day communication like anecdotes, jokes, teasing, and arguing, as well as
humor and irony. Another advantage is that using focus groups does not discrim-
inate against people who cannot read or write, as well as people reluctant to be
interviewed alone [21]. Robinson points out that focus groups can be instrumen-
tal in healthcare settings, i.e., in evaluating the quality of hospitals and health
services or assessing the effectiveness of specific medical programs or tools [35].

Furthermore, [18] argue that focus groups are the most common methods
used for qualitative research in XAI alongside interviews and observations. [7]
conducted a focus group interview with three clinicians and three developers
to design an XAI solution for a clinical decision support system. [44] used two
focus groups consisting of data scientists and researchers to evaluate a design
framework of a software for explainable feature selection. Using scenarios makes
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it easier for the interviewees to understand the different dimensions and nuances
of the technologies to be discussed. For our case, it was more useful to include
clear and realistic application scenarios based on empirical research rather than
exaggerated or futuristic scenarios [8].

In our use case, the model consumers consisted of medical professionals.
The model builders were represented by AI developers with expertise in data
science. The tool around which the use case revolved is an Al-based 12-lead
ECG Electrocardiography (ECG) device. While its basic function, the recording
of ECGs, is no different from a conventional ECG device, the distinguishing
factor here is the additional use of Al technology. In our case, the model builders
had little to no knowledge about ECGs but high AI knowledge, and the model
consumers had moderate knowledge of ECGs but low knowledge of Al

Both group discussions consisted of an introduction, followed by a discussion
of the three respective scenarios, and a final debate. For each scenario, the par-
ticipants were given approximately 20 min to discuss. In the first scenario, the
device records an ECG and transmits it to the AI. The Al then provides a diag-
nosis (in this case, PVC, premature ventricular contraction) with no additional
information or explanations, as described in. The question the interviewees were
asked to discuss was, “What are your thoughts on the presented Al-based 12-
lead ECG device?”. In the second scenario, additional information was provided.
Firstly, a probability was given that indicates how certain the Al is in its diag-
nosis. Second, a visual explanation was given using a color code indicated in
the ECG image as shown in [42]. The discussion question for this scenario was,
“What are your thoughts on this expansion?”. The third scenario extended the
second one with some more information:

1. Participants were given five more Test-ECGs, all classified with the same
diagnosis.

2. The color code was extended from one color to two colors, one indicating sec-
tions that contribute negatively to the diagnosis and one indicating sections
that contribute positively to the diagnosis.

3. Those sections were also presented as bar charts, which further increased the
local explanation of this particular sample.

After presenting the changes, the same question as in the second scenario was
discussed. The discussions were recorded, transcribed, and qualitatively analyzed
using the method described in Sect. 3.3.

4 Empirical Results

After introducing the framework and the social science methods in the previous
chapter, this section aims to present the results of our particular applications.
Specifically, we focus on applying qualitative content analysis to the policy per-
spective of the EU AI Act and the qualitative content analysis applied to our two
scenario-based focus group discussions in medical diagnostics. The objective of
this chapter is twofold: firstly, to provide insights into how X AT is understood and
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negotiated by these stakeholders, contributing to the interdisciplinary research
and implementation of XATI in medical diagnostics. Secondly, this chapter can
be read as an illustrative example of the outcomes achievable when applying our
framework. Following the presentation of results, we discuss potential next steps
based on the findings.

4.1 EU AT Act

In this section, we present the findings of our analysis of the policy perspective,
where we aimed to infuse a more comprehensible and use-case-specific meaning
into the nine goals outlined in the XAI Compass through a qualitative content
analysis of the EU AI Act as described in 3.3. We began by utilizing the XAI
Compass goals as primary categories for our analysis. The intention was to asso-
ciate these categories with specific passages in the EU AI Act, establish sub-
categories, identify connections, and conduct quantitative considerations. Our
analysis exposed several noteworthy observations.

Firstly, the categories Curiosity and Learning were not discernible in the
EU AI Act. We attribute this absence to the Acts’s specific policy perspective,
primarily focused on guidelines for responsible AI technologies and risk avoid-
ance. Concepts such as creating XAl for curiosity or pursuing (e.g., medical)
knowledge expansion, which falls under Learning, do not align with the Act’s
objectives.

We successfully assigned text passages from the Act to the remaining seven
XAI Compass goals. Thus, we better understand their meaning from a political
perspective. After coding, we looked at the text passages assigned to a category
and discussed the connections and meanings. The main findings are presented
here.

From the policy perspective, Insights were identified as arising through mon-
itoring the operations of Al systems, automatic recording of errors, and techni-
cal documentation. Performance was discussed in terms of the conformity of the
anticipated procedures or processes. Notably, both categories were described and
treated in a highly technical manner, with limited emphasis on values, reasons,
or a specific context. Consequently, when Insights were attributed to a specific
purpose and context, it often transformed into the analysis-category of Mean-
ing. For instance, if the aim of Insights is to enable specific users to interpret
the system’s output or recognize the knowledge boundaries of Al, it becomes
more context-specific and user-oriented, falling under the category of Meaning.
A related insight from our analysis is that within the technical XAI discourse
represented by our Compass, different goals may imply the same or very similar
technical processes. The implication for developing and implementing Al sys-
tems might be that well-considered, subtle practical variations cover different
policy goals.

A specific purpose frequently addressed in the EU Al Act, also represented in
our Compass, is the purpose of XAI to detect or minimize Bias. This perspective
highlights a strong connection between XAl and bias, a relationship also reflected
in the literature [24]. For example, XATI could be used to uncover bias in data
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sets and provide epistemological insights into individual and collective bias, as
well as raise awareness of bias in general and stimulate debate about how to
deal with it. However, if this opportunity is not seized, and bias in Al systems
remains invisible or even obscured by XAI, there is a risk that bias will become
entrenched in society. From a risk perspective, the EU AT Act tends to emphasize
the second side.

Acceptance as a goal of XAl was closely linked to the category of Trust.
Trust, in turn, was often mentioned in connection with a potential conformity
assessment to ensure trust and acceptance. Trust and acceptance, however, are
not treated as standalone goals. They were mentioned, for example, as instru-
ments to place Al systems on the market or implement them in their respective
fields of application.

Not surprisingly, for a regulatory framework proposal, the factor of Com-
pliance was also duly acknowledged. Compliance in the context of XAI was
discerned in terms of standardization processes and effective legal remedies for
affected individuals, often mentioned in the context of damage that had already
occurred. The category of Safety & Security emerged as the most prevalent in
our analysis, given the Act’s foundational reliance on a “risk methodology”.
Definitions and categories provided in the Act aimed to classify Al systems into
specific risk factors. The proposed “risk management system” ( [2], Article 9)
can be perceived as closely connected to the requirements for XAI, especially
when considering XATI within the research field of technology assessments (TA).
Integrating XAI into TA merits further investigation, constituting a potential
area for future research.

A crucial revelation during our analysis was the distinction between instru-
mental and standalone goals of XAI. The EU Al Act treated Acceptance and
Trust as instrumental values, serving as instruments to facilitate the implemen-
tation of Al systems. Goals such as Insights and Performance, on the other
hand, were further subordinated to other instrumental goals. In contrast, Safety
& Security was acknowledged as a standalone goal. This distinction can help
with use-case specific research of XAI to create a hierarchy that is helpful for
implementation.

4.2 Developers and Medical Professionals in Cardiology Diagnostics

In this section, we present the results of our analysis of scenario-based Focus
Group Discussions. Following the approach outlined in Sect. 3.4, we conducted
a qualitative content analysis, with the nine goals outlined in the XAI Compass
serving as our primary analytical categories. The overarching objective was to
enhance the understanding and application of XAI from the perspectives of
Model Consumers and Model Builders. Explicitly, this involved analyzing which
goals from our compass emerged in the discussions and examining the nuanced
understanding of these goals.

The main points the Model Consumers of Al systems, i.e., medical profes-
sionals, discussed throughout the discussion were Aspects of Acceptance and
Meaning. If they were using an Al-supported ECG tool in a clinical context,
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they wanted to know how the AI found its way to the diagnosis and based on
what kind of (and how much) data the AI was trained. All that information was
missing in the first scenario and was only partly added in the second and third
scenarios. They emphasized that Al could provide a second opinion, especially in
difficult cases, but it should not be relied on blindly. Another important aspect
was the need for a clear and unambiguous presentation of results: It should be
in the right place (e.g., not right next to the medically irrelevant SampleID); if
used, abbreviations must be comprehensible and unmistakable; and there should
only be relevant, and not too much information displayed. Here, an important
connection between user design / user interface and XAI becomes clear from a
consumer perspective. These aspects also relate to aspects of Safety € Security,
as in an acute situation only the information relevant to a rapid diagnosis count.
In the third scenario, it was emphasized that although the additional data is
mostly redundant for an acute diagnosis, it can be very helpful for further prac-
tical training and Learning environments.

The Model Breakers, i.e., the developers, also complained about missing or
unclear information in the first and second scenario. This was formulated some-
what more technically, such as the scaling of the ECG-image, font sizes or deci-
mal places, but focused also on information about the training procedure and the
data quality and quantity used for Al-training. The selected Test-ECGs added in
the third scenario appeared to be a bit random for the data scientists since their
lack of medical knowledge made it hard for them to identify similarities to the
original ECG. Thinking about the Acceptance of end users (model consumers),
they sometimes switched between talking about medical staff and patients: While
the display of additional ECGs might help medical staff to understand the Als
findings better, it may confuse the patients and even lead to a loss of Trust in
the model. This need to empathize with the end-user perspective and connect
it to their expectations, knowledge, and processes reinforces our intention for
this paper. In contrast to the model consumers, the model builders also men-
tioned legal aspects (Compliance), such as international standards, certificates,
or state-of-the-art specifications.

Comparing the findings from our focus groups to the AI Compass Goals,
some aspects were more intensively discussed than others. However, a notable
finding was that both groups extensively deliberated on the goal of achieving
end-user acceptance of the Al system. To attain this objective of XAl, there was
a consensus that it is crucial to elucidate how the AI arrived at its conclusions,
coupled with a transparent and comprehensible presentation of the underlying
training data. Both groups implicitly expressed the desire to find Meaning behind
the AI system, more on a behavioral than purely technical level. Thus, if a
hierarchy, as in 4.1, is to be presented here again, acceptance is discussed as
a standalone goal and meaning as an instrumental goal to achieve acceptance.
Aspects of Safety € Security were not central but were mentioned a few times,
especially concerning situations with highly pathological ECGs or complicated
diagnoses. Legal aspects did not play a role in the model consumer focus group,
while for the model builders, it was relevant in the context of uniformity and
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comparability of systems on an official, ideally national, or even global level.
This difference in prioritization and the associated perception of responsibility
is very interesting to see. Aspects of Learning did not play a role for the model
builders, while for the model consumers, especially the additional information
given in the third scenario was relevant for potential further learning processes
and trainings of medical staff. Aspects relating to Bias were scarcely or not at all
discussed in both focus groups. While it could be argued that bias plays a rather
unimportant role in the design of the use case behind, for example, presentation
features or the amount of information given, this observation could also indicate
that direct involvement of the actors narrows the view and that aspects such as
bias are more prominently discussed only from a certain distance.

4.3 Discussion

Our study, the application of our STXIF framework, successfully provided
nuanced interpretations of the goals of the XAI Compass from three different
perspectives: the perspective of the model breakers, i.e., the political perspective,
the perspective of the model consumers, in this case, the medical professionals,
and the perspective of the model builders, i.e., the developers. Our analysis sheds
light on the nuanced relationships and overlaps among different goals within the
technical XAT discourse represented by our Compass. The implication is that
seemingly distinct goals in the XAI Compass when analyzed in the context of
specific use cases and perspectives, can converge or share substantial similarities.
This understanding allows for a more flexible and adaptive approach to devel-
oping XAI, where minor adjustments or variations in implementation strategies
can effectively address diverse and interconnected goals. In essence, our findings
emphasize the need for a contextualized interpretation of XAl goals, where the
intricate interplay of objectives can be navigated through tailored and pragmatic
applications within specific domains.

Our differentiation between instrumental and standalone objectives of XAl
not only contributes to a nuanced understanding of their interrelations but also
offers practical advantages for development and implementation. By recogniz-
ing instrumental goals like Acceptance and Trust as instruments to facilitate the
implementation of Al systems, developers gain insights into how these goals serve
as pivotal means for market placement and field deployment. This hierarchical
framework thus provides a roadmap for developers to navigate the complex land-
scape of XAI, ensuring a more targeted and effective implementation that aligns
with overarching goals.

In the context of our focus on medical diagnostics, certain recommendations
emerged. Firstly, the limited emphasis on Bias, particularly in projects closer
to practical application than research initiatives, underscores the challenges in
balancing the value of all available data with the complexities of data acquisition
efforts. Practical projects often prioritize data accessibility, making issues of bias
appear less prominent. Moreover, the questions posed by model consumers and
builders suggest a desire for causal explanations as elaborated by Miller described
in 2.1. Comparing these inquiries with existing literature on causal explanations
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in medical contexts can provide valuable insights for improving XAI systems
in the medical domain. The clear connection between user interface design and
XAI, emphasized by medical professionals, highlights the importance of cross-
cutting research between these two areas to improve the interpretability and
acceptability of Al systems in the clinical setting. Additionally, the potential
for continuous learning by medical professionals through interaction with XAIT
systems suggests avenues for further exploration. Understanding how XAI can
contribute to the ongoing education and learning of healthcare practitioners
represents a valuable area for future research.

Our findings hold practical implications for the development and implemen-
tation of XAT in real-world applications, particularly in the critical domain of
medical diagnostics. The nuanced perspectives provided by model breakers, con-
sumers, and builders offer valuable insights for tailoring XAI systems to meet
stakeholders’ diverse needs and expectations. These findings align with the focus
of the Human-Computer Interaction International Conference, emphasizing the
importance of human-centric design and usability in interactive systems.

5 Limitations and Outlook

In this study, we have introduced the STXIF, a contribution to bridging the gap
between the XAI discourse and social science research. By creating this frame-
work, we hope to successfully contribute to making XAI more applicable and
interdisciplinary. Based on the XAI Compass, the STXIF enhances the concep-
tual understanding and application of XAI in real-world scenarios and addresses
the complex interplay of technical, social, and ethical considerations.

Despite the contributions of this study, it is crucial to recognize inherent
limitations. The categories embedded in the XAI Compass, while providing a
comprehensive starting point, may not perfectly align with the multifaceted
realities of XAI deployment. As with any deductive research approach, predefined
categories might not fully capture the complexity of the observed reality, and
unexplored factors lying outside the compass remain unanalyzed.

Additionally, STXIF primarily derives from the XAl discourse, which is occa-
sionally criticized for its unilateral focus [11]. While we acknowledge this limita-
tion, we intend to provide a pragmatic application-oriented tool. STXIF does not
claim to represent all aspects comprehensively, but rather, it serves as a struc-
tured starting point for interdisciplinary investigations, which has its foundation
in technical considerations.

Looking ahead, STXIF holds promise for diverse applications across various
disciplines and scenarios. Its unique strength lies in the flexibility to tailor the
XAI Compass to the specific requirements of different use cases. This paper
focused on the EU Al Act as a concrete policy context. However, the STXIF’s
adaptability allows it to accommodate different policy frameworks and emerging
regulations, making it relevant in a rapidly evolving landscape. By integrating
social science methodologies into the XAl discourse, our approach addresses the
demand for a more holistic understanding of XAI within the HCI community.
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We envisage that the STXIF will facilitate more informed and ethically grounded
XAT implementations, fostering a collaborative dialogue between technical and
social perspectives.
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