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The widespread adoption of digital distribution channels both enables and forces more and more logistics
service providers to manage booking processes actively to maintain competitiveness. As a result, their
operational planning is no longer limited to solving vehicle routing problems. Instead, demand management
decisions and vehicle routing decisions are optimized integratively with the aim of maximizing revenue and

Explainabili e .. . . . . . .
O);I;) ::jnilt}lrt)c,ost minimizing fulfillment cost. The resulting integrated demand management and vehicle routing problems (i-
Attended home delivery DMVRPs) can be formulated as Markov decision process models and, theoretically, can be solved via the

well-known Bellman equation. Unfortunately, the Bellman equation is intractable for realistic-sized instances.
Thus, in the literature, i-DMVRPs are often addressed via decomposition-based solution approaches involving
an opportunity costs approximation as a key component. Despite its importance, to the best of our knowledge,
there is no technique to systematically analyze how the accuracy of the opportunity costs approximation
affects the performance, e.g., the profit, the revenue, the number of accepted customers, or the cost of the
overall logistics system, which is represented by a vehicle routing problem, nor are there general guidelines
on when to apply which class of approximation approach. In this work, we address this research gap by
proposing an explainability technique that quantifies and visualizes the magnitude of approximation errors,
their immediate impact on the underlying vehicle routing problem and its profitability, and the relevance of
approximation errors in specific regions of the state space. Exploiting reward decomposition, it further yields
a characterization of different types of approximation errors. Applying the technique to a generic i-DMVRP
in a full-factorial computational study and comparing the results with observations in existing literature, we
show that the technique contributes to better explaining algorithmic performance and provides guidance for
the algorithm selection and development process.

1. Introduction associated vehicle routing alone, providers additionally apply demand
management to achieve efficient fulfillment operations.

The resulting integrated demand management and vehicle routing
problems (i-DMVRPs) are stochastic and dynamic with two types of
integrated decisions: For each dynamically arriving customer request,
the provider integratively makes a demand control decision and a vehicle

routing decision with the overall objective of maximizing the expected

The proliferation of e-commerce and the progress of communica-
tion technology has led to the emergence and establishment of new
business models that allow customers to book on-demand logistics
services, mostly the delivery of goods (Walmuth et al., 2023) or
local transportation (Vansteenwegen et al., 2022). Prominent exam-
ples of these services are attended home delivery (AHD), same-day

delivery (SDD), or mobility-on-demand (MOD). These business models
have in common that customers expect a very high service level,
e.g., in terms of the deviation from their desired service time (Amorim
et al., 2024). Meeting these expectations makes demand consolidation
challenging, which entails high fulfillment cost (Ulmer, 2020) of the
underlying logistics system. To still operate these logistics system prof-
itably, their operational planning has evolved: Instead of optimizing the
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profit, i.e., revenue net of operational fulfillment cost. Such an i-
DMVRP can be modeled as a Markov decision process (MDP) and,
theoretically, be solved by evaluating the well-known Bellman equa-
tion (Puterman, 2014). Practically, however, i-DMVRPs suffer from
the curses of dimensionality (Powell, 2011) such that this is not
tractable for realistic-sized instances. Consequently, in the literature,
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demand control decisions for i-DMVRPs are often optimized with a
decomposition-based solution approach. More precisely, two subprob-
lems are solved sequentially for every incoming customer request
(Fleckenstein et al., 2023; Ulmer, 2020; Gallego and Topaloglu, 2019,
p- 25, Klein et al., 2018):

(1.) Approximating opportunity costs (OC) for each potential fulfill-
ment option (e.g., a delivery time window, a delivery deadline, or
a pick-up time) that could be offered. OC measure the expected
future profit impact of selling this option given the current state of
the system. In i-DMVRPs, OC capture not only displaced revenue
but also the impact on logistics fulfillment cost.

(2.) Solving the actual demand control problem based on the approx-
imated OC, i.e., deciding on the pricing or availability of ful-
fillment options, or the acceptance/rejection of the request, and
thereby, integratively optimizing the underlying vehicle routing
problem (VRP).

If the number of fulfillment options is sufficiently large, this decom-
position into OC approximation and demand control problem is the
prerequisite to efficiently optimize the demand control decision and,
therewith, the integrated vehicle routing decision. E.g., it can then be
modeled as an assortment optimization problem that can be formulated
as a linear program (Heger and Klein, 2024). In addition to this
computational advantage, the decomposition-based solution concept
is flexible and extensible because any OC approximation algorithm
suitable for i-DMVRPs (1) can be combined with any solution approach
for the demand control problem (2). The observation that this basic
structure is common to many solution algorithms for i-DMVRPs leads
to the following conclusion: One of the main avenues for accelerating
the development of practical solution approaches for i-DMVRPs is un-
derstanding and explaining the relation between the accuracy reached
in (1), i.e., the accuracy of the OC approximation, and the quality of
(2), i.e., the quality of the resulting integrated demand control and vehicle
routing decision. However, despite the maturity of integrated demand
management and vehicle routing as a research area, this relation has
not been systematically explored, and therefore, largely remains a black
box so far. Hence, we now close this research gap by comprehensively
analyzing this relationship.

It is important to note that the strong interdependence between
demand control and vehicle routing decisions makes them unique
compared to similar demand management problems, e.g., in the field
of revenue management. This is especially due to variable routing cost
being neither negligible nor attributable to individual orders (Flecken-
stein et al., 2025). This has two consequences for our analysis: First,
the insights we aim to obtain are specific to the problem family of i-
DMVRPs. Second, the analysis requires a novel explainability technique
specifically tailored to i-DMVRPs. The technique we propose combines
two building blocks:

B1: Chain of influencing factors — The first building block
resembles a typical post-hoc explainability technique (Ar-
rieta et al., 2020), i.e., we define metrics to evaluate
the behavior of a given policy in certain states and the
respective impact on solution quality. Thereby, we aim
at answering the central questions that arise along the
chain of influencing factors from OC approximation error
to objective value loss as depicted in Fig. 1. This allows
deriving insights on when (in which states) and why a
certain policy performs especially good or bad.

B2: Reward decomposition — The second building block
incorporates the idea of reward decomposition (Juoza-
paitis et al.,, 2019). For that, we exploit the finding
that, in i-DMVRPs, opportunity costs can be decomposed
into displacement cost (DPC) and marginal cost-to-serve
(MCTS) (Fleckenstein et al., 2025). More precisely, we
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propose to apply OC approximations capturing only one
of the two components, with the aim of assessing the im-
portance of the respective component for approximation
accuracy.

Afterward, in an extensive computational study, we apply the ex-
plainability technique to the generic i-DMVRP with accept/reject de-
cisions and the stylized parameter settings from Fleckenstein et al.
(2025). This focus on the simplest possible demand control prob-
lem is deliberate: First, it yields clean and isolated insights into the
performance impact of OC approximation. Second, it captures the
fundamental trade-off inherent to any i-DMVRP, namely, whether the
revenue of a certain customer order exceeds the expected loss in future
revenue and the expected increase of fulfillment cost. Therefore, the
findings from the simple accept/reject setting can also be applied to
more complex settings with multiple fulfillment options and dynamic
prices. By complementing our numerical results with an extensive
analysis of computational studies in the literature, we confirm the
validity of our findings. In line with the theoretical arguments, our
identified OC approximation error types can indeed also explain the
observed performance of state-of-the-art solution approaches for richer,
real-world i-DMVRPs. In summary, our work has four contributions:

(1.) To the best of our knowledge, we introduce the first explain-
ability technique for the widely established decomposition-based
solution approaches for i-DMVRPs.

(2.) We apply our explainability technique within a comprehensive
computational study and identify fundamental OC approximation
error types, i.e., OC approximation errors that can occur in a
broad variety of real-world i-DMVRPs. Therewith, we are the first
to systematically analyze the relation between the accuracy of OC
approximation and the objective value.
We classify patterns in the occurrence of the fundamental ap-
proximation error types we identify, characterize which problem
settings are prone to which error type, and propose algorith-
mic elements to successfully mitigate them. This yields insights
that guide the selection and the design of OC approximation
algorithms.

(4.) We compile indications for the occurrence of the identified error
types from existing literature and show that our findings improve
explainability of the reported results. Thereby, we transform the
existing implicit knowledge about specific i-DMVRPs to explicit,
high-level knowledge.

(3.

—

The remainder of this paper is structured as follows: In Section 2,
we review the related literature both on algorithmic explainability
and i-DMVRPs. In Section 3, we introduce and model the generic i-
DMVRP under consideration. Then, in Section 4, we present our novel
explainability technique for i-DMVRPs in detail, and we present our
computational study in Section 5. In Section 6, we derive general
insights for algorithm design. We discuss limitations in Section 7 and
summarize our work in Section 8.

2. Literature review

Due to the cross-cutting nature of our study, the related literature
spans across multiple distinct research areas. In Section 2.1, we review
the literature on i-DMVRPs with a special focus on its origins in
revenue management, dynamic pricing, and dynamic vehicle routing.
In Section 2.2, we then discuss algorithmic explainability techniques,
particularly from explainable reinforcement learning (RL), highlight-
ing the techniques that we adapt and apply in the work at hand.
Finally, in Section 2.3, we review the descriptive analytics that authors
use to explain the observed performance of their i-DMVRP solution
approaches.
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How bad is
the approxim-
ation error?

OC approxi-
mations can
underestimate
or overestimate
the true OC.
Both can but
do not neces-
sarily cause
suboptimal
decisions.

Y

How wrong is
the resulting
decision?

EURO Journal on Transportation and Logistics 14 (2025) 100166

Suboptimal
decisions can
lead to less
reward than
the optimal
decision,
transition the
system to a
lower-valued
state, or both.

Y

How likely is
this decision?

What is the
performance
impact?

The relevance
of a wrong
decision
depends on
how likely it
is that the
state in which
this decision is
made will be
encountered
when following

Only those
approximation
errors that
cause notably
suboptimal
decisions and
that are made
often result in
a considerable
objective

value loss.

a certain policy.

Fig. 1. Chain of influencing factors from OC approximation error to objective value loss.

2.1. Modeling and solving i-DMVRPs

In logistics, many companies dynamically collect orders for a trans-
portation service that is fulfilled by a given fleet of vehicles. These com-
panies face an i-DMVRP if they can both plan individual offers made in
response to customer requests and plan the vehicle routes to feasibly
fulfill the resulting orders. Hence, i-DMVRP research synthesizes two
originally distinct research areas:

(1.) Research in revenue management and dynamic pricing addresses the
dynamic optimization of offering decisions under the assumption
that fulfillment is already pre-planned. For an extensive overview
of this field, we refer the reader to the textbooks by Gallego and
Topaloglu (2019) and Talluri and Van Ryzin (2004) as well as the
reviews by Klein et al. (2020) and Strauss et al. (2018).

(2.) Dynamic vehicle routing investigates the optimization of fulfillment
assuming given orders that arrive dynamically. For a deeper dis-
cussion of this research area, we refer the reader to the textbook
by Toth and Vigo (2014) as well as the reviews by Hildebrandt
et al. (2023), Soeffker et al. (2022), and Psaraftis et al. (2016).

Starting with the seminal work of Campbell and Savelsbergh (2005)
on an AHD system, i-DMVRPs are considered in a variety of appli-
cations such as SDD (Azi et al.,, 2012), MOD (Atasoy et al., 2015),
or mobile personnel booking (Avraham and Raviv, 2021). Indicative
of the growing importance of this research area, there are several
reviews that are either application-specific (Li et al., 2025; WaBmuth
et al.,, 2023; Snoeck et al., 2020), or aim at i-DMVRP literature in
general (Fleckenstein et al., 2023).

Since i-DMVRPs are dynamic and stochastic, the natural modeling
approach is to formulate a Markov decision process (MDP) model (Put-
erman, 2014). It is important to note that MDP models not only serve
as a formal problem definition. On top of that, model analysis, which
can be done analytically or numerically (Bravo and Shaposhnik, 2020),
yields domain knowledge that can be exploited by solution approaches.
For i-DMVRPs, such model analyses can be found in Fleckenstein et al.
(2025), Lebedev et al. (2021), and Asdemir et al. (2009). These three
theoretical works addressing i-DMVRPs have in common that they
mainly analyze models analytically. In contrast, our technique focuses
on the numerical analysis of solution approaches. It also yields domain
knowledge regarding a combination of a solution approach and a model
of a specific i-DMVRP. However, we draw on the results of Fleckenstein
et al. (2025), who extend the concept of OC for i-DMVRPs by tailoring
a specific OC definition that captures and quantifies demand control
effects on the underlying vehicle routing problem and show that, in
i-DMVRPs, OC can be decomposed into MCTS and DPC.

Although i-DMVRPs can be solved to optimality by exact dynamic
programming algorithms, this is impractical for realistic-sized instances.
Hence, there exists a wide variety of heuristic solution approaches for
specific i-DMVRPs. According to Fleckenstein et al. (2023), they can
be classified into two broad solution concepts: First, there are static
deterministic approaches that solve auxiliary models with a rolling-
horizon to iteratively derive demand management and vehicle routing
decisions (e.g. Klapp et al., 2020). Second, there are decomposition-
based solution approaches that subdivide the demand management
task into two sub-problems as already mentioned: OC approximation
and demand control decision-making which integrates optimizing the
underlying VRP (see Section 3).

In this work, we only consider the decomposition-based solution
approaches, which are adopted by the majority of authors (Flecken-
stein et al.,, 2023). The applied OC approximation approaches can
be sub-divided further into sampling-based (e.g. Klein and Steinhardt,
2023) and learning-based (e.g. Ulmer, 2020) and are either targeted
at approximating MCTS, DPC, or both (Fleckenstein et al., 2025). To
evaluate the performance of these approximation approaches, authors
of existing works resort to descriptive analyses. With our work, we aim
at explaining the reasons for the observed results by investigating the
impact of OC approximation errors.

2.2. Explainability of algorithmic performance and behavior

Explainability becomes increasingly relevant in analytics and opti-
mization in general (see, e.g., the recent reviews by De Bock et al., 2024
and Goerigk and Hartisch, 2023). In particular, the field of explainable
RL (XRL) has recently gained more attention (Milani et al., 2024). Due
to the close relation between RL and the OC approximation approaches
observed in i-DMVPR literature, the techniques developed for XRL are
also applicable to most approaches tackling i-DMVRPs.

Milani et al. (2024) introduce a two-dimensional taxonomy of ex-
plainability techniques tailored to XRL. The first classification dimen-
sion proposed by the authors is borrowed from general explainable
artificial intelligence:

(1.) Explainability can be inherent to a policy or restored post-hoc.

(2.) We can further distinguish local explanations that refer to indi-
vidual states, and global explanations that holistically view the
behavior of the policy.

(3.) Among the post-hoc techniques, a distinction can be made regard-
ing the degree of portability, i.e., the range of solution approaches
the technique can be readily applied to.
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Regarding this classification dimension, our explainability technique is
a post-hoc explanation since it is applied to a given (decomposition-
based) policy. As discussed in Section 2.1, this type of policy is quite
common, which makes our technique portable. Further, it features local
(state-level) metrics but also involves global considerations since these
local metrics are aggregated to explain the global behavior of the
policy.

The second classification dimension specifically addresses XRL ap-
proaches and distinguishes explainability techniques based on the type
of explanations they incorporate as follows:

(1.) Feature importance explanations: explaining individual actions by
providing their context, e.g., state features. Typical approaches
are, e.g., surrogate policies encoded as decision trees or saliency
map explanations.

(2.) Learning process and MDP explanations: exploiting the definition
of MDP model elements or training process steps to generate
explanations. The aim is to identify critical drivers of the policy’s
individual decisions.

(8.) Policy-level explanations: identifying recurring sequences of deci-
sions (e.g. by clustering states) to extract patterns of the policy’s
overall control behavior.

Regarding this second classification dimension, our technique can be
viewed as a combination of policy level explanations (in B1) and learning
process and MDP explanations (in B2). In the following, we briefly review
the closest related literature for B1 and B2 separately.

Bl of our explainability technique is closely related to a tech-
nique called strategy summarization by Amir et al. (2019). They suggest
identifying states of interest on the basis of importance, coverage,
likelihood of encountering, and policy disagreement with the aim of
aggregating these states to summarize the behavior of the policy.
Applied to i-DMVRPs, measuring the OC approximation error itself
can be considered equal to measuring policy disagreement with the
optimal policy. To quantify state importance, we measure the impact
of an approximation error in a certain state on the quality of the
resulting decision. This can also be viewed as a special case of the
state importance metric used by Torrey and Taylor (2013). Further,
like (Amir et al., 2019), we consider the likelihood of encountering a
state.

B2 of our explainability technique is a reward decomposition tech-
nique. It is first proposed by Russell and Zimdars (2003) with the aim of
facilitating the learning process. With the same goal, it is also applied
by Van Seijen et al. (2017) in the form of a hybrid reward architecture.
However, as shown by Juozapaitis et al. (2019), reward decomposition
can not only be applied for designing hybrid reward architectures but
also as an explainability technique. Therefore, they analyze the influ-
ence of the different reward components for explaining the behavior
of a given policy. In contrast, we analyze approximation errors that
result from considering only one reward component for explaining
the behavior of a given policy. This idea of analyzing approximation
errors in RL is first presented by Mannor et al. (2007) with the aim of
computing confidence intervals.

Regarding the application of our explainability technique, a distin-
guishing feature compared to most existing works in XRL is that we
consider a large number of small problem instances and solve them to
optimality. Thereby we derive generic domain knowledge, in the form
of fundamental OC approximation error types, rather than analyzing
heuristic policies for large instances. In this regard, we only found one
similar approach by Bravo and Shaposhnik (2020). They use machine
learning to analyze optimal policies for small problem instances of,
amongst others, traditional revenue management problems.

In summary, our methodology combines a variety of existing RL
explainability techniques in a novel way: Besides adapting them to the
problem structure of i-DMVRPs, we introduce the new idea of combin-
ing strategy summarization and reward decomposition and applying
both to derive characterizations of fundamental OC approximation
errors.
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2.3. Performance metrics in i-DMVRP literature

In contrast to “pure” revenue management and dynamic pricing,
where explainability has already received some attention (e.g., Biggs
et al., 2021; Bravo and Shaposhnik, 2020), we find no systematic appli-
cation of techniques from XRL in the literature on i-DMVRPs. Instead,
most authors evaluate the performance of their solution approaches by
incorporating descriptive analytics, as we summarize in the following.
Aggregate metrics — Apart from the arithmetic mean of profit, which
is the objective in most of the considered i-DMVRPs, many authors
additionally report the following aggregate metrics describing the per-
formance of policies: Among the most widely reported metrics are
average or overall revenue, cost, and number of orders (Campbell
and Savelsbergh, 2005). Further, some authors also report revenue per
order (Klein et al., 2018), cost per order (Yang et al., 2016), aver-
age number of fulfillment options offered to each customer (Mackert,
2019), pooling rate (Anzenhofer et al., 2025), or fleet utilization (Klein
and Steinhardt, 2023). In addition to the arithmetic mean, the standard
deviation (Yang et al., 2016) or the coefficient of variation (Anzenhofer
et al., 2025) are reported in a few studies.

Decision-making — For a more detailed analysis of a policies’ perfor-
mance, authors analyze how the resulting decision-making differs over
time, i.e., over the course of the booking horizon, or for different
types of requests: For any i-DMVRP, the acceptance rate or conversion
rate (Mackert, 2019) or the cumulative revenue over time (Lang et al.,
2021) can be reported. If customers can choose from a set of fulfillment
options, the number (Abdollahi et al., 2023) or composition of offered
fulfillment options (Klein and Steinhardt, 2023), or the chosen fulfill-
ment options (Anzenhofer et al., 2025) can be analyzed. If dynamic
pricing is applied, average prices of offered (Klein et al., 2018) or
chosen fulfillment options (Yang et al., 2016) are reported.
Opportunity costs — If a parametric OC approximation is used, its pa-
rameter values (Lang et al.,, 2021) or the function values for certain
parameter values (Avraham and Raviv, 2021) can be investigated.
Only very rarely, authors directly consider approximated OC values for
different groups of similar requests (Yang and Strauss, 2017) or over
time (Koch and Klein, 2020).

In general, we identify three central problems that limit the explana-
tory power of the existing descriptive analyses: First, observations of
the performance and the behavior of a policy do not provide direct evi-
dence of whether or how exactly an OC approximation error influences
the observed performance. Due to a lack of conclusive explanations,
the reasoning is often limited to formulating hypotheses. Second, the
metrics are only analyzed in an aggregate form, which does not allow
distinguishing different types of errors that originate in certain regions
of the state space. Third, since typically, a specific solution approach
for a specific i-DMVRP is considered, the results are hardly attributable
to certain characteristics of the problem structure, the instance struc-
ture, or the solution approach. This again limits conclusiveness and
transferability.

Overall, there is a clear research gap regarding the development of
explainability techniques for i-DMVRPs and the formulation of gener-
alizable explanations for policy performance.

3. Problem definition and modeling

In this section, we formally characterize i-DMVRPs with a particular
focus on the generic MDP model for i-DMVRPs by Fleckenstein et al.
(2025).

Typically, an i-DMVRP is structured as follows: During a booking
horizon, customers log-in to the business platform and place a service
request by entering service parameters like pick-up/drop-off locations,
desired fulfillment times, or vehicle types. In response, the provider
either presents a set of suitable fulfillment options with different prices to
choose from, or accepts/rejects the request. Then, a successfully placed
customer request turns into a confirmed customer order. All customer
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Fig. 2. Overview of the MDP model of the i-DMVRP booking and fulfillment process including the interim state (Fleckenstein et al., 2025).

orders are eventually served by the provider within the service horizon,
which can either be disjoint or overlapping with the booking horizon.
The former is typical for AHD, where customer and provider agree on a
delivery time window for a certain day in advance. The latter is typical
for SDD or MOD, where the customer expects to receive a service on
short notice.

In the following, we consider the generic i-DMVRP model as in
Fleckenstein et al. (2025) but adapt it specifically for the case of disjoint
booking horizons and service horizons. Further, the underlying demand
control subproblem features an accept/reject demand control. While
the generalization to richer problems with multiple fulfillment options
has a quite considerable impact on the demand control problem, it
hardly impacts OC approximation. The only change is that there is no
longer a single OC value for the entire request but one per fulfillment
option that the customer could potentially order. To demonstrate this
mathematically, we explicitly show how the considered problem can
be generalized at the end of this section (see also Fleckenstein et al.,
2025).

Analyzing the simplest possible demand control problem with only
a single fulfillment option to derive insights for the entire family
of i-DMVRPs is deliberate: First, precisely because of the demand
control problem being so simple, we can obtain clean, isolated, and
unambiguous insights on the performance impact of the OC approx-
imation. In a more complex setting with multiple fulfillment options
and customer choice, this kind of diagnostic clarity would be hard
to obtain due to possible interactions between the demand control
problem and the OC approximation. Second, because of the very high
similarity between OC approximation in single-option and multi-option
settings, the single-option setting is structurally representative of the
core trade-off inherent in any of the more complex i-DMVRPs. More
precisely, multi-option problems can be cast as a sequence of (albeit
interdependent) accept/reject decisions on whether each fulfillment
option should be offered based on its individual revenue net of its
individual OC. Therefore, the insights gained from the single-option
setting are fundamental in the sense that they also apply to the more
complex problems within the family of i-DMVRPs.

Generic i-DMVRP model with accept/reject decisions

Decision epoch — A decision epoch marks the start of the MDP model’s
stages. In the considered problem, such stages correspond to (constant)
time steps t = 1;...;T. A customer request of type ¢ € C can arrive in
stage t with a certain arrival rate .. The type ¢ of a customer request
defines its associated revenue r. and location |.. Individual customer
requests are then uniquely identified by combining this information
with their request time . Arrival rates are assumed to be small enough
that at most one customer request arrives per stage.

State — The system state s, = (G; ;) comprises two sets. The first
set G consists of tuples (c; ), which store customer orders for which
fulfillment has not yet started. The second set  stores the tour plan.
Since we assume disjoint booking and service horizons, in our case,
is either preliminary or empty for all t < T . Please note that s; defines
a post-decision state. The state space of a decision epoch t is denoted

as S; and comprises all potential realizations of customer orders G and
tour plans . Thus,Vtel;...;T : 5, €S;.
Action — An action in response to an arriving customer request of type ¢
integrates an accept/reject decision for demand control g, € Gs;_;;¢) O
{0;1}, and a tour planning decision (g) € (S_;;C; Q). Again, (g;)
is either preliminary or empty for all t < T due to the disjoint horizons.
The action space for the tour planning, denoted as (s_;;C;qg), is
defined by the routing constraints of the problem and depends on the
preceding state s;_;, the type c of the arriving request, and the demand
control decision g;. The action space for the demand control, denoted as
G(s;_;;0), in turn, depends on  (s;_;;C; @) since g; = 1 is only feasible if

(S13¢;@) " B Thus, Ay 130) = {(G (@) : G € Gsi1;0; (@) €

(CEHH IR
Rewards — As a consequence of an acceptance decision g, = 1, a revenue
r. is received. A rejection yields no reward. A routing decision (g;)
entails a reward r (. It equals the newly arising fulfillment cost,
which, given the triangle inequality holds, is non-positive. Again, since
we assume disjoint booking and service horizons, Vt <T : 1 ) =0.
This means that the entire routing cost is incurred at the last decision
epoch when the definitive tour planning decision is made.
Transition — When transitioning to state s,  is set to (g). The
first state component G_,, also changes. More precisely, if the newly
arriving request of type ¢, is accepted, the resulting customer order is
added.
Objective — The provider aims at maximizing profit after fulfillment.
Therefore, it is required to determine a policy that returns the optimal
decision for each state that can potentially be reached. These decisions
of a policy can be denoted as &, (S;_;G) = (g, (S—1:Q); ¢ (G (S=1: Q)
at decision epoch t. Then, the objective function is:

0 g 1
max & (re, 9 (S—13G) +r L@ i) I'sp : @
t=1

Bellman equation — The objective function (1) can be expressed in the
form of a Bellman equation, which defines a value V;(s,) for each state
s;. Solving this equation yields the optimal policy

E 0
Vo (S = t max + max r
18- cec © GEGS-0 G (e Gocy 1@
+ Vi | s 1(@)
E 0 1
- : 1(0>em(as)1( 1:0:0) "o TV TS (0D
ceC -

(2)
with boundary condition:
Vi (sp) = 0: 3

In Eq. (2), both types of decisions are represented in an integrated
form. Thus, an interim state s | 5;_;;C; g can be defined to isolate the
impact of the demand control decision from the impact of the vehicle
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routing decision as also depicted in Fig. 2. Further, substituting the OC
of accepting a request of type ¢, i.e., V {(S;_;;C), we obtain the following
reformulation. Note that we denote interim states s{ | si_i;c;1 by s{ ©)
and interim states s; | $;_;;¢;0, or §{ | §_;0;0, by s{(0).

2 0 1
+V/(50); (4

E
Vs = ¢ omax g o= V(810

ceC G EQS-1:0)
with

th(S{ [si-1i6;@) = M @ +Vi(se | sir (@)

max
t@E (St-1:6:0) 5)
=T g T VA IS F@);

and
V(8i-15 0 = V/(5{(0) - V{/(s(c)) g 0: (6)

Further, [(g,) denotes the optimal routing decision for a given demand
management decision g;.

Generalization to multiple fulfillment options

Now, we briefly describe how the model introduced above can be
generalized to multiple fulfillment options. The purpose is to strengthen
the theoretical argument that findings regarding the OC approximation
for the accept/reject demand control problem can likewise be general-
ized to richer problems with multiple fulfillment options. In Section 6,
we provide further evidence for that this generalization is possible by
evaluating computational results in the existing literature on richer
i-DMVRPs.

We begin with the necessary adaptations to the definitions of action,
transition, and reward before presenting the Bellman equation.

State — The set G, which stores pending customer orders, now consists
of tuples (c; ;0), with o additionally denoting the fulfillment option
chosen by the customer.

Action — In response to a customer request of type ¢ submitted in state
Si_;, the provider now decides whether or not to offer each fulfillment
option 0 € O(s;_;; c), where O(s,_;; C) denotes the set of fulfillment
options that can be offered feasibly. With these individual decisions,
the complete action is to select an offer set g, O O(s;_;; ©).

Transition — Because the customer can now choose from multiple fulfill-
ment options, the order confirmation step involves stochasticity in the
form of customer choice probabilities Py(g).

Rewards — Since the revenue of an order can depend on the chosen
fulfillment option 0 € g;, it now also features 0 as an index r.

These adaptations lead to the following formulation of the Bell-
man equation for the multi-option setting, generalizing the Bellman
equation (4):

0 g 1
Po@) Tco— Vi(Si-1:C;0 +V{(S{(0))Z

00

E
Vi1 (8-1) = ¢ max
cec  HE€CES-10

(7)

Crucially, it now features OC specific to each fulfillment option 0 €
O(st-1; 0):

V(815 €0 = V{/(51(0) — V{ (s;(0)); ®)

with interim state s{ | s;_;;C;0denoted as s/(0) and interim state s| |
Si_1; C;0 denoted as s{(0).

4. Explainability technique

In this section, we present our novel explainability technique for i-
DMVRPs, which comprises two separate building blocks. Both are later
applied for the comprehensive analysis of the relation between OC ap-
proximation error and the quality of the resulting demand management
decisions.
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4.1. Building block 1

The basic idea of B1 is to define metrics for each step in the chain of
influencing factors behind the losses in objective value observed when
following a certain policy (see Fig. 1). By this, we aim at identifying
the regions of the state space that are especially relevant regarding
the respective overall objective value loss. Therefore, we analyze the
occurrence, the sign, and the magnitude of OC approximation errors
in the respective states. Then, by suitable visualizations of the met-
rics, we compare them over various settings of problem parameter
values (in the following referred to as settings) resembling different
real-world i-DMVRPs. Based on that, we classify fundamental types of
approximation errors, i.e., OC approximation errors that a broad variety
of real-world i-DMVRPs are prone to. Therewith, we can eventually
explain the performance of the considered policy. Both the metrics and
the respective visualizations are generally valid, i.e., can be applied
to any policies derived from different OC approximation approaches.
In the following, we first describe the chain of influencing factors
between OC approximation error and objective value loss. Afterward,
we describe the metrics we use to quantify each step in this chain of
influencing factors, propose visualizations of these metrics, and finally,
discuss how to extend B1 to other performance indicators.

Chain of influencing factors

At the beginning of the chain of influencing factors, there is an
approximation error in a certain state s,_;, that could either be an
underestimation or an overestimation of the true OC. Depending on the
actual magnitude of such an approximation error, the magnitude of the
true OC, i.e., V(Si_;;©), and the immediate reward r, this error can
but not necessarily must result in a suboptimal decision.

Generally, a suboptimal decision in a certain state s,_; can either
yield less immediate reward than the optimal decision, transition the
system to a lower-valued state than the optimal decision, or both.
However, the respective negative effect on the objective value itself can
vary fr