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Abstract

With the ever increasing capabilities of modern Al systems comes
a greatly growing interest among various non-technical stakehold-
ers in employing “Al” to improve their existing systems or work-
flows. This rise is especially present in industrial settings, e.g. man-
ufacturing, where—in the past—the usage of Al has usually been
limited due to various challenges surrounding the gathering of
data. However, there have been concentrated efforts to automate
machinery that come with an increase in usable data, which—paired
with the wish of some stakeholders to automate through “AI"—
makes new applications of Al available. Nevertheless, many stake-
holders, especially those that will interact with the system on a
daily basis, will not sufficiently trust Al models, hindering their
adoption. This issue can be alleviated by using explainable models
that can create trust through their transparency, rather than solely
through statistical evaluations.

In this extended abstract, past work on how to determine spe-
cific requirements of various stakeholder groups on the model struc-
ture is reintroduced and one result from a real-world case study is
discussed. Additionally, an approach to design a Learning Classi-
fier System that delivers such models is highlighted.
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1 Introduction

In the past decade and especially in recent years, the capabilities of
artificial intelligence (AI) approaches greatly increased. A particu-
lar rise was noticeable in the field of machine learning (ML), where
large language models even transformed the global perception on
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the field of AL But even before that, other approaches were de-
veloped and started to peak interest among various stakeholders
of technical systems. The idea of being able to improve existing
automation levels by introducing proactive and “intelligent” com-
ponents especially led to improved digitalization of real-world sys-
tems and therefore to a gathering of potentially usable data in areas
that were not originally data-driven (contrary to, for example, the
insurance industry). Notably here is the producing industry where
machines were fit with additional sensors and sensor data started
being recorded. From this, approaches such as digital twins and ma-
chine health observations became widespread laying the ground-
work for future ML solutions.

While we now find data being available in industrial setting’
and have improved AI/ML approaches to a level where they can
be greatly useful on a theoretical level, we face a number of chal-
lenges when trying to bring trained models or agents into applica-
tion. One major issue is the trust of stakeholders. If stakeholders
doubt the models’ correctness, they will be reluctant to follow a
model’s advice or even fully hand over decisions to the model. This
issue will be exacerbated when individual stakeholders are respon-
sible for certain parts of the production chain that are (partially)
controlled by Al

However, we can alleviate potential doubts of stakeholders by
employing models for which we can explain their behaviour. In the
field of explainable AI (XAI) [2, 21], various approaches towards
making models explainable exist but one core option is the use of
models that are inherently interpretable and human readable, for
example, rule-based models. Besides expert systems and decision
trees, the evolutionary computation approach of Learning Classi-
fier Systems (LCSs) [17, 6] is an obvious choice, with a long and
active research history [17, 6, 15, 14, 7, 16], to create such models.
Although not all LCS models are automatically well explainable:
choices regarding the rule structure (conditions, local models) im-
pact the comprehensibility as well as the number of rules in the
model. This leads to the question of: When do we call a model well
explainable? Which is highly circumstantial, i.e. based on the in-
tended application and the humans involved [3].

There is still a large number of challenges surrounding the actual usefulness of the
available data, e.g. its correctness being verified, sensors being calibrated, etc. How-
ever, this article will assume that these have been overcome or can be solved reason-
ably well.

*Within individual rules, we can also assume that rules, that are general in some prob-
lem dimensions, allow us to more easily explain the model than when large numbers
of overlapping rules cover small portions of the input space. However, this is a highly
circumstantial criterion: determining when it is fulfilled reasonably well using a met-
ric value is not easily generalizable to larger groups of learning tasks, i.e. for a given
learning task (with an unknown solution), we can not set a threshold or precise rank-
ing of rules.
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2 A Real-World Example of Explainable Model
Requirements

Given the application- and user-specific nature of explainability,
the first effort when starting on a new use case should be to deter-
mine what levels of explainability are needed (if at all) and how this
restricts the model structure search space. Recently, a rule-based
ML-specific method has been proposed by Heider et al. [5]. It was
later showcased in a real-world case study in [8] where a plastic
extrusion manufacturing plant is to be further automated using in-
telligent agents (based on ML predictions about product quality).
When interviewing all relevant stakeholders in these agents, it was
found that explainability is not a hard requirement of all actors but
that most prefer explainable models and a large quantity of stake-
holders would not consider the usage of black-box approaches.

Specifically, for what an LCS model in this use case should look
like, it was concluded (cf. [8]) that:

Models should be small, ideally using only about 30 rules in
total, but up to 100 could be okay for most requests.
Mechanistic interpretability (explaining the training process
in detail) is not needed.

For most situations, explaining the matching rules (rather
than the full set) is sufficient.

The number of matching rules (or rather: rules participating
in the prediction by being mixed) should be low, e.g. less
than three.

Rule conditions should be as simple as possible (ternary or
hyperrectangular, depending on the features).

Local models should be constant (for classification) or linear
(for regression) and, ideally, there should be few non-trivial
coefficients, e.g. by using regularization during local model
fitting.

Stakeholders also gave some insights into how they prefer to re-
ceive explanations. Here, machine operators are least inclined on
analysing statistics or plots of data but prefer short sentences and
examples for the current situation, whereas process engineers re-
quest a comprehensive set of text-, data-, and graph-based expla-
nations of the entire rule sets.

3 SupRB: An LCS to Create Explainable Models

When analysing the state-of-the-art in LCSs one finds that most
major systems, especially those derived from XCS [18], have a hard
time fulfilling these requirements. For example, XCS usually trains
models that have several hundred or even thousand “macroclas-
sifiers”, which by itself would be substantially too large for our
explainability goals (the global rule count but also the number of
rules that participate in prediction). Compaction and subsumption
techniques (cf. [20, 11, 12]) can help XCS to greatly reduce the
rule set size, however, compaction effectively removes XCS’s on-
line learning advantages over batch learning approaches as well.
Furthermore, even with subsumption and compaction, recent ex-
periments (cf. e.g. [10, 9]) found that XCS models are still compar-
atively large. LCSs which use multiple solutions to the learning
task each trained with batch learning (also known as “Pittsburgh-
style”, cf. [6] for a suggestion of modernizing this term), e.g. GAs-
sist [1], do encode the model complexity into the fitness signal for
optimization. However, these LCSs contain operators that adjust

2259

Michael Heider

individual rules based on the fitness signal of a set of rules which
decreases the mechanistic interpretability of the training process
and can easily lead to redundant and ineffective moves that are
hard to spot.

Recently, a new LCS that is tailored directly towards produc-
ing explainable models for real-world applications was proposed:
the Supervised Rule-based learning system (SupRB) [9].3 This LCS
splits the rule discovery process from the building of learning task
solutions and optimizes them with separate optimizers, thereby
granting increased control over the desired shape of the trained
model. As the exact number of rules needed for a good model
and the number of rules that should be discovered to find such a
good model are unknown a-priori, SupRB alternates the phases of
rule discovery (RD) and solution composition (SC). The originally
proposed version of SupRB uses a very simple to follow (1, 1)-
Evolution Strategy with elitism to find new rules based on the
currently best known solution.? Directing the current RD phase
based on the last SC phase’s result improves the search process
greatly, as spaces that are already well covered do not get explored
again as was the case with all prior major LCSs. For SC, SupRB em-
ploys a simple genetic algorithm that treats the question of which
rules should be used as a binary selection problem. This is a well-
researched type of optimization problem, thereby offering a lot of
options for effective search methods.

SupRB is able to produce orders of magnitude smaller models
than XCSF [19] or Random Forests on a selection of openly avail-
able real-world regression datasets [9].

In the factory setting from [8], SupRB was able to train effec-
tive models that fulfilled most of the constraints laid out by the
different stakeholder groups.> Here, SupRB outperformed a wide
selection of mainstream ML models (including various tree-based
approaches) on the number of parameters/rules and the achieved
prediction error, with the relevant stakeholders largely confirming
that the increased explainability improves their trust in the model
and will lead to increased practical usage of Al assistance in this
setting.

4 Conclusion

This extended abstract® highlighted some recent work on Learn-
ing Classifier Systems (LCSs), specifically for the use in modern
explainable AI (XAI) systems. It focusses on settings where a di-
verse group of stakeholders (including many non-experts) have to
interact with such systems and heavily demand explainability. It
then highlights the main insights that can be gained for the very
restricting requirements in model design. This lead to the concep-
tion of a new LCS, called SupRB, which is able to create such re-
stricted models and fulfil these requirements, while still achieving
a performance level that is sufficient for practical application.
3Later, another LCS to achieve this has been proposed by Liu et al. [13].

“This simplicity in the search increases the mechanistic interpretability of the training
algorithm as well.

’Limiting the number of rules that participate in the mixing process / are matching
an input during training, harms the predictive power in a statistically significant, but

practically often still acceptable, magnitude.
®An in-depth version of this article is available as [4].
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