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Abstract—Machine Learning (ML) based Network Intrusion
Detection Systems (NIDS) often face challenges due to the scarcity
of labeled data. Active Learning (AL) can reduce the labeling
effort by focusing on uncertain instances. However, traditional
AL methods face limitations in open-set scenarios, where the
main challenge lies in identifying novel or previously unseen
attack types, rather than simply resolving uncertainty among
known classes. This paper highlights the possible improvement
of intrusion detection systems through the integration of novelty
detection techniques into open-set AL to minimize the manual
annotation effort. We propose an approach that initially trains
a system from scratch using only benign traffic to establish a
baseline. It then employs a zero-knowledge learning strategy
to incrementally update the NIDS with expert-verified labels
for both malicious and benign traffic, enabling adaptation to
concept drift as well as newly emerging attack types. Experiments
on the CIC-IDS2017 dataset show that novelty detection and
in particular AL effectively supports the identification of novel
attacks with minimal input from an oracle.

Index Terms—NIDS, Zero-Knowledge, AL, CIC-IDS2017.

I. INTRODUCTION

Modern networks form the backbone of critical infrastructure.
As these systems grow in complexity and importance, they
become increasingly attractive targets for cyberattacks [1].
With the rapid growth of network traffic and more complex
attacks, traditional rule-based Network Intrusion Detection
Systems (NIDS) struggle to keep up. Their reliance on prede-
fined signatures often limits their ability to detect complex or
novel threats. To address this, Machine Learning (ML)-based
NIDS have emerged, enabling the discovery of new patterns
and correlations from large volumes of labeled traffic [2].

As traffic evolves, models trained on outdated data lose effec-
tiveness, a phenomenon known as concept drift [3]. However,
in dynamic open-set environments, previously unseen traffic
can appear at any time. While closed-set NIDS, highlighted in
blue in Figure 1, accurately classify benign traffic and known
attacks, they often fail to detect unknown threats.

In this paper, we propose using Active Learning (AL) to
address the challenge of detecting unknown attacks while
adapting to concept drift, as illustrated in the green section of
Figure 1. Unlike traditional retraining, AL can quickly identify
informative samples through specialized ML models, which
can then be labeled by an oracle. Nevertheless, as noted by
Dietz et al. [4], the resulting administrative load can still be
overwhelming and thus prohibitive.

retrain

NIDS AL
highest
information

<
QOracle A
gain

Classification
Selection
Novelty H Module ]

Feature
Extraction
unconfident
4)()[ Packet Capturep ])—)

++

retrain

++
+ ++

++

+ o

Fig. 1. NIDS functionality and performance with and without AL for benign
traffic, known/unknown attacks, and admin load

II. BACKGROUND & RELATED WORK

As shown in Figure 1, the NIDS (blue) monitors network
traffic and classifies it using a dedicated module. Integrating
AL (green) allows the classifier to improve by selective expert
labeling. Its output can either alert network administrators to
suspicious activity or feed a Network Intrusion Prevention
Systems (NIPS) for active mitigation. In both cases, achieving
high recall and precision is essential to reliably detect attacks
while maintaining normal network operation [5].

Labeling all network traffic is infeasible due to its sheer
volume. Instead, leveraging knowledge from a small set of
labeled samples allows systems to identify uncertain or novel
traffic [6], [7]. Previous work shows that labeling only a small
subset can already yield substantial improvements in detection
performance [8]. However, effective AL requires more than
selecting the most anomalous samples. As emphasized by
Dietz et al. [4], an effective query strategy is crucial to capture
informative samples without overloading human operators.
Traditional closed-set AL assumes all data belong to a fixed
set of known classes [9], [10], limiting its ability to detect
novel attacks. In practice, networks frequently face previously
unseen traffic (open-set), which often contains the most in-
formative samples and should thus be prioritized by novelty
detection techniques [11], [12], [13].

Beyond novelty, querying diverse samples, including benign
traffic, is essential to counter concept drift as normal traffic
also evolves, while maintaining a balance to avoid missing
genuinely suspicious activities [7], [14].



III. BENEFITS OF AL-BASED NIDS
A. System Description

Creating high-quality annotated datasets for every network
is impractical. We therefore propose a zero-knowledge AL-
based NIDS framework that first learns a baseline from a
short period of benign traffic. It then iteratively improves its
detection capabilities through AL by identifying and labeling
uncertain samples. This process enables the detection of both
known and novel threats, including zero-day attacks, without
the need of an extensive dataset.

As shown in Figure 1, network traffic is parsed into one-
second time slots and processed through two parallel pipelines.
One performs real-time closed-set classification for immediate
detection (blue), while the other stores samples in an unlabeled
pool for offline open-set AL (green). A novelty detection
module selects the most informative or anomalous samples
for expert labeling. The newly labeled samples can then be
incorporated with the already labeled ones to retrain both
the classification and novelty detection models. This zero-
knowledge approach allows the system to continuously adapt
without impacting the real-time performance.

As Random Forest classifier are widely used [8] and have
demonstrated strong performance due to their robustness and
ability to handle high-dimensional data [9], we decided to em-
ploy them for the classification throughout our investigations.

B. Real-Time Feature Set.

To support near real-time analysis, we implement a slotting
mechanism inspired by [15] that computes flow features for
all active flows every second. We extend the flow-level metrics
of Gray et al. [15], accepting higher computational costs [16],
[17] to improve robustness in open-set scenarios, where di-
verse indicators are needed to detect novel attacks.

We simulate real-time network traffic using the widely adopted
CIC-IDS2017 [18] dataset, which includes diverse attack sce-
narios. We replay raw PCAPs to generate one-second long
snapshots of active flows [15], providing a realistic and repeat-
able real-time classification. The corrected labels from [19]
provide an accurate ground truth for model evaluation.

C. Evaluation

To highlight the limitations of closed-set NIDS, we train an ini-
tial model using Monday’s benign traffic and 10% of the traffic
from Tuesday and Wednesday. This includes attacks such
as Patator, Denial of Service (DoS), and Heartbleed, while
others like Distributed Denial of Service (DDoS), Infiltration,
Portscan, and Web remain unseen, representing unknown
threats to the NIDS. For evaluation, the remaining 90% of the
traffic from Tuesday to Friday is further split, with 40% used to
evaluate the closed-set system and support novelty detection.
To simulate the AL loop, the flagged samples are incorporated
into retraining. The updated AL-based NIDS performance is
then evaluated on the remaining 60%. Table I summarizes
the results, with known classes in regular font and initially
unknown classes in italics. The closed-set Random Forest
classification detects known attacks with over 99% precision

TABLE I
PERFORMANCE EVALUATION OF CLOSED-SET, NOVELTY, AND AL NIDS

Class NIDS NIDS+Novelty NIDS+AL
P[%] R[%] P[%] R[%] P[%] RI[%]
Benign 86.14 99.99 91.49 98.72 99.34 99.99
SSH-Patator 100 99.89 100 99.89 100 99.89
FTP-Patator 100 99.83 100 99.83 100 99.88
Heartbleed 100 99.78 100 100 100 100
DoS 99.90 99.87 99.91 99.88 99.95 99.94
DDoS 0.00 0.00 100 85.33 100 99.93
Infiltration 0.00 0.00 0.01 0.01 99.96 85.70
Botnet 0.00 0.00 100 3.87 98.69 60.04
Portscan 0.00 0.00 0.01 0.01 99.95 99.42
Web 0.00 0.00 100 1.80 100 3.09

and recall, but achieves only about 86% precision on benign
traffic. Its 0% recall for unknown attacks underscores the
inherent limitation of closed-set classification.

To address this, we implement an One-Class Support Vector
Machine (OC-SVM) for novelty detection. As a proof of
concept, we flag the top 20% most uncertain samples as
malicious. This threshold ensures detection of at least one
instance of each unknown attack type, while only about 12%
of traffic is actually malicious.

As the results show, flagging 20% inevitably misclassifies
some benign flows, reducing recall to just under 99% and
potentially blocking thousands of legitimate connections. Nev-
ertheless, the novelty enhanced system can detect previously
unseen attacks. DDoS, Botnet, and Web are identified with
nearly 100% precision, though recall for Botnet and Web
remains below 5%. Detection of Portscan and Infiltration
remains marginal, with near-zero precision and recall.

To adapt to concept drift, uncertain samples can also be
incorporated into an AL loop, where they are sent to an oracle
for labeling instead of being directly blocked. The resulting
labels are then added to the training set to retrain both the
classifier and the OC-SVM novelty module. As shown in
Table I, this approach achieves the best overall performance.
All attack types reach roughly 99% precision, and recall rises
to at least 60%, except for Web. For benign traffic, recall
approaches 100%, while precision peaks at 99%.

Labeling the top 20% of uncertain samples captures all attack
types but involves thousands of flows, making it impractical
for a single administrator. This underscores the need for a
more efficient novelty detection strategy.

IV. CONCLUSION

Labeling data is costly, and existing NIDS datasets are scarce
and can quickly become outdated. Therefore, this paper in-
vestigates whether AL can enhance NIDS performance in an
open-set scenario by implementing a zero-knowledge learning
strategy. Our initial findings demonstrate that AL-based NIDS
outperform static, pretrained models by continuously refining
their detection capabilities. However, applying AL in open-set
environments also requires effective novelty detection methods
to keep the manual labeling efforts of network administrators
as low as possible.
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