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by Benedikt Eberhardinger 1,  Hella  Seebach,  Dominik K lumpp, and Wolfgang Reif  

A major challenge of testing self-organization mechanisms is to cover the large 

state space that is due to the autonomy of the system and the partially unpredict-

able environment it has to operate in. This challenges the test case generation 

and selection, since exhaustive testing is largely impossible and the adequacy of 

a test suite depends on run-time aspects, e.g., the current structure of the system 

in its environment. We present an approach for test case generation and selec-

tion, which is tailored for self-organization mechanisms and their characteris-

tics. Thus, it is possible to efficiently reduce the number of test cases compared to 

a random selection strategy by not losing adequacy. We show this in an empirical 

evaluation of a self-organizing production cell scenario. 

A change takes place in software engineering; different developments lead to an in-

crease in complexity and the importance of software as well. Software infiltrates 

most of the critical industries as well as every day’s life, movements as Industry 4.0, 

the Internet of Things, and many more manifest this progress. This recent develop-

ment challenges the engineering procedure of software. Software testing plays a ma-

jor role for engineering future software systems. Without a well-suited test engi-

neering approach, it is not possible to address the high quality standards that need 

to be tackled for such challenging systems under test (SuT). The SuTs we look at in 

particular are self-organizing (SO) systems. Self-organization has become a key-

stone in the development of autonomous systems, allowing them to adapt their be-

havior and structure in order to fulfil their goals under ever-changing environmen-

tal conditions. Mechanisms of SO are built on top of the concepts of classical feed-

back loops (cf. [1] [2]). Therefore, the environment and the components are sensed 
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and controlled, using the feedback to adapt the behavior and/or structure of the 

components. Different architectural concepts were developed to engineer SO mech-

anisms, e.g., the MAPE Cycle [2] or the Observer/Controller Architecture [1]. As an 

important part of the development of SO mechanisms, testing needs to be integrated 

in order to achieve the required level of quality within the system.  
Software testing – in particular test automation – of SO systems is faced by four 

major challenges, that could be derived from the inherent unpredictability, the ever-
changing environment, the high number of interacting components, and interleav-
ing operations of the SuT [3]: 

 Error Masking between different SO mechanisms 

 Isolation of the SO mechanisms 

 Defining an automated Oracle  

 Handling the branching state space of the SO mechanisms 
We addressed these challenges in our previous work by supplying a thorough 

approach for automated test case generation, execution, and evaluation (cf. [3], [4], 
[5], [6]). This paper presents an approach for supporting a test case selection strat-
egy within the testing framework for SO mechanisms. Therefore, the challenge of a 
Branching State Space that makes exhaustive testing impossible is addressed. The 
adequacy of a test suite depends mainly on run-time aspects, e.g., the current struc-
ture of the system in its environment. Thus, strategies have to be able to be adaptive 
to cope with the adaptive character of the SuT.  

Overall, the following contributions are presented: 

1. Concept for test case prioritization of SO mechanisms based on the boundaries 

of SO mechanisms  

2. Heuristic-based selection strategy for automated online test case selection  

3. Evaluation of the test case selection and reduction strategy on a SO production 

cell case study 
This chapter is organized as followed: the next section presents the foundations 

of self-organization mechanisms and their relation to software testing. After the in-
troduction of the case study (Section 1.3), Section 0 introduces the concept for test 
case prioritization for SO mechanisms that is implemented as a heuristic-based, au-
tomated test case generation and selection procedure, described in Section 1.4. In 
Section 1.5, we present our evaluation results that showed a reduction of up to 80% 
of test cases without loss of failure detection abilities. We consider related work in 
Section 1.6 and conclude in Section 1.7.  

 
Self-Organization (SO) mechanisms are regio-central or decentralized feedback 

loops to monitor and control single components or small groups of components in 
order to ensure that the system’s goals are fulfilled at all times. The system’s struc-
tural requirements can be formalized as constraints. In principle, a SO mechanism 
has three operative phases, which need to be tested: (i) The monitoring phase where 



the SO mechanism checks whether or not all structural system requirements are ful-
filled (i.e., if all constraints hold). (ii) The calculation of a new system configuration 
if the constraints do not hold. A SO algorithm that are mostly based on heuristics or 
machine learning mechanisms performs this calculation. (iii) The distribution phase 
where the computed solution is spread over the controlled components. 

 A SO system consists of sets of nested feedback SO mechanisms controlling the 
entire system. Self-organizing and adaptive behavior of the system demands new 
concepts for testing the following responsibilities [6]:  

1. Correct initiation of a reorganization if and only if a constraint is violated  

(R-Detect).  

2. Calculation of correct system configurations in case of violations  

(R-Solution).  

3. Correct distribution of these configurations within single components or small 

groups of components controlled by the SO mechanism  

(R-Distribution). 
The inherent non-deterministic behavior, the high number of interacting com-

ponents under its control, and its interleaving operations characterize the SO mech-
anism [3]. In order to be able to test these mechanisms the implementation of the 
test case selection strategy needs to be adaptive, too. That means that the feedback 
of the running system is vital for the procedure, requiring online testing. 

 
Future production scenarios demand for much more flexibility [7] than today’s 

shop floor design to cope with the trend toward small series production, individual-
ized products and the reuse of production stations for different tasks. This flexibility 
becomes possible due to the increased automation and data exchange in manufac-
turing technologies. These future cyber-physical systems will integrate self-organi-
zation mechanisms to resolve the tasks of decentralized decision making, to opti-
mize the systems structure, and to autonomously react to component failures at 
runtime increasing the system’s robustness. We envision self-organizing production 
cells, as shown in Figure 1, where the production stations are modern robots (R1, R2, 
R3) equipped with toolboxes and the ability to change their tools whenever neces-
sary (self-awareness). They are connected via mobile platforms (carts: C1, C2) that 
are able to carry workpieces and to reach robots in any order. Thus, the production 
cell can fulfil any task (Drill, Insert, Tighten (DIT)), which corresponds to tools (ca-
pabilities: Drill, Insert, Tighten) available in the cell. This is possible due to the SO 
mechanisms that reorganize the carts and robots in a way that the tools are applied 
to the workpieces in the correct order. Finding a correct allocation of tools to robots 
and according routes to carts (system configuration) constitutes a constraint satis-
faction problem. Any violation of the calculated configuration at run-time triggers 
the SO algorithm calculating and distributing a new system configuration; this forms 
the responsibility of the SO mechanism in this setting.  
  



(a) The resource flow starts to the left where R1 drills a hole into 
incoming workpieces. Workpieces are successively transported 
by C1 and C2 to R2 and R3, applying their insert and tighten 
tools, respectively. Once R3 is done, the workpieces leave the 
system.  

(b) After R2 loses its insert tool, the resource flow is reconfig-
ured: R2 and R3 switch roles, each taking over the previous role 
of the other. The carts transport the workpieces to R3 before R2 
to guarantee the correct processing order. 

(c) After a failure of R2’s tighten tool, R2 and C2 are no longer 
used at all, as R2 has no more working tools available. Instead, 
R3 uses two of its tools on the workpieces successively: Insert, 
and then tighten. 

(d) After R3’s insert tool is lost too, the robot cell can no longer 

be reconfigured such that the task can be completed: There is 
no robot with an insert tool that could follow R1’s drilling. 

 
 

 
 
 
 
 
 
  
 
 
 
 
 
 
 
 

A huge state space is a common challenge for software testing [8], but SO mech-
anism add a further dimension. Most approaches in software testing coping with a 
huge state space make use of its structure to reduce the amount of test cases that 
need to be executed. For instance, an infinite loop in a code fragment means an infi-
nite state space, but its ramification degree is rather small. A mechanism applied 
here is boundary-interior testing [8] that cuts deep branches at certain lengths. SO 
mechanisms, however, are mostly based on heuristics for coping with the ever-
changing environment, making the result non-deterministic. This leads to a wide 
and rather flat branching structure of the state space and makes most of the classical 
techniques hardly applicable directly. 

We present an approach called boundary-interior testing for SO mechanisms that 
can cope with this flat branching structure. Unlike classical boundary-interior test-
ing, the approach is not to rely on the deep branching state space, but on the system 
structure that is controlled by the SO mechanism. This reflects the fact that SO mech-
anisms mostly rely on the structure and the degrees of freedom that could be used 
for self-organization. In the production cell, the robots and carts, their abilities, and 
their role allocations define the structure for the SO mechanism. The different pos-
sible role allocations that are possible to achieve a given task define the degree of 
freedom. This structure is the input, as well as the output of the SO mechanism. Sim-
ilar to classical testing approaches, e.g. boundary value testing, we rely on empirical 
knowledge concerning the failure distribution. The boundaries where most failures 
are revealed are at the boundaries of SO mechanisms where the structure hardly al-
lows further reconfiguration of the controlled system.   

This answers the most crucial question for test cases prioritization and selec-
tion: What kind of situations should be tested first? This is of utmost importance, 
since testing could not even come close to covering the complete state space of SO 



mechanisms. The number of test cases is limited by the time used for testing and we 
would like to reveal as many failures in this period as possible. 

The characteristics of the SO mechanism also affect the way tests can be exe-
cuted within a test harness. Because SO algorithms mostly rely on heuristics and 
machine-learning techniques, the environment of the SO mechanism plays a decisive 
role: SO mechanisms are not testable by providing simple input values, running 
tests, and gaining an output. Instead, a realistic environment setting must be sup-
plied as test harness (as already discussed in detail in [3]). To summarize, we are 
faced by two questions for test case selection and prioritization:  

a) What kind of situations are the most error-prone and should be tested first? 

b) How can test setup and test case selection be used to reach these situations fast? 
Figure 2 represents different test cases generation and selection strategies to 

address these questions. Since we present an online test case generation procedure 
test case generation and selection goes along with each other. All possible test cases 
(resp. the complete state space of the program) are represented as dashed lines. The 
x-axis represents different configurations of a system and the y-axis different test 
cases. Exhaustive testing is possible by using a depth-first search approach and go-
ing through every possible case, shown in the left side of the figure. This is often 
undesirable or even impossible, because we test with a focus on situations where 
we expect a solution from the SO mechanism, we can cut off test cases where it is 

impossible to reorganize the system, as done in the middle box of Figure 2. The line 
drawn in Figure 2 shows the boundary between possible and impossible reorgani-
zations, the upper part represents all test cases where no reorganization is possible, 
where it is enough to select a few negative tests. Thus, the answer is to test inside 
the boundaries of SO. However, most of the failures (in our evaluations even all fail-
ures we revealed) are not only inside the boundaries, they are close to the bounda-
ries. This leads to the next possible test case reduction, shown in Figure 2 at the 
right: We select test cases with the highest priority that are very close to the bound-
ary.  

The intuition of the approach is to reach the boundaries by reducing the redun-
dancies within the system since SO’s abilities build upon redundancies. With many 
redundancies, it is harder to reveal a failure since even a random algorithm for SO 

all possible test cases 

 
Boundary Interior w/ 

Heuristics 
Boundary Interior w/o 

Heuristics 
Depth-First Approach 

no test cases executed 



(which is obviously not correct in every case) has a higher chance to return the cor-
rect result (so no failure revealed despite the fact that there is an error). The chance 
increases if there are less correct solutions to choose from, as it is the case at the 
boundaries.  

 

 We present an implementation of an automated online testing procedure that 
tests SO mechanisms at its boundary. Implementing the selection strategies as an 
automated online testing approach provides different advantages, but even more, it 
is necessary to provide test cases online and consequently to generate them in an 
automated fashion.2 Next, we show first how it is possible to reach the boundaries 
of SO mechanism, i.e., where the structure hardly allows further reconfiguration of 
the controlled system by the SO mechanisms, using a search-based approach and 
afterward we demonstrate how a heuristics can enhance that approach by exploit-
ing characteristics of SO mechanisms.    

 

Reconfigurations, as we consider them, are mainly driven by changing environ-
mental conditions that force the system to reorganize itself. In our test model, we 
define these changing conditions as component faults of the controlled system such 
as a robot being unable to apply its tools in the production cell case study. The com-
ponent faults are part of the test model. In order to find the component faults that 
bring the system to its boundaries, we use Deductive Cause-Consequence Analysis 
(DCCA). DCCA is a fully automated model-based analysis technique integrated into S# 
[9]. DCCA is used to compute the boundaries of SO mechanisms: the hazard is simply 
defined as the inability for further reconfigurations. It computes minimal cut sets, 
i.e., combinations of component faults that can cause a hazard. These sets character-
ize a cause-consequence relationship between component faults (the causes) and 
the hazard (the consequence): a set of component faults is a cut set for a hazard if 
and only if there is the possibility that an implementation fault is detected or the 
hazard occurs and before that, at most the fault set have occurred. DCCA has expo-
nential complexity as it may have to check all sets of component faults, to determine 
whether such a set does or does not have the potential to cause the hazard. In prac-
tice, however, the number of required checks usually is significantly lower [9]. DCCA 

                                                 
 
2 Due to the fully automated evaluation of test cases by the oracle component of our framework (cf. [5]), 

test case generation reduces to test input generation, as no expected output is needed. This concept builds 
up on Artho et al. [19] also combining run-time verification and test input generation for creating test 
cases. In the remainder of this paper, we use test case generation in the sense of test input generation. 



automatically chooses the next set of component faults to be activated, i.e., the next 
test case, and executes it to check for a fault.3 S#’s standard approach for DCCA checks 
all fault sets by increasing cardinality, thus the approach also includes test cases for 
inner boundary tests. Once a minimal cut set is found, i.e., the boundary is reached, 
its supersets (test cases outside the boundary) are excluded from the test suite. 

 

DCCA is used for searching the boundary of SO as described before, using a bot-
tom-up breadth-first search. This search strategy is illustrated in Figure 3, the 
search starts with the smallest fault set, the empty set. Whenever a fault set is iden-
tified to reach the boundary of SO all its supersets are also known to be at or beyond 
the boundary and consequently not included into the test suite – following the 
boundary-interior testing concept, as outlined in Section 0. When on the other hand 
a fault set is not at the boundary, i.e., a reconfiguration of the system is possible to 
fulfil the system’s goals, its direct supersets are examined in the next round. Conse-
quently, all subsets of large sets at the boundary are examined. Using heuristics, we 
can attempt to identify these fault sets sooner and thus avoid testing their subsets, 
i.e., executing tests right around the boundary of SO.  

In many cases, a model has more severe faults that subsume other, less severe 
ones. In our case study for example if a robot breaks down completely, it does not 
matter if any of its tools are faulty as well – that failure just subsumes the other ones. 
Since the relationship cannot be inferred automatically without checking all fault 
sets first, it must be declared in the model. The heuristic makes use of that relation 
by suggesting test cases closer to the boundary: Given a test case – a set of compo-
nent faults – that allows for further reconfigurations and does not reveal a fault in 
the implementation, it adds all component failures subsumed by the test case. Since 
only subsumed faults are added, the resulting test case should still be inside the 
boundary, but much closer to it.  

 

                                                 
 
3 The implementation of the automated online oracle can be found in [5]. 



When analyzing the reconfiguration limits, there are two relevant aspects: the 
robots’ available tools and the possible routes between them established by the 
carts. Relevant environment faults (as test cases) are those that imply loss of capa-
bilities or limitations to the routes between the robots. A fault set right at the bound-
ary of the reorganization is one that leaves just enough of the system’s functionality 
intact to allow for a reconfiguration. Figure 3 shows an incomplete Hasse Diagram 
that shows some possible test cases (formed by different combinations of fault acti-
vations, i.e., Robot 0 fails entirely (𝑟0), Robot 1 fails either with the inserting tool 
(𝑟𝑖

1) or the tighten tool ( 𝑟𝑡
1), and Robot 2 fails with the tighten tool ( 𝑟𝑡

2)). In the 
assumed setting, the robot 0 is the only one with a drilling tool and so necessary for 
a task that includes drilling. Removing the drilling tool by activating the fault would 
lead to a situation where no reconfiguration is longer possible, i.e., a situation out-
side the boundary. In Figure 3, the grey test cases are inside the boundary and the 
white ones outside. The proposed heuristic chooses situations as follows: fault sets 
are selected in a way that a maximum number of faults are activated so that the given 
task could be still fulfilled (for the sake of simplicity, the carts in our case study are 
not considered). This would be for the example given with the task drill, insert, and 
tighten the fault set 𝑟𝑖

1, 𝑟𝑡
1, 𝑟𝑡

2: In the resulting situation, robot 0 has to carry out drill, 
insert, and tighten, and there is no other correct solution. Thus, that fault set is next 
to the boundary and all subsets do not have to be tested. Indeed, it could not be 
guaranteed that no failures could be revealed by applying tests that are formed by a 
subset. However, due to the characteristics of SO mechanisms it is unlikely.  
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For the evaluation – whose implementation is fully available at http://safety-

sharp.isse.de – we focused on the following research questions: 

RQ1. Are we able to reveal the same failures using our heuristic-enabled bound-

ary-interior approach as with an exhaustive testing approach? Which cases can 

we possibly miss, and which do we actually miss in our case study? 

RQ2. How much can we improve the testing performance? 

RQ3. How does our approach handle the challenges laid out in the chapter? 

RQ4. Can the hypothesis that failing test cases are located near the boundary be 

validated? 
 
We tested a S# model of the production cell case study. The observer constraints 

were translated to C#, and a controller was implemented in the model. In [5] we 
previously evaluated the test generation approach and the advantage of boundary-
interior testing using the production cell case study. We used an Observer/Control-
ler based on the MiniZinc4 constraint solver and revealed several failures. For this 
chapter, faults were injected into the C#-based implementation producing the fol-
lowing failures: 
F1. (R-Solution) Transitive connections between robots, i.e., connections that in-

volve several carts and intermediate robots, were interpreted as direct routes. 
When trying to find a cart capable of transporting workpieces along these 
routes, the algorithm failed to find any. 

F2. (R-Solution) The controller considered routes to be unidirectional, but they 
were meant to be bidirectional. As a result, the controller overlooked solutions, 
leading to incongruities with the test oracle. 

F3. This failure, as described in [5], was too specific to the MiniZinc-based imple-
mentation and was thus not reproduced. 

F4. (R-Distribution) The system model was misinterpreted regarding the pre- and 
postcondition of a role allocation. The condition should describe the capabilities 
already applied, but instead contained the remaining capabilities that were not 
yet applied. 

F5. (R-Solution) The SO algorithm restricted the concatenated length of roles for a 
task. This resulted in missed solutions when workpieces had to be transported 
between many different robots, necessitating a large quantity of role that are 
transport-only. 

F6. (R-Detect) The observer was missing a constraint, namely the I/O-Consistency 
(cf. [5]). When a cart was deactivated which transported workpieces between 
robots, this was not detected. Consequently, robots attempted to work on work-
pieces that were not where they were expected to be. 

F7. (R-Distribution) Besides the failures from [5], an additional pre-existing failure 
was discovered. When working with transitive routes, intermediate robots 
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should be assigned a role meant only to receive a workpiece from one cart, and 
to pass it on unmodified to the next cart. These roles were not assigned to the 
intermediate robots, which should fulfil them, but to the final robot receiving 
the workpiece. 

 
We analyzed seven different system setups, with different analysis modes: the 

naïve depth-first approach, boundary-interior testing with DCCA, and the combined 
approach using boundary-interior testing and heuristics (cf. Figure 3). Each failure 
was analyzed individually. Since we strive to detect implementation faults in the 
model, we terminated the analysis of a model as soon as a failure manifested. The 
failures discovered during these analyses manifested themselves in different ways: 

 Exceptions: Faults can cause the model to reach an inconsistent state, result-

ing in exceptions. For instance, F1 caused an exception during reconfigura-

tion, because no cart with a matching route was found. Thus, the reconfigura-

tion never completed. F6 also caused exceptions, but during production in-

stead of reconfiguration, because workpieces were missing. 

 Conflicts with the test oracle: In some cases, the reconfiguration algorithm 

might miss solutions and consider the current configuration problem to be 

unsolvable, even though the test oracle considers it solvable. F2 and F5 re-

sulted in such cases. Although not present in our evaluation, it is also conceiv-

able that the controller finds a solution when the oracle considers the problem 

unsolvable. 

 Incorrect solutions rejected by invariant check: The fault leading to failure 

F7 causes the controller to compute an inconsistent configuration. A subse-

quent check of the invariant will detect it and reject the configuration. 

 Not at all: Some faults did not manifest during the evaluation. For instance, 

F4 resulted in configurations that were technically incorrect, but whose flaws 

did not affect the system nor were they detected by an invariant check. 
 
There are certain links between the responsibilities of a SO mechanism affected 

by a fault and the way it manifests. For instance, being a fault in R-Detect, failure F6 
could of course not be revealed as exceptions during reconfiguration, conflicts with 
the oracle or incorrect solutions. Faults in R-Detect can only prevent necessary re-
configurations or prompt unnecessary ones. Similarly, faults in R-Distribution can-
not provoke conflicts with the test oracle, since distribution only occurs after the 
controller found a solution and checked for incongruences with the oracle. 

In order to further reduce the time required for testing, we executed the anal-
yses using forced component fault activation, a modification of DCCA introduced in 
[10]. As discussed there, the monotonicity property normally inherent in DCCA be-
comes model- and hazard-dependent with this alteration. Since S# however still as-
sumes this property and exploits it to reduce analysis time, some failing test cases 
may be missed by test case selection, which would be found by the depth-first ap-
proach. In particular, the boundary-interior search might miss cases where the con-
troller computes a new configuration, even though the oracle determines there is 
none: If for a smaller test case, neither could find a solution, the larger test case is 



not executed. Since however, the criticality property is monotonic even with forced 
component fault activation [9], a simple boundary-interior search will not miss 
those cases where the controller fails to find an existing solution. Due to the mono-
tonicity assumption, all smaller test cases must also have solutions. S# performs a 
bottom-up search of these smaller test cases. Since it is impossible that for any of 
them, the oracle and the controller agree that there is no solution, eventually a test 
case is reached in which they disagree and the failure is exposed. When using heu-
ristics on the other hand, we may miss such cases as well. If the heuristic selects a 
test case where oracle and controller both find a solution, smaller test cases where 
the controller fails to find one, computes an incorrect configuration or causes an ex-
ception are not considered. 

The most important result when comparing the testing approaches is that, re-
gardless of these possible problems, in our case study boundary-interior testing and 
the combined approach detected all failures detected by the depth-first approach as 
well, in all seven models we analyzed. 

 

 

The largest system model we analyzed is illustrated in Figure 4. Table 1 shows 
the number of test cases necessary to detect each fault in this model and the time 
required to execute them. The performance results here are two-fold: For failures 
F2 and F6, there is no significant improvement. This is acceptable, as they require 
very few test cases and very little time even with the depth-first approach. For the 
other failures, however, the speedup when using the combined approach is substan-
tial. The combined approach also clearly improves upon boundary-interior testing 
without heuristics. The number of test cases decreases more than the required time. 
This is consistent with the observations in [9] and can be explained by the increasing 
number of trivial checks, i.e., checks for a known safe superset. 

 
 



 
 

 

The reasoning for applying the heuristics to the test selection problem was the 
supposition that the failing test cases would be located close to the boundary. To 
validate this hypothesis, the model shown in Figure 4 was investigated further. All 
detected failures were analyzed individually; using the depth-first approach, with-
out stopping the analysis after the first failure is detected. The failing test cases were 
compared to the critical sets found by a complete safety analysis without any fail-
ures. This revealed that all these 67 failing test cases were located just below the 
boundary, i.e. were safe, but had at least one critical direct superset, thus validating 
the hypothesis. Since the heuristics were specifically designed to find large safe sets, 
just below the boundary, this explains the observed performance gains. 

We also investigated the question of error masking. For this purpose, we began 
with the seven system models, each containing all the injected faults. After each 
analysis, we removed the detected faults from the models and re-ran the analysis. In 
this fashion, we were able to detect all the failures we could detect in isolation: The 
first analysis detected F2, the second F1 and F6, and the last F5 and F7. F4 of course 
remained undetected. 

 
Testing adaptive systems or parts of adaptive systems is done at either run-time 

or design-time; in both cases non-determinism and the emergent behavior are the 
main challenges for testing these systems [11].  

Run-time approaches for testing take up the paradigm of run-time verification 
[12] [13]. They shift testing into run-time to be able to observe and test, e.g., the 
adaptation to new situations. Cámara et al. [14] use these concepts to consider fully 
integrated systems. Their testing approach focuses mainly on testing the non-func-
tional properties of resilience of the adaptive system. The gained information is used 
as feedback for the running system. A similar approach is taken by Ramirez et al. 



[15], also focusing on non-functional requirements. The authors use the sampled 
data from a simulation to calculate a distance to the expected values derived from 
the goal specification of the system. This information is subsequently used to adapt 
the system or its requirements proactively. An important difference to the afore-
mentioned work is that we use these techniques for finding functional failures in-
stead of analyzing the current system state for generating feedback for adaptation. 
In addition, our test case selection is based on the run-time feedback leading to 
smaller but still viable test suites. 

Design-time approaches like [16] [17] test the systems in a classical manner dur-
ing development. All of these approaches consider some dedicated parts of the sys-
tem. Consequently, it is not possible to give evidence about the correct functionality 
of the overall system. Zhang et al. [17] compose their tests towards fully integrated 
system tests, but they do not consider adaptivity or SO explicitly since they focus on 
testing the correct execution of plans within multi-agent systems. Nguyen [16] pro-
motes an approach for a component test suite, but does not consider interactions 
between or organization of components as it would be necessary for SO.  

Test case selection and generation is a field of intense research, as shown in the 
survey of Anand et al. [18]. As in our approach, model-based approaches and search-
based techniques, among other things, are used to cope with the challenges of se-
lecting the most promising test cases for execution. However, we introduced new 
concepts in combining these techniques and treating the special requirements of SO 
mechanisms within our approach.  To our knowledge, there is no other online test 
case selection approach that could be applied to this class of SuT.  

 
Our presented approach for selecting and reducing the test cases for SO mecha-

nism is based on a fundamental architectural pattern for SO systems, the Corridor 
Enforcing Infrastructure (CEI), which enables us to address the SO behavior of a sys-
tem directly by selecting test cases. Further, we were able to show that the concepts 
of boundary interior testing could be adapted to concepts of SO mechanisms: the 
boundaries are not defined over loop-counters or similar, instead it is defined over 
the characteristics of SO, the degrees of freedom of the system. Both enables us to 
elaborate a strategy for efficiently selecting the test cases and reducing the number 
of test cases without losing the adequacy of the test suite. Since SO mechanisms 
mainly depend on their environment and the state of the system, test case selection 
has to be made online during testing in order to implement our test case selection 
and reduction strategy. Within our S# modelling framework we are able to imple-
ment the procedures that are based on heuristics which exploit the characteristics 
of the SuT to efficiently reveal failures based on the strategy of test case selection 
and reduction. We showed that both the developed concept and the implemented 
heuristic are able to reduce the number of needed test cases through proper selec-
tion at test execution time by up to 80%. 

In our future work, we will proof the generality of the approach by applying the 
test case selection strategy to the IsoTeSO Framework, which is presented in [3]. 



Further, we will focus on including fault diagnostic abilities in the selection proce-
dure. Thus, it is possible to enhance not only the ability to reveal failures with a 
smaller number of test cases, but also to distinguish test cases due to their ability to 
identify its cause (the fault).  

This research is sponsored by the research project Testing Self-Organizing, 
adaptive Systems (TeSOS) of the German Research Foundation. 
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