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Abstract: Model-based safety analysis techniques use formal methods to rigorously assess
the risks associated with safety-critical systems. The adequacy of the results obtained from
those formal techniques, however, is greatly influenced by the quality and comprehensibility of
the underlying formal models. We introduce our S# modeling framework (pronounced “safety
sharp”), an executable, systematic, high-level specification language and tool suite specifically
designed for the convenient modeling and formal analysis of safety-critical systems. This paper
shows how S# facilitates and improves model simulation, debugging, and testing during all
stages of the development of such systems.
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1. INTRODUCTION

Safety-critical systems are expected to operate safely un-
der regular circumstances as well as in many degraded
situations. In the latter case, these systems have to cope
with one or more components that are not working as spec-
ified, while at the same time they have to avoid (serious)
economical or environmental damage, injuries, or even loss
of lives. Fault Tree Analysis (Fta, see Vesely et al. (2002))
and Failure Modes and Effects Analysis (Fmea, see Pentti
and Atte (2002)) are commonly used traditional safety
analysis techniques that help safety engineers in system-
atically analyzing the safety of a system: They dissect the
system to determine component faults that might result in
a hazard; a potentially dangerous situation that violates
the intended behavior of the system.

This paper introduces our S# modeling framework. It
provides safety engineers with a modeling language specifi-
cally designed to express important safety-related concepts
such as component faults and the physical environment
of a safety-critical system. For safety assessments, model
simulations as well as formal safety analyses are sup-
ported. To assist safety engineers in developing the models
and using the analysis techniques, S# provides systematic
modeling and analysis guidelines and offers a sophisticated
tool integration.

S#’s main contribution is an approach that brings forward
well-established software engineering principles and best
practices to the modeling and analysis of safety-critical
systems during all phases of development. It is an inte-
grated approach that fosters the systematic development
of high-quality, comprehensible, adequate, and modular
models of such systems, while also allowing the use of
formal safety analysis techniques for rigorous safety assess-
ment. In doing so, S# tackles many of the challenges faced
by safety engineers during system development: Safety

analyses and risk assessments throughout the entire sys-
tem life-cycle, modeling and safety assessment of design
alternatives, continuous refinements of abstract models to
concrete ones, as well as model simulation and testing.
Nevertheless, we believe the learning curve to be roughly
similar to that of established tools such as Scade or
Modelica (see Berry (2007) and Modelica Association
(2014)).

A prerequisite for the use of S#’s safety analysis capabil-
ities are adequate models of the system to be analyzed.
Experience shows that adequacy is greatly influenced by
the comprehensibility of the model, which in turn de-
pends on the expressibility of the modeling language as
well as the level of abstraction used during modeling.
Consequently, S# provides modeling language concepts,
modeling guidelines, and sophisticated tooling that help
to improve the adequacy of models of safety-critical sys-
tems. It hides the details of the underlying formal analysis
techniques, allowing the safety engineer to concentrate
on the creation of the models (see also Whalen et al.
(2013) and Visser et al. (2012)). Additionally, recent de-
velopments like safety-critical product lines (see Habli and
Kelly (2010)) require more flexible modeling techniques to
conveniently express and configure different product con-
figurations for formal safety analyses. This flexibility also
helps with exploring the design space of a safety-critical
system early in its development and is fully supported by
S#’s modeling language, its analysis techniques, and its
tooling.

Formal methods are S#’s foundation: Formal analysis tech-
niques allow for sound reasoning about safety-critical as-
pects of system designs with mathematical rigor. Our De-
ductive Cause Consequence Analysis (Dcca), for instance,
is a fully automated formal analysis technique based on
model checking that computes the minimal critical sets of
component faults; that is, sets of faults with the potential
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modeling guidelines, and sophisticated tooling that help
to improve the adequacy of models of safety-critical sys-
tems. It hides the details of the underlying formal analysis
techniques, allowing the safety engineer to concentrate
on the creation of the models (see also Whalen et al.
(2013) and Visser et al. (2012)). Additionally, recent de-
velopments like safety-critical product lines (see Habli and
Kelly (2010)) require more flexible modeling techniques to
conveniently express and configure different product con-
figurations for formal safety analyses. This flexibility also
helps with exploring the design space of a safety-critical
system early in its development and is fully supported by
S#’s modeling language, its analysis techniques, and its
tooling.

Formal methods are S#’s foundation: Formal analysis tech-
niques allow for sound reasoning about safety-critical as-
pects of system designs with mathematical rigor. Our De-
ductive Cause Consequence Analysis (Dcca), for instance,
is a fully automated formal analysis technique based on
model checking that computes the minimal critical sets of
component faults; that is, sets of faults with the potential
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1. INTRODUCTION

Safety-critical systems are expected to operate safely un-
der regular circumstances as well as in many degraded
situations. In the latter case, these systems have to cope
with one or more components that are not working as spec-
ified, while at the same time they have to avoid (serious)
economical or environmental damage, injuries, or even loss
of lives. Fault Tree Analysis (Fta, see Vesely et al. (2002))
and Failure Modes and Effects Analysis (Fmea, see Pentti
and Atte (2002)) are commonly used traditional safety
analysis techniques that help safety engineers in system-
atically analyzing the safety of a system: They dissect the
system to determine component faults that might result in
a hazard; a potentially dangerous situation that violates
the intended behavior of the system.

This paper introduces our S# modeling framework. It
provides safety engineers with a modeling language specifi-
cally designed to express important safety-related concepts
such as component faults and the physical environment
of a safety-critical system. For safety assessments, model
simulations as well as formal safety analyses are sup-
ported. To assist safety engineers in developing the models
and using the analysis techniques, S# provides systematic
modeling and analysis guidelines and offers a sophisticated
tool integration.

S#’s main contribution is an approach that brings forward
well-established software engineering principles and best
practices to the modeling and analysis of safety-critical
systems during all phases of development. It is an inte-
grated approach that fosters the systematic development
of high-quality, comprehensible, adequate, and modular
models of such systems, while also allowing the use of
formal safety analysis techniques for rigorous safety assess-
ment. In doing so, S# tackles many of the challenges faced
by safety engineers during system development: Safety

analyses and risk assessments throughout the entire sys-
tem life-cycle, modeling and safety assessment of design
alternatives, continuous refinements of abstract models to
concrete ones, as well as model simulation and testing.
Nevertheless, we believe the learning curve to be roughly
similar to that of established tools such as Scade or
Modelica (see Berry (2007) and Modelica Association
(2014)).

A prerequisite for the use of S#’s safety analysis capabil-
ities are adequate models of the system to be analyzed.
Experience shows that adequacy is greatly influenced by
the comprehensibility of the model, which in turn de-
pends on the expressibility of the modeling language as
well as the level of abstraction used during modeling.
Consequently, S# provides modeling language concepts,
modeling guidelines, and sophisticated tooling that help
to improve the adequacy of models of safety-critical sys-
tems. It hides the details of the underlying formal analysis
techniques, allowing the safety engineer to concentrate
on the creation of the models (see also Whalen et al.
(2013) and Visser et al. (2012)). Additionally, recent de-
velopments like safety-critical product lines (see Habli and
Kelly (2010)) require more flexible modeling techniques to
conveniently express and configure different product con-
figurations for formal safety analyses. This flexibility also
helps with exploring the design space of a safety-critical
system early in its development and is fully supported by
S#’s modeling language, its analysis techniques, and its
tooling.

Formal methods are S#’s foundation: Formal analysis tech-
niques allow for sound reasoning about safety-critical as-
pects of system designs with mathematical rigor. Our De-
ductive Cause Consequence Analysis (Dcca), for instance,
is a fully automated formal analysis technique based on
model checking that computes the minimal critical sets of
component faults; that is, sets of faults with the potential
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Fig. 1. Schematic overview of our running example

of causing a system hazard (see Ortmeier et al. (2006)).
The use of formal methods ensures the adequacy of the
safety analyses performed by S#.

In this paper, we focus on a combination of features of
the S# modeling language and tool chain that enables
the models of safety-critical systems to become executable
specifications, allowing iterative and incremental model
development, simulation, testing, and debugging. Addi-
tionally, we show how S# models can be used to test-drive
actual safety-critical software components of the system
under development by integrating these components into
a S# simulation.

The paper is organized as follows: The next section
briefly introduces our running example. Section 3 gives an
overview of modeling with S#. Model simulation, testing,
and debugging is discussed in section 4. Finally, section 5
presents related work and section 6 summarizes our ap-
proach and gives an outlook to future work.

2. RUNNING EXAMPLE

Our running example is based on the Pressure Tank case
study presented by Vesely et al. (2002) where the electronic
control system is replaced by a software-based controller. A
schematic overview is shown in Fig. 1: The fluid contained
in the pressure tank is refilled by pump P at the inlet of
the tank and can be removed at the outlet. The pump
is activated and deactivated by a software controller. The
pressure sensor S signals the controller when the pressure
inside the tank has reached its maximum allowed value.
In that case, the controller deactivates the pump. As a
safety precaution, the controller also shuts down the pump
after 60 seconds of continuous operation. Otherwise, the
controller would risk a tank rupture if the pressure sensor
malfunctioned. For time measurements, the controller uses
a hardware timer T.

Vesely et al. (2002) used a Fault Tree Analysis to deter-
mine the circumstances under which a tank rupture occurs.
S# uses our formal Deductive Cause Consequence Analysis
to do the same. In this paper, however, we only discuss
simulating, debugging, and testing a model of the system.

3. INTRODUCTION TO S#

S# has two main objectives: System components should
be modeled in a “natural” way, using the right level of
abstraction, and avoiding convoluted modeling techniques;
system design variations should be easily expressible and

configurable. Secondly, all modeling concepts should have
well-defined formal semantics so that formal safety analy-
sis techniques can be applied; particularly, model checking
should be possible with different model checkers such as
Spin, NuSmv, or Prism (see Holzmann (2004); Cimatti
et al. (2002); Kwiatkowska et al. (2011)). This paper fo-
cuses exclusively on the first of those two aspects.

S# is specifically tailored to the systematic development
and analysis of models of safety-critical systems; it does
not try to be the modeling technique of choice for other
kinds of embedded system development. Particularly, the
S# modeling language provides means to model component
faults and the physical environment of a system (including
the physical world, users, administrators, infrastructure,
etc.; see also the term “use environment” in Avizienis
et al. (2004)). In addition to the intended system behavior,
component faults must be modeled in order to describe
the system’s behavior in degraded situations. To facilitate
the modeling of such undesired behavior, S# supports a
declarative way of modeling the local effects that a fault
has on a component of a system; the formal analysis
methods can subsequently deduce the global impacts of the
faults on the safety of the overall system (see Habermaier
et al. (2012)). The physical environment of a system is an
important part of a S# model because it is required for the
correct specification of the analyzed system hazards. For
instance, the state of the pressure tank (ruptured or not)
constitutes the physical environment of our running exam-
ple, as the system (the controller, timer, pump, and sensor)
has no way of knowing whether the tank has actually been
damaged. Even if a sensor had been introduced to detect
ruptures, the sensor might fail, creating a discrepancy
between the actual state and the system’s perceived state.
Therefore, the “tank rupture” hazard can only be correctly
specified using the system’s physical environment.

3.1 Modeling Language and Tool Support

Instead of inventing a completely new modeling language
and corresponding tools, S# models are written in a
domain specific language (Dsl) that is embedded into the
C# programming language with full access to all .Net
libraries and tools. S#’s own analysis tools are integrated
into the free “Community” edition of Visual Studio with
state-of-the-art code editing and debugging features. Even
though S# models are represented as code, they are still
models, albeit executable ones; conceptually, they are
at a higher level of abstraction than actual code. The
implementation of a safety-critical system’s software is
typically done in the C or C++ programming languages
and compiled for specific embedded microcontrollers – S#
does not try to change that.

The S# modeling language inherits all of C#’s language
features and expressiveness. Only the parts of a S# model
that are intended to be used with a model checking based
analysis technique are restricted to a subset of C#. For
these parts, arbitrary object construction, certain built-
in data types, loops, recursion as well as other more
sophisticated features such as Linq or the await operator
are not supported. For simulation-only models as well
as for supporting infrastructure code that sets up test
cases or composes system design variants, however, none
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of these restrictions apply. The expressiveness of the S#
modeling language is therefore even greater for simulation-
only models that are not analyzed by model checking
because of their size or due to a deliberate decision.
Infrastructure code is not restricted in any case.

It is up to the safety engineer to decide which features of
S#’s modeling language and formal analyses are used for
the development of a safety-critical system. In fact, that
decision can even vary based on the level of abstraction of
a model: For instance, during the design exploration phase,
a safety engineer might first create a highly abstract model
of the desired system behavior without component faults,
using model checking to analyze the functional correctness
of the system. In a second step, component faults could be
added, now using model checking to analyze the safety of
the system. Subsequently, the model could be gradually
refined to a less abstract, simulation-only one that takes
advantage of all of S#’s expressiveness, even including the
actual system software or hardware during later stages
of the implementation phase. Using software engineering
best practices, test cases for the models could be reused
throughout all stages of development. While there are
established tools for each of the aforementioned tasks (c.f.
section 5), S# integrates all of those common activities into
a comprehensive modeling and analysis framework.

3.2 Modeling Safety-Critical Systems

S# models are component oriented with each component
of the actual system being modeled as a component
within the S# modeling language. Components hide their
internal representation and state from outsiders. Provided
and required ports handle the communication between
components; two such ports of the same signature can be
bound, with the binding triggering the behavior associated
with the provided port whenever the required port is used.
The underlying model of computation is a series of discrete
system steps, where each step takes a constant amount
of time. Components can execute either sequentially or
in parallel, but they implicitly share a global clock. The
model of computation is not (yet) suitable for modeling
continuous timing behavior or physical equations. We’re
planning to address these shortcomings in the future; in
the meantime, S# only allows for discrete modeling of the
physical environment of a system.

In S#, the structure of a system is modeled as a hierarchy
of components with explicit communication ports; the
models can be parametrized to allow for different system
configurations in the sense of a safety-critical product line.
The global behavior of the system is implicitly defined by
the local behaviors of the individual components and their
communication interrelationships.

S# provides a .Net assembly containing the types and
functions that constitute the embedded Dsl. As C# is an
object oriented language at its core, we map its object
oriented features to the component oriented Dsl: S# com-
ponents are represented by C# classes and component in-
stances are represented by objects, i.e., by instances of the
corresponding classes. The PressureSensor component
of the pressure tank case study in Lst. 1, for instance,
is defined as a class that is derived from the Component
base class. All methods and properties of the component

class PressureSensor : Component {
public extern int CheckPhysicalPressure ();
public bool IsTriggered () {

const int MaxPressure = 40;
return CheckPhysicalPressure () >= MaxPressure;

}

[Transient] class SenseNoPressure : Fault
{ public bool IsTriggered () { return false; } }

}

class Controller : Component {
PressureSensor _sensor; Pump _pump; Timer _timer;

extern bool IsPumping { get; set; }
extern bool IsFull ();
extern bool Timeout ();
extern void ResetTimer ();

public Controller(PressureSensor sensor) {
_sensor = sensor; _pump = new Pump();
_timer = new Timer(timeout: TimeSpan.Seconds (60));

Bind(IsPumping , _pump.IsEnabled);
Bind(IsFull , _sensor.IsTriggered);
Bind(Timeout , _timer.Timeout);
Bind(ResetTimer , _timer.Reset);

}

public override void Step() {
bool shouldStop = IsFull () || Timeout ();
if (IsPumping && shouldStop)

{ IsPumping = false; }
if (! IsPumping && !shouldStop)

{ IsPumping = true; ResetTimer (); }
}

}

Listing 1. Partial S# model of the running example

are considered to be either required or provided ports;
required ports are marked as extern and have no im-
plementation. Class inheritance, interfaces, and generics
are fully supported and are most useful when modeling
and analyzing different design variants of a safety-critical
system. Port bindings are established by invocations of
the Bind function in a component’s constructor. The Step
methods of all components are automatically executed
once during each system step.

The hierarchical structure of components is established
by defining class fields that are of a type derived
from Component; in the case study, for instance, the
Controller component has three subcomponents of type
PressureSensor, Pump, and Timer. The types of the con-
troller’s timer and pump components are determined at
model compile-time, as instances of concrete types are
created in the component’s constructor. The model of
the controller is more flexible concerning the pressure
sensor component: The actual sensor type is determined
at simulation-time when the concrete component instance
(that either is of type PressureSensor or derived from it)
is provided via the controller’s constructor.

The way the controller is modeled allows safety engineers
to examine the effects of different designs of pressure
sensors on the overall safety of the system. For instance,
S# provides an impact analysis that determines the ef-
fect on the overall safety of the system when a pres-
sure sensor with a higher safety level is used or when
a second sensor that measures the pressure of the tank
is redundantly integrated into the system. Currently, this
impact analysis is purely qualitative (how do the minimal
critical sets change?), whereas in the future, S# will also
support probabilistic, quantitative analyses (how is the
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of these restrictions apply. The expressiveness of the S#
modeling language is therefore even greater for simulation-
only models that are not analyzed by model checking
because of their size or due to a deliberate decision.
Infrastructure code is not restricted in any case.

It is up to the safety engineer to decide which features of
S#’s modeling language and formal analyses are used for
the development of a safety-critical system. In fact, that
decision can even vary based on the level of abstraction of
a model: For instance, during the design exploration phase,
a safety engineer might first create a highly abstract model
of the desired system behavior without component faults,
using model checking to analyze the functional correctness
of the system. In a second step, component faults could be
added, now using model checking to analyze the safety of
the system. Subsequently, the model could be gradually
refined to a less abstract, simulation-only one that takes
advantage of all of S#’s expressiveness, even including the
actual system software or hardware during later stages
of the implementation phase. Using software engineering
best practices, test cases for the models could be reused
throughout all stages of development. While there are
established tools for each of the aforementioned tasks (c.f.
section 5), S# integrates all of those common activities into
a comprehensive modeling and analysis framework.

3.2 Modeling Safety-Critical Systems

S# models are component oriented with each component
of the actual system being modeled as a component
within the S# modeling language. Components hide their
internal representation and state from outsiders. Provided
and required ports handle the communication between
components; two such ports of the same signature can be
bound, with the binding triggering the behavior associated
with the provided port whenever the required port is used.
The underlying model of computation is a series of discrete
system steps, where each step takes a constant amount
of time. Components can execute either sequentially or
in parallel, but they implicitly share a global clock. The
model of computation is not (yet) suitable for modeling
continuous timing behavior or physical equations. We’re
planning to address these shortcomings in the future; in
the meantime, S# only allows for discrete modeling of the
physical environment of a system.

In S#, the structure of a system is modeled as a hierarchy
of components with explicit communication ports; the
models can be parametrized to allow for different system
configurations in the sense of a safety-critical product line.
The global behavior of the system is implicitly defined by
the local behaviors of the individual components and their
communication interrelationships.

S# provides a .Net assembly containing the types and
functions that constitute the embedded Dsl. As C# is an
object oriented language at its core, we map its object
oriented features to the component oriented Dsl: S# com-
ponents are represented by C# classes and component in-
stances are represented by objects, i.e., by instances of the
corresponding classes. The PressureSensor component
of the pressure tank case study in Lst. 1, for instance,
is defined as a class that is derived from the Component
base class. All methods and properties of the component

class PressureSensor : Component {
public extern int CheckPhysicalPressure ();
public bool IsTriggered () {

const int MaxPressure = 40;
return CheckPhysicalPressure () >= MaxPressure;

}

[Transient] class SenseNoPressure : Fault
{ public bool IsTriggered () { return false; } }

}

class Controller : Component {
PressureSensor _sensor; Pump _pump; Timer _timer;

extern bool IsPumping { get; set; }
extern bool IsFull ();
extern bool Timeout ();
extern void ResetTimer ();

public Controller(PressureSensor sensor) {
_sensor = sensor; _pump = new Pump();
_timer = new Timer(timeout: TimeSpan.Seconds (60));

Bind(IsPumping , _pump.IsEnabled);
Bind(IsFull , _sensor.IsTriggered);
Bind(Timeout , _timer.Timeout);
Bind(ResetTimer , _timer.Reset);

}

public override void Step() {
bool shouldStop = IsFull () || Timeout ();
if (IsPumping && shouldStop)

{ IsPumping = false; }
if (! IsPumping && !shouldStop)

{ IsPumping = true; ResetTimer (); }
}

}

Listing 1. Partial S# model of the running example

are considered to be either required or provided ports;
required ports are marked as extern and have no im-
plementation. Class inheritance, interfaces, and generics
are fully supported and are most useful when modeling
and analyzing different design variants of a safety-critical
system. Port bindings are established by invocations of
the Bind function in a component’s constructor. The Step
methods of all components are automatically executed
once during each system step.

The hierarchical structure of components is established
by defining class fields that are of a type derived
from Component; in the case study, for instance, the
Controller component has three subcomponents of type
PressureSensor, Pump, and Timer. The types of the con-
troller’s timer and pump components are determined at
model compile-time, as instances of concrete types are
created in the component’s constructor. The model of
the controller is more flexible concerning the pressure
sensor component: The actual sensor type is determined
at simulation-time when the concrete component instance
(that either is of type PressureSensor or derived from it)
is provided via the controller’s constructor.

The way the controller is modeled allows safety engineers
to examine the effects of different designs of pressure
sensors on the overall safety of the system. For instance,
S# provides an impact analysis that determines the ef-
fect on the overall safety of the system when a pres-
sure sensor with a higher safety level is used or when
a second sensor that measures the pressure of the tank
is redundantly integrated into the system. Currently, this
impact analysis is purely qualitative (how do the minimal
critical sets change?), whereas in the future, S# will also
support probabilistic, quantitative analyses (how is the
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risk affected?). The increase in safety resulting from the
modification of the system can subsequently be weighted
against the increase in both development and unit costs.
S# was designed with this kind of variability modeling
and impact analysis in mind, both to model safety-critical
product lines and to analyze the consequences of different
design alternatives of a system during the design explo-
ration phase.

3.3 Modeling Component Faults

Component faults affect the internal state of a component
or the behavior of one or more of its provided ports.
Consider the fault where the pressure sensor of the case
study no longer reports that the maximum allowed pres-
sure has been reached. In Lst. 1, we model the fault
by adding a nested class SenseNoPressure derived from
Fault to PressureSensor. The local effects of the fault on
the component are modeled by “overriding” the pressure
sensor’s provided port via signature matching: When the
fault occurs, the IsTriggered port always returns false,
regardless of the actual pressure level in the tank. The orig-
inal implementation of the IsTriggered port is invoked
only when the fault is inactive (does not occur); otherwise,
the overridden port defined by the fault is invoked. S#
models guarantee that the integration of component faults
is “conservative” in the sense that the integration of a fault
preserves the original component behavior in the absence
of the fault (see Habermaier et al. (2012)).

The SenseNoPressure fault class is marked with the
[Transient] occurrence pattern attribute, indicating that
the fault can come and go at any time. As a transient
occurrence pattern is very common when modeling faults,
the S# library already provides this pattern; custom oc-
currence patterns can be defined as well.

4. MODEL EXECUTION

The ability to execute S# models is useful in many stages
of the development of safety-critical systems. Using the
Visual Studio debugger to step through simulations of
S# models or model checking counterexamples line by
line gives safety engineers a better understanding of the
system’s behavior as a whole as well as the behavior
of the individual components. All C# language features,
.Net framework libraries and tools, and Visual Studio
features are available to S# users when developing, or-
ganizing, and executing simulations and simulation-based
model tests. Therefore, a continuous integration server can
be configured to check for failing model tests after every
checked-in change; possibly even running formal safety
analysis techniques based on model checking automati-
cally on a remote server. For safety-critical product lines,
different product configurations can be assembled from a
database and tested automatically whenever a configura-
tion is changed, potentially using standard design patterns
such as dependency injection to initialize the concrete
model instances.

4.1 Model Simulation and Visualization

S#’s simulator is a .Net assembly that executes a given S#
model, calling the Step methods of all components at the

[SetUp] void Initialize () { Model = /* ... */; }
[Test] void TimerShouldPreventRuptureIfSensorFails () {

var s = new Simulation(Model);
s.StepTimeDelta = TimeSpan.Seconds (1);
s.EnableFault <PressureSensor.SenseNoPressure >();
s.Advance(TimeSpan.Seconds (70));
Assert.That(!model.PressureTank.IsRuptured);

}

Listing 2. Test of a safety measure of the running example

appropriate times. Additionally, fault occurrences, nonde-
terministic behavior, and delayed port bindings are han-
dled by the simulator. The simulation environment pro-
vides a set of extension points that allow safety engineers
to visualize the state of the system during a simulation. For
instance, Fig. 1 could be shown by a user interface with
the sensor having a red or green background depending
on whether the SenseNoPressure fault is occurring. The
pressure level within the tank could be visualized using
a graph that shows the pressure after each step of the
simulation. The visualization could even be interactive,
allowing safety engineers to change simulated values or to
force the occurrence of a component fault. As the simulator
and the visualizers have full access to all .Net libraries,
including user interface libraries such as the sophisticated
Windows Presentation Foundation, more complex
2D or 3D visualizations are also possible.

4.2 Model Testing

Safety engineers are able to write unit, integration, or sys-
tem tests for S# models. In the early stages of development,
new design ideas can quickly be tested and tried out, even
allowing for a test-driven development of the specification
of the system. Tests of individual components, groups of
components, or the entire system serve as regression tests
whenever changes to the model or to the design of the
system become necessary. Tests that check the system’s
modeled response to certain component faults or tests that
result in the occurrence of a hazard can also be used as
templates for (possibly manual) hardware-in-the-loop tests
or simulations of the actual system during later stages of
the development.

Listing 2 shows a black box system test for a safety
measure of the pressure tank running example based on
the widely-used NUnit test library for .Net: When the
pressure sensor fails to report that the maximum allowed
pressure has been reached, the controller is supposed to
disable the pump after 60 seconds of continuous operation
to prevent a tank rupture. The Initialize method is
executed before the test and instantiates a model of
the running example in some specific configuration (i.e.,
for one specific PressureSensor component; details are
omitted for brevity). The method marked with the [Test]
attribute creates a new simulation environment with a
constant step time delta of 1 second. The pressure sensor’s
SenseNoPressure fault is set to always active, i.e., the
sensor is malfunctioning over the entire course of the
simulation. The simulation is then instructed to advance
for 70 seconds (or 70 steps in this case), after which the
test asserts that the pressure tank still hasn’t ruptured. If
the test fails, we know that the safety precautions designed
into the controller are not sufficient to cope with failures of
the pressure sensor; more detailed white box tests are also
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possible to rule out other causes. A manual hardware-in-
the-loop test should be performed for this scenario as well;
however, while the test with the real hardware actually
takes at least 60 seconds, the model-based test executes
much more quickly, only depending on how long it takes
the simulator to simulate the requested time span.

4.3 Test-Driving Actual System Components

During the implementation phase of safety-critical sys-
tems, engineers are primarily concerned with implement-
ing the functional requirements of all of the system’s
software and hardware components. Additionally, these
components also have to fulfill their safety requirements
identified during the design phase, as otherwise all previ-
ously obtained model-based safety analysis results become
irrelevant. To some extent, S# is able to support safety
engineers in this situation by providing the possibility for
test-driving actual hardware or software components of the
system within the context of previously developed model
tests. Since actual hardware and software components are
involved, the simulation might now have to be executed
in real time, however. Using S#’s support for variability
modeling and testing, different design variations of a sys-
tem can even be tested in conjunction with real hardware
and software.

Such an integration into a S# simulation allows previously
written tests like the one in Lst. 2 to be executed on actual
system components. The integrating S# component can
make use of .Net’s platform invocation service to call
into the actual controller code, provided the controller
software is recompiled for and run on x86 hardware.
Alternatively, the controller program can be run on actual
hardware that a S# component communicates with. In
both cases, a common S# interface can be introduced that
is implemented by both the abstract controller model and
the concrete controller implementations, requiring only
changes to the initialization of the model in Lst. 2 to
run the test. While both approaches require some work
when implementing the actual hardware and software
components, the additional effort further increases the
confidence in the safety of the actual system.

4.4 Model Transformations

Conceptually, S# models are executable specifications of
safety-critical systems; technically, however, this is only
half the truth as some (minor) model transformations are
required before the models actually become executable.
While all S# models are valid C# code, the semantics of
certain modeling features that were designed to increase
the readability of the models are not understood by the C#

compiler or the .Net runtime. It is therefore impossible to
directly execute the .Net assembly that the C# compiler
generates for a S# model. The C# compiler is open source,
allowing us to transform these model elements as necessary
before finally compiling the transformed model as regular
C# code. The resulting .Net assembly then contains a
compiled version of the model with the intended semantics.
The transformed models call into a simulation runtime
library provided by S# that drives the simulation.

S# models declare required ports as extern without an
implementation, causing the .Net runtime to reject an

untransformed model as invalid. During the compilation
of S# models, all required ports are transformed to a .Net
property of an appropriate delegate (function pointer)
type, with the address of the target function (the bound
provided port) being determined by the required port’s
binding. Additionally, regular C# and .Net have no un-
derstanding of the S# semantics of faults. For each fault
declared by a component, the S# compiler adds a Boolean
flag to the component indicating whether the fault is
currently occurring. The simulator updates the flag in
accordance with the fault’s occurrence pattern. The local
effects of a fault are inlined into the affected provided
ports, selecting either the faulty or the non-faulty behavior
based on the occurrence state of the fault.

5. RELATED WORK

Formal safety analyses with S# build upon our previous
work in this area: Our Dcca (see Ortmeier et al. (2006)
and Habermaier et al. (2012)) is a technique that subsumes
many traditional analysis techniques such as Fmea and
Fta (see Pentti and Atte (2002) and Vesely et al. (2002)).
Compared to Fmea, S# analyses yield more precise results
by also considering the impacts of multiple component
faults on the safety of a system. The minimal critical
sets computed by a Dcca are at least equivalent to
but typically more precise than the minimal cut sets
obtained from a (non-formal) Fta; they are determined
automatically, therefore avoiding many possible sources for
human errors during the construction of a fault tree.

There are many other frameworks, tools, and approaches
for modeling and analyzing safety-critical systems. Vecs
by Ortmeier et al. (2013) is an Eclipse-based formal mod-
eling and analysis tool based on a non-executable modeling
language similar to the Prism language (see Kwiatkowska
et al. (2011)) with a recent focus on higher level modeling
concepts. Vecs models are not modular in the sense that
there is no interface concept, allowing components to in-
spect each other’s internal state. The formal safety analysis
technique is model checking based and very similar to
our own. Compared to Vecs, the abstraction level of S#
models is typically higher and both structural as well as be-
havioral design alternatives can be modeled conveniently.

The Compass Toolkit by Bozzano et al. (2009) is based
on the Aadl language. Aadl is a non-executable, stan-
dardized analysis and design language that is well-known
in the aerospace and automotive industries. The tooling,
however, has been developed from scratch and – in contrast
to Vecs and S# – does not build upon the foundation of
an established development environment. Little emphasis
is placed on variability modeling and model testing. The
toolkit supports the automatic generation of flat fault trees
that graphically represent our Dcca’s minimal critical
sets. We hope that S# will eventually be able to produce
structured and modular fault trees based on the structure
and configurability of the analyzed S# models.

Scade and Modelica are well-known modeling tools
for (safety-critical) embedded systems (see Berry (2007)
and Modelica Association (2014)). Scade focuses on the
modeling and analysis of controller components – also
offering the possibility to generate code from the mod-
els – whereas Modelica primarily allows the convenient
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possible to rule out other causes. A manual hardware-in-
the-loop test should be performed for this scenario as well;
however, while the test with the real hardware actually
takes at least 60 seconds, the model-based test executes
much more quickly, only depending on how long it takes
the simulator to simulate the requested time span.

4.3 Test-Driving Actual System Components

During the implementation phase of safety-critical sys-
tems, engineers are primarily concerned with implement-
ing the functional requirements of all of the system’s
software and hardware components. Additionally, these
components also have to fulfill their safety requirements
identified during the design phase, as otherwise all previ-
ously obtained model-based safety analysis results become
irrelevant. To some extent, S# is able to support safety
engineers in this situation by providing the possibility for
test-driving actual hardware or software components of the
system within the context of previously developed model
tests. Since actual hardware and software components are
involved, the simulation might now have to be executed
in real time, however. Using S#’s support for variability
modeling and testing, different design variations of a sys-
tem can even be tested in conjunction with real hardware
and software.

Such an integration into a S# simulation allows previously
written tests like the one in Lst. 2 to be executed on actual
system components. The integrating S# component can
make use of .Net’s platform invocation service to call
into the actual controller code, provided the controller
software is recompiled for and run on x86 hardware.
Alternatively, the controller program can be run on actual
hardware that a S# component communicates with. In
both cases, a common S# interface can be introduced that
is implemented by both the abstract controller model and
the concrete controller implementations, requiring only
changes to the initialization of the model in Lst. 2 to
run the test. While both approaches require some work
when implementing the actual hardware and software
components, the additional effort further increases the
confidence in the safety of the actual system.

4.4 Model Transformations

Conceptually, S# models are executable specifications of
safety-critical systems; technically, however, this is only
half the truth as some (minor) model transformations are
required before the models actually become executable.
While all S# models are valid C# code, the semantics of
certain modeling features that were designed to increase
the readability of the models are not understood by the C#

compiler or the .Net runtime. It is therefore impossible to
directly execute the .Net assembly that the C# compiler
generates for a S# model. The C# compiler is open source,
allowing us to transform these model elements as necessary
before finally compiling the transformed model as regular
C# code. The resulting .Net assembly then contains a
compiled version of the model with the intended semantics.
The transformed models call into a simulation runtime
library provided by S# that drives the simulation.

S# models declare required ports as extern without an
implementation, causing the .Net runtime to reject an

untransformed model as invalid. During the compilation
of S# models, all required ports are transformed to a .Net
property of an appropriate delegate (function pointer)
type, with the address of the target function (the bound
provided port) being determined by the required port’s
binding. Additionally, regular C# and .Net have no un-
derstanding of the S# semantics of faults. For each fault
declared by a component, the S# compiler adds a Boolean
flag to the component indicating whether the fault is
currently occurring. The simulator updates the flag in
accordance with the fault’s occurrence pattern. The local
effects of a fault are inlined into the affected provided
ports, selecting either the faulty or the non-faulty behavior
based on the occurrence state of the fault.

5. RELATED WORK

Formal safety analyses with S# build upon our previous
work in this area: Our Dcca (see Ortmeier et al. (2006)
and Habermaier et al. (2012)) is a technique that subsumes
many traditional analysis techniques such as Fmea and
Fta (see Pentti and Atte (2002) and Vesely et al. (2002)).
Compared to Fmea, S# analyses yield more precise results
by also considering the impacts of multiple component
faults on the safety of a system. The minimal critical
sets computed by a Dcca are at least equivalent to
but typically more precise than the minimal cut sets
obtained from a (non-formal) Fta; they are determined
automatically, therefore avoiding many possible sources for
human errors during the construction of a fault tree.

There are many other frameworks, tools, and approaches
for modeling and analyzing safety-critical systems. Vecs
by Ortmeier et al. (2013) is an Eclipse-based formal mod-
eling and analysis tool based on a non-executable modeling
language similar to the Prism language (see Kwiatkowska
et al. (2011)) with a recent focus on higher level modeling
concepts. Vecs models are not modular in the sense that
there is no interface concept, allowing components to in-
spect each other’s internal state. The formal safety analysis
technique is model checking based and very similar to
our own. Compared to Vecs, the abstraction level of S#
models is typically higher and both structural as well as be-
havioral design alternatives can be modeled conveniently.

The Compass Toolkit by Bozzano et al. (2009) is based
on the Aadl language. Aadl is a non-executable, stan-
dardized analysis and design language that is well-known
in the aerospace and automotive industries. The tooling,
however, has been developed from scratch and – in contrast
to Vecs and S# – does not build upon the foundation of
an established development environment. Little emphasis
is placed on variability modeling and model testing. The
toolkit supports the automatic generation of flat fault trees
that graphically represent our Dcca’s minimal critical
sets. We hope that S# will eventually be able to produce
structured and modular fault trees based on the structure
and configurability of the analyzed S# models.

Scade and Modelica are well-known modeling tools
for (safety-critical) embedded systems (see Berry (2007)
and Modelica Association (2014)). Scade focuses on the
modeling and analysis of controller components – also
offering the possibility to generate code from the mod-
els – whereas Modelica primarily allows the convenient

DCDS 2015
May 27-29, 2015. Cancun, Mexico

48

creation of models of physical systems. Both have been
extended to support some forms of fault injection (c.f. Ab-
dulla et al. (2006) and van der Linden (2014)). S# sits
in between both approaches, acknowledging the fact that
a formal model of a system’s physical environment is
required for formal safety analyses.

Like the S# modeling language, SystemC (see Grötker
et al. (2002)) is a domain specific language embedded into
a standard programming language – C++ in this case –
in order to build upon its established infrastructure and
debugging tools. In contrast to S#, however, SystemC was
primarily developed for system-level design with various
models of computations and levels of abstraction all within
C++, ranging from specifications of high-level functional
models to register-transfer implementations. It provides
no means to conveniently model component faults and was
not designed to support any formal analyses.

6. CONCLUSIONS AND FUTURE WORK

This paper introduced S# as a formal executable specifica-
tion mechanism and tool suite for modeling and analyzing
safety-critical systems. Its C#-based modeling language
makes it possible to use standard software engineering and
development practices when modeling, testing, debugging,
and analyzing these systems.

In the future, we are particularly interested in a more
thorough examination of S#’s possibilities to support the
modeling and analysis of safety-critical product lines. With
the full expressiveness of C#’s type system available to
our component model (specifically inheritance, interfaces,
generics, and component instance configuration via con-
structor parameters), we expect to have a very good start-
ing point for a solution. Even though the formal under-
pinning of S# has mostly been elided in this paper, we
also plan further improvements in this area that enable
compositional safety analyses and reductions of model
checking state spaces. Moreover, we hope to improve our
safety-related optimization techniques for balancing antag-
onistic safety goals (see Habermaier et al. (2012)) by using
probabilistic model checking.

We expect that support for more elaborate models of
computation will eventually become necessary to further
increase the expressiveness of the S# modeling language.
S#’s simulation capabilities could then be extended to
support model co-simulation, allowing the physical envi-
ronment of a system to be modeled in Modelica, for in-
stance. The challenge lies in the integration of the different
models of computation, especially when S#’s assumption
of a global clock has to be given up.
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