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ABSTRACT

The application of Organic Computing techniques, which
often involves nature-inspired algorithms, to safety-critical
systems depends mainly on whether behavioral guarantees
can be provided or not. Self-x algorithms sometimes return
incorrect results. For example, if learning or similar meth-
ods are involved. To allow the use of such algorithms even if
they sometimes return incorrect results, adequate techniques
are needed. Verified result checking which is presented in
this paper provides an approach to ensure during runtime
that only valid results are applied to the system, despite the
uncertainty provided by the use of self-x algorithms. It al-
lows to give formal proofs and thereby to give guarantees
about the system’s behavior. This approach enables verifi-
cation at design time, independently of the self-x algorithms
used at runtime. In this paper an architecture for Organic
Computing systems which accommodates these concepts is
presented. First the components of the architecture and in-
tegration of a result checker are described. The systematic
development of a result checker based on a system model
is shown for the application domain of self-organizing re-
source-flow systems. Further its formal verification and an
implementation are roughly sketched.

Categories and Subject Descriptors
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rectness Proofs
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1. INTRODUCTION

Since software is developed by humans who are known for
making mistakes from time to time, it is essential that the
correctness of its contained algorithms is checked. This espe-
cially holds for applications in safety-critical domains. The
most widely used technique is testing. In the testing ap-
proach the system’s behavior is checked for a representative
set of its possible inputs and it is tried to reach all possi-
ble states. However, in many applications, the set of those
possibilities is either extremely large or even infinite. In or-
der to handle the complexity, equivalence classes are created
and corner cases are checked. Depending on the number of
tests, the possibility of finding bugs in the software is raised,
but there still is no proof of correctness.

Another approach is formal verification. This means that
required properties are shown on the basis of a mathematical
proof. The disadvantage here is that with rising complexity
of an algorithm the proof becomes very extensive, and thus,
hardly manageable for humans. In order to still be able to
handle this complexity, techniques like compositional rea-
soning and tools like model checkers or interactive theorem
provers are used.

Formal verification requires more effort than testing but,
on the other hand, ensures a higher level of reliability on
software. That is why it is primarily applied to safety-
critical software systems where high financial damage could
be caused or even human life could be threatened. Exam-
ples therefore are banking and aviation software. For most
software systems testing is considered to be sufficient and
the invested effort usually is scaled to the potential financial
damage.

At the same time systems are getting more and more com-
plex and therefore harder to be built and understood. This
makes the application of the above mentioned techniques
continuously harder. Organic Computing (OC) [11] provides
an approach to handle the rising complexity of systems and
its potentially vast number of components. It tries to tackle
this issue by adapting principles from nature and introduc-
ing self-x properties to the systems. This makes them more
flexible and allows them to autonomously adapt to various
situations. Further OC-systems are optimizing themselves
during runtime, for example by changing their topology or
configurations. This moves decisions from design time to
runtime. The drawback is that the software engineer cannot
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predict how the system will exactly react in a specific situ-
ation. This uncertainty handicaps the application in safety-
critical domains. To facilitate the use of OC-principles in
such domains, techniques and methods have to be devel-
oped to deal with this uncertainty and, at the same time, to
be able to give behavioral guarantees.

In this paper an approach called verified result checking is
presented, which tries to bring both worlds together. It is an
alternative to testing and verification in general and appears
to be a promising candidate for application in OC-systems,
as it can handle its dynamic behavior by ensuring correct-
ness at runtime. Here, a result checker is developed to ensure
the correctness of self-reconfiguration algorithms within an
OC-system. At first, the used architecture of an OC-system
and its components is presented (Section 2). Further the
underlying theoretical approach which allows a separation
of functional and self-x behavior is sketched. The term ver-
ified result checking is explained in Section 3. In Section 4
the approach to develop a verified result checker, based on
the software engineering model of an OC-system, is shown.
The complete approach is applied exemplary to an appli-
cation domain. In Section 5 the application domain and its
software engineering model are explained. Section 6 presents
the derived formal model and the development of the formal
specification of the result checker including an outline of its
verification. Implementation is presented in Section 7. The
paper concludes with a discussion and outlook in Section 8.

2. ARCHITECTURE

Most OC-systems can be split up into two layers (see Fig-
ure 1): One layer which consists of the productive system
and provides the functional properties of the system. In lit-
erature, this layer is often called system under observation
and control [18]. The second layer incorporates the organic
intelligence, usually realized by an observer/controller (o/c).
While the underlying functional layer of the system behaves
like a traditional system, the o/c layer is responsible for mon-
itoring the system and, e.g., in case of a failure, to accord-
ingly reconfigure the system to compensate it. In contrast to
traditional systems the functional layer has to provide some
degrees of freedom to gain some flexibility. Otherwise, there
is no possibility for the o/c to reconfigure. More about o/c
architectures in general and their variations for OC-system
can be found in [18].
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Figure 1: Architectural view of an OC-System

This separation of the self-x and the functional behavior
has, besides others, several advantages for formal analysis
and verification of the system, as it allows using composi-
tional methods and treating both layers separately. This un-
derlying approach is called restore invariant approach (RIA)
and presented in detail in [6].

The core idea of RIA is to define behavioral corridors by
constraining the system variables of the functional layer and
thereby specifying valid system configurations. These con-
straints are called invariant, as the system’s goal is to hold
up the invariant as long as possible. All configurations that
are not violating the invariant imply the intended functional
behavior. This technique allows to define behavioral corri-
dors without explicitly listing all valid states. Further the
reconfiguration problem can be formalized as a constraint
satisfaction problem (CSP) [22]. The task of the o/c is to
monitor and restore this invariant whenever it is violated.
To actually prove correct behavior of the complete system
the architectural separation can be used for compositional
verification of the system which basically results in the fol-
lowing verification subtasks:

e Functional System: For the functional system the
expected properties Prop have to be proven, under the
assumption that the o/c layer works correctly. Thus
the invariant is monitored and restored by the o/c in
case of a failure. Formally this means, one has to prove
that Prop holds, with respect to the formal model of
the functional layer (SYSfunc), relative to the specifi-
cation of the o/c layer (Spec, ).

SYSpune A Spec, ;. = Prop

e O/C layer: For the o/c layer it has to be verified that
it behaves as assumed for the functional layer. More
precisely, that the implementation of the o/c (0/¢cimpi)
and the therein used self-x algorithm behaves accord-
ing to its specification.

O/Cimpl F Speco/c

The verification of the former one is achieved by composi-
tional verification of the individual agents. A rely-guarantee
approach is used for formalizing properties over single agents
and a compositionality theorem allows for lifting the local
properties to the global system level, which is presented in
detail in [14]. The verification of the correctness of the latter
one, especially the controller part, is content of the rest of
this paper. This verification can be done by formal reason-
ing about the used algorithms directly. But, depending on
the algorithms’ complexity, this task can be arbitrarily diffi-
cult. Further, in OC-systems often bio-inspired algorithms,
genetic algorithms, learning classifier systems or other learn-
ing techniques are used to realize self-x features. These algo-
rithms are not necessarily sound or complete and therefore
do not return correct results. This disqualifies them for di-
rect verification.

To tackle both issues, a result checker (RC) component is
added to the controller (see Figure 1) reading the output of
the algorithm and checking whether or not it is correct. The
RC can be verified and correctness of all forwarded results
can be guaranteed without the need of verifying the self-x
algorithm directly.



3. VERIFIED RESULT CHECKING

Blum and Wasserman [4, 3, 23] have done significant work
on the topic of result checking in the end of the 80s. In this
section a short introduction to result checking in general
and an overview of the different kinds of result checkers are
given. Further the used type of result checker for the imple-
mentation of the presented architecture is motivated.

Besides testing and verification, the principle of result
checking constitutes another way to ensure the correctness
of software. Here, correctness is not enforced by ensuring
the correctness of an algorithm itself, but by checking the
correctness of all its results at runtime. More precisely, the
correctness of a program P is ensured by adding another
program - the so-called result checker. The result checker
gets P’s input and output as its own input, checks whether
P’s output is correct for its input and accordingly answers
with correct or incorrect. The result checker is called
every time after P has been executed.

In comparison to formal verification and testing, bugs are
only discovered at runtime. However, in contrast to testing,
the results of all occurring calls of P are checked concerning
their correctness. Another advantage of result checking is
that, if using the same method signature, the algorithm of
P can be exchanged without the need of adopting the result
checker. Compared to formal verification, result checking
has an easier task. The result checker just has to ensure the
correctness of one result for one certain input and not for
all inputs. To guarantee that the result checker itself works
correctly, it needs to be formally verified. It is a requirement
that the result checker is less complex than the checked pro-
gram. Further, the checker is not allowed to be the program
itself [4]. Thus, verification of the result checker requires less
effort.

How the result checker works differs depending on the pro-
gram which is checked. The program affects both the chal-
lenge to develop an appropriate result checker and the check-
er’s runtime. According to [4], it is distinguished between
simple and complex checkers. In the following, z shall be the
input and y the output of program P - so that P(z) = y.
Further, f is the function which shall be computed by P with
z being a valid input on f. The task of the result checker
is to check if y = f(z) in order to prove that program P
delivers the same result as function f.

A simple checker gets z and y - the input and output of
program P. Now the correctness of the result of P has to be
checked - independently of the way it is computed. A simple
checker is specified as follows:

specification simple checker

input (z,y)

output correct, iff y = f(z); incorrect, else
runtime o(P)

The asymptotic runtime of a simple checker must be “little
0" of program P. This prevents the checker from calling P or
using a similar algorithm. Hence, a simple checker just has
an insignificant impact on the runtime of the system. It can
be used wherever the effort for the computation of a result
is asymptotically greater than for checking the result. E.g.
a program, which searches a non-trivial factor of a natural
number can be checked for correctness by a simple division.

The second kind of checker is the complex checker, which
gets input x of program P and P itself as its input. Within
the checker, P may be called several times to make compar-

isons to other computations. A complex checker is specified
as follows:

specification complex checker

input (z,P)
output correct, iff P = f; incorrect, else
runtime O(P)

A complex checker answers correct if and only if P delivers
for both = and every other tested input a result which is
identical to f. The asymptotic runtime must be in “big O”
of the runtime of program P. This implies that the checker
can only make a constant number of calls to P. In an example
from [4], a program P, which multiplies two natural numbers
z and z, can be checked by a complex checker by generating
two random numbers r; and r2 in advance and subsequently
checking the following equation:

zz=(x—ri)(z—r2)+ (x —ri)ra +r1i(z — r2) + 1172

For the right side, three additions and four multiplications
have to be computed. The latter is done by making further
calls to P. Thus, correctness is ensured by recomputing the
multiplication by an alternative formula, for which P is used,
and comparing that result to the original result. There still
is the possibility that both results are equal and still incor-
rect. This example shows that complex checkers often can
just make probabilistic statements. However, there might be
the opportunity to raise the probability of detecting buggy
results. In the illustrated example, an improvement can be
achieved by repeated checks with different pairs of random
numbers.

Since a result checker is integrated into the running sys-
tem, its execution time shall be as low as possible. In the
example of the complex checker shown above, random num-
bers are generated. Optimization is possible here by using
the technique of “stored randomness” [4]. In that approach,
random numbers are calculated prior to runtime and held
in memory. Thus, during execution time, the result checker
just has to access them. Although the random numbers are
generated at an earlier point of time, they have the same
quality of randomness than numbers generated at execution
time.

In the OC-system (presented in Section 2), the self-x al-
gorithm can be reduced to a CSP. CSPs, in general, are NP-
complete, meaning that a solution cannot be computed, but
can be verified in polynomial time. Informally, this means
that it is hard to find a solution satisfying the system’s con-
straints, but it is much simpler to check if a solution is cor-
rect. The result checker, which is responsible for verifying
the correctness of the result of the self-x algorithm, is in P
(polynomial time), and thus, its runtime is in o(self-x algo-
rithm). Therefore, by definition, the result checker applied
here is a simple checker.

4. APPROACH

According to Section 2, constraints form behavioral corri-
dors for the functional system of an OC-system. If the o/c
layer discovers a violation of these constraints, a self-x al-
gorithm is triggered returning a new system configuration.
However, before the configuration is passed to the functional
system, it has to be verified by the RC that the conjunction
of all constraints is satisfied. Checks of the RC can be seen
as a series of checks - one for each constraint. The program



that checks exactly one constraint shall be called constraint
checker (CC). All CCs are composed to form the RC.

This section gives an overview of the particular steps that
are needed in order to develop a verified CC from a given
constraint. The proceeding is illustrated in Figure 2. At the
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Figure 2: Development of a Verified Constraint
Checker

outset of the approach, there is a system specified according
to guidelines of software engineering (SE): a UML model ex-
tended by OCL' constraints forming a behavioral corridor,
which is used to determine when the functional system is in
a valid state.

In order to enable formal verification, the SE model first
has to be translated into a formal model. Therefore, a for-
mal specification is derived from UML model representing
the functional layer of the system, which models the part
that is relevant for expressing the reconfiguration on the
formal level (1). On the one hand, an OCL constraint is
translated into a predicate logic (PL) formula (3). On the
other hand a CC procedure is derived, wich is formalized
in dynamic logic (DL) [8] (2), providing the formal specifi-
cation for the implementation of the CC. Total correctness
of the CC is proven by verifying the CC procedure against
the according constraint represented by the PL formula. By
that, it is guaranteed that the CC returns correct if and
only if the constraint is satisfied. In order to integrate and
apply the CC to a controller implementation, it has to be
transferred to the implementation level. Therefore, first the
data structure, serving as a container for the state of the
system, is derived from the formal specification (5). Then
an implementation of the CCs is derived from the DL pro-
cedures preserving its structure (6).

Finally, the CCs derived (and verified) can be composed
in order to obtain the RC, which then checks the logical
conjunction of all constraints or, in other words, guarantees
that the invariant is satisfied for the new configuration.

In the next sections, the different steps are presented and
the continuous application of this approach is shown for
the application domain of self-organizing resource-flow sys-
tems [19]. Therefore, a system is presented that is compliant
to the architecture of Section 2. One sample constraint is
chosen, which is used throughout these sections to demon-
strate the development of a CC.

!Object Constraint Language [15]

S. SOFTWARE ENGINEERING MODEL

A running example to illustrate the approach are self-or-
ganizing resource-flow systems, such as applications in lo-
gistics or production automation. The components of re-
source-flow systems can be described by a pattern called
Organic Design Pattern (ODP) as depicted in Figure 3. For
a detailed description on the software engineering of self-or-
ganizing resource-flow systems and the design pattern see
[19].

Agents are the main components in these systems, pro-
cessing resources according to a given task. Every agent
has several capabilities, divided into producing, processing,
and consuming capabilities (produce, process, and consume).
Consequently, the task is a sequence of capabilities beginning
with a producing capability and ending with a consuming ca-
pability. Furthermore, the agent knows a couple of agents
it can interact with and hand over resources. This is encap-
sulated in the inputs and outputs relation. The role con-
cept is introduced to define correct resource-flows through
the system. This means an agent has roles allocated telling
it from which agent it receives the resource (precondition/-
port), which capabilities to apply, and then, to which agent
to hand over the resource (postcondition/port). Thus, the
roles establish the connections between the agents and the
combination of all roles forms the resource-flow.

Self-reconfiguration in this class of systems is expressed
as a role allocation problem. Correct role allocations are
specified using RIA (see Section 2) by defining an invariant,
which in this case is constraining the possible role alloca-
tions to “correct” ones. “Correct” here means allocations
that lead to the expected behavior. This is done by adding
OCL constraints [15] to the ODP. As long as the current role
allocation is consistent with the OCL constraints (invariant)
no reconfiguration is needed and the system behaves as ex-
pected. The observer/controller is monitoring the invariant
and triggers a self-reconfiguration in case of a system failure.
It then calculates a new role allocation that ensures a cor-
rect resource-flow and assigns the needed capabilities. For
example, the constraint called CapabilityConsistency, which
is depicted in Figure 4, states that only available capabilities
can be assigned to an agent.

capabilityConsistency:
context Agent inv: sel f.availableCapabilities

— includesAll(sel f.allocated Roles.capabilitiesT o Apply)

Figure 4: OCL constraint of CapabilityConsistency

Hence, self-reconfiguration can formally be seen and spec-
ified as a constraint satisfaction problem [22] on the possi-
ble values of the a role allocation. There several works ad-
dressing the specification and implementation of self-recon-
figuration using CSP’s, e.g. see [5, 10, 7]. A detailed view on
how behavioral corridors and the self-reconfiguration prob-
lem can be specified for resource-flow system can be found
in [13]

6. FORMAL MODEL

The o/c part of the system is therefore informally specified
as follows: “Whenever the invariant is violated the o/c finds
a new role allocation that restores the invariant.” Formally
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Figure 3: Components of a self-organizing resource-flow systems

this can be expressed as an temporal logic formula:
Spec, . & O(= INV — O(INV V 0)

This formally means, that always (O) if the invariant INV
does not hold, it will eventually (<) hold again or there is
no more reconfiguration possible (). 6 is needed as usually
every reconfiguration lowers redundancy in the system and
there is some point in time, where the system cannot recover.
In case of the example scenario, capabilities that are lost,
lower the number of left capabilities.

Besides triggering the self-reconfiguration, the crucial task
of the o/c in this example is, to find a new role allocation
that fulfills INV. That correct results are returned is ensured
by the verified RC component. In this section the formal
development of a RC is presented.

6.1 System Specification

As mentioned in Section 4, for verification of the o/c, first
of all, a formal model of the system is needed that pro-
vides the formal basis for the specification of the o/c and
the behavioral corridors. Therefore, an algebraic specifica-
tion is developed, based on the UML model (ODP) shown in
the previous section. The formal specification is structured,
which means that the concepts of the model are described
in their own specifications depending on each other. This
corresponds to an object oriented view of the system. As
seen in Section 5, the basic concepts of the ODP are agent,
role, and condition, which are specified as follows:

sort agent {

avCap : set of capability
input : set of agent
output : set of agent
allocRoles : set of role

}

sort role {
prec : condition
capToApp : sequence of capability
postc : condition

sort condition {

state : set of capability
task : set of agent
port : agent

For sake of brevity and readability the names of the as-
sociations of the ODP are abbreviated. The remaining con-
cepts are specified analogously. An instance of the ODP,
which represents the state of a system in a particular point
of time, is defined by the specification odp-state. It contains
the set of agents currently in the system. The specification is
shown in a simplified view here. Further, basic specifications
to realize the concepts of sets and sequences are omitted.

6.2 Result Checking Extension

The input of the self-reconfiguration algorithm, which is
called by the observer in case of a failure, is the current
system state. Formally, the system state is a valuation of the
variables of odp-state except the role allocation (modeled by
the allocRoles field of each agent). Finding this is the task of
the reconfiguration algorithm. These fixed variables of odp-
state, e.g., the current agents and their available capabilities
cannot be changed during reconfiguration as the controller
does not have influence on that.

The output of the self-x algorithm is a complete evaluation
of odp-state including the allocRoles fields. As mentioned in
Section 5, correct configurations are specified through anno-
tated OCL constraints on the system model (called invari-
ant INV'), which restrict all possible evaluations to the valid
ones.

For the implementation of the reconfiguration of this case
study two algorithms are currently used. One is Kodkod [21],
a standard off-the-shelf constraint solver and the other one
is a genetic algorithm, which is specialized for reconfigu-
ration of resource-flow systems modeled with the ODP [20].
The direct verification of the former one would involve the
verification of about 40k lines of code, while the latter one
cannot be verified as it theoretically can return invalid re-
sults. Therefore, a verified result checker is developed based
on this formal model to ensure that the results fulfill INV,
which allows for the verification of correctness. Further, it



allows to use arbitrary algorithms for the reconfiguration
besides the two mentioned ones.

The result checker (RC) is called every time after the re-
configuration algorithm has been executed. It reads the out-
put of the reconfiguration, which in this case is an evaluation
of odp-state, and checks if the constraints (INV (odp-state))
hold.

specification result checker

input odp-state

correct, iff odp-state satisfies constraints
incorrect, else

o(self-x reconfigurator)

output

runtime

As the constraints are logical conjunctions, the RC can be
split up in several constraint checkers for each constraint. If
all these constraint checkers return correct the RC also re-
turns correct. Each constraint checker receives an instance
of odp-state representing the role allocation determined by
the reconfiguration algorithm and is checking if the associ-
ated OCL constraint is satisfied.

6.3 Specification of a Constraint Checker

The constraint checker is derived from the OCL Con-
straints directly (see Figure 2) and formulated as procedure
using dynamic logic (DL) [8]. Dynamic logic combines the
imperative, operational style of specifying programs with
predicate logic to specify properties. Since specification and
verification using DL is supported by the interactive theo-
rem prover KIV [17], tool-supported correctness proofs can
be performed.

Table 1 shows some DL constructs that can be used for
program specification and are used for the constraint check-
ers.

| construct | syntax |
assignment x:=1
conditional if € then « (else 3)
composition | {«; 8}
local variable | let x1 =t1, ... ,&n =ty in {a}

Table 1: Dynamic Logic Program Syntax

Additionally, procedures are introduced wrapping a pro-
gram that is executed with input parameters and returning
output parameters. Procedures allow the reuse of program
fragments and correspond to methods in real world program-
ming languages. Illustrated by a sample procedure CC#?2,
the signature of every constraint checker’s main procedure
looks the same: as input argument, the procedure receives a
role allocation, stored in input parameter state of sort odp-
state. The procedure’s only output parameter satisfied is of
sort bool, representing the boolean type and signalizing if the
role allocation satisfies the constraint. Here the definition of
procedure CC# is depicted:

procedures

CC# odp-state : bool;
declaration

CC# (state ; satisfied){a};

2By convention, procedures in DL are indicated by “#” as
their last character.

In the section labeled “procedures” the signature, and in
“declaration” the parameter variables and the body (a) of
procedures are declared. All parameters have to differ from
each other. When calling a procedure, input arguments and
output variables have to match the types as declared in the
procedure’s signature. In the following, the development
of a constraint checker is illustrated at the example of the
constraint CapabilityConsistency (see Figure 4).

The constraints of the ODP often talk about conditions,
which have to be satisfied for one or all items of a set or
a sequence element appearing in the system specification.
Internally, the sets and sequences are represented by lists.
Hence, the constraint checker needs to navigate through all
items of a list by picking the first element from the list, and
subsequently from the rest of the list. For this kind of loops,
we favor the principle of recursion over iteration. One reason
is that it has proved easier for verification.

To allow a systematic development of the constraint check-
er, at first the OCL constraint is transformed into an equiva-
lent one. For this, the ’includes’ and ’includesAll’ statements
are reformulated using ’forAll’ and ’exists’. By only using
rather primitive statements, on the one hand the OCL con-
straint is getting more extensive and harder to understand
for a human, on the other hand deriving DL procedures
systematically becomes easier. The ’context’ construct cor-
responds to a ’forAll’ statement, as the constraint is applied
to all objects in the context. In this case it must hold for all
agents.

The derived OCL constraint for CapabilityConsistency,
without the use of the ’includesAll’ statement, looks like
this:

CapabilityConsistency:
context Agent inv:
sel f.allocated Roles.capabilitiesToApply
— forAll(ca : Capability|sel f.availableCapabilities
— exists(avCaps : Capability|avCaps = ca))

From every ’forAll’ and ’exists’ quantifier in OCL, a re-
cursive subprocedure arises. These subprocedures are called
within the main procedure allowing encapsulation, and thus,
leading to better structured and realistic program code. Con-
sequently, a OCL constraint leads to a constraint checker
program consisting of a set of nested, recursive procedures in
DL. The finally retrieved DL procedure for CapabilityCon-
sistency including its subprocedures is illustrated in List-
ing 1.

The main procedure, called CapCons#, receives an argu-
ment of sort odp-state. Subprocedure CapConsAllAgents#
is derived from the ’context’ statement checking the con-
straint for every agent. CapConsAllRoles# is introduced
to examine all roles, and AllCapsinList# to examine all
applied capabilities within a role. Finally, the procedure
CapInList# checks if an applied capability is contained in
the set of available capabilities of the agent.

For the other OCL constraints, constraint checkers are de-
veloped in the same way. The remaining constraint checking
procedures all have a similar structure, since they are all for-
mulated on the basis of the ODP system containing universal
and existential quantifiers which are based on lists.

The actual result checker is the composition of all con-
straint checkers. That means, the result checker sequentially
calls the constraint checking procedures just returning cor-



procedures

CapCons# odp—state : bool;
CapConsAllAgents# agent—list : bool;
CapConsAllRoles# role—list , cap—list : bool;
AllCapsInList# cap—list , cap—list : bool;
CaplInList# capability , cap—list : bool;

declaration

CapConsf# (state; satisfied)({
CapConsAllAgents#(state . agents; satisfied)

s

CapConsAllAgents# (al; satisfied){
if (al = []) then satisfied := true
else {
CapConsAllRoles#(al. first .allocRoles, al.first
.avCap; satisfied);
if (satisfied) then CapConsAllAgents#(al.rest;

satisfied)
}
I
CapConsAllRoles# (rl, avCaps; satisfied){
if (rl = []) then satisfied := true
else
AllCapsInList#(rl. first .capToApp, avCaps;
satisfied);
if (satisfied) then CapConsAllRoles#(rl.rest ,
avCaps; satisfied)
}
Iz
AllCapsInList# (cl, avCaps; satisfied){
if (cl = []) then satisfied := true
else {

CaplInList#(cl. first , avCaps; satisfied);
if (satisfied) then AllCapsInList#(cl.rest,
avCaps; satisfied)

}
b5
CaplInList# (ca, cl; satisfied){
if (cl = [])
then satisfied := false
else if (cl.first = ca)
then satisfied := true
else CaplInList#(ca, cl.rest; satisfied)
s
Listing 1: specification of constraint checker
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rect if all constraint checkers return correct. However, if
one constraint checker returns incorrect, the result checker
immediately returns incorrect without calling further con-
straint checkers. If the solution is incorrect, the self-x algo-
rithm is restarted to find another solution. In case of a de-
terministic algorithm there has to be a possibility to exclude
the already returned results to be able to create new ones.
For the constraint solving problem this can be achieved by
adding an additional constraint prohibiting a set of already
returned “incorrect” solutions.

6.4 Verification

A result checker aims to put trust in the program it checks.
However, the result checker will just give a reliable insur-
ance for correctness if its checking algorithm is formally ver-
ified. For verification, we use the interactive theorem prover
KIV [1], which fully supports higher order logic and dynamic
logic (DL). With the latter, programs can be defined using

the statements as specified in Section 6.3. With predicate
logic (PL), which is a higher order logic, conditions, respec-
tively constraints, can be formulated. Both PL and DL can
be used in a proof sequent in KIV to express a proof obliga-
tion.

As we already developed constraint checking procedures
formulated in DL and thus suitable for integration into KIV
proof sequents, we also need to express the constraints in
a suitable way to be able to formulate the complete proof
obligation. For that, the OCL constraints are straightfor-
ward translated into a PL formula similarly to the approach
defined in [2].

In this case, the result checker shall check that a role allo-
cation delivered by the self-x algorithm does not violate the
constraints of the ODP. Hence, for every constraint checker,
total correctness must be shown. Total correctness is ex-
pressed with the diamond operator (-) of dynamic logic. The
meaning of a formula («) ¢ is that the program « terminates
and the condition ¢ holds afterwards . The informal proof
obligation therefore is: “The constraint checking procedure
terminates and its boolean return value is ‘true’ if and only
if the corresponding PL formula evaluates to ‘true’.”

For the example OCL constraint CapabilityConsistency,
the proof of total correctness is illustrated in the following.
The formal proof obligation is:

F (CapCons#(odp-state; satisfied))
( satisfied
< ( Vag. ag € odp-state.agents — Vr. r € ag.allocRoles
— Vea. ca € r.capToApp — ca € ag.avCap) )

The proof strategy uses the principle of symbolic execu-
tion [9] of programs and induction. As the constraint check-
ers consist of nested procedures, it makes sense to adopt
that encapsulation for the proofs. Therefore, for each sub-
procedure, a lemma is formulated and proven, in order to re-
duce the complexity of the complete proof by splitting it up
into several smaller proofs. The challenge is to find appro-
priate PL formulas for the according subprocedures. How-
ever, this is not too difficult, because due to the structure
of the constraint checker and the PL formula, each quanti-
fier corresponds to an introduced subprocedure. As for each
subprocedure the according lemma is formulated, verifica-
tion starts with the most inner subprocedure. In case of
CapabilityConsistency, the most inner procedure is Capln-
List#, which checks if the element ca of type capability is
contained in the list ¢l. This check can also be found in
the PL formula of the sequent of CapCons# in the excerpt
ca € ag.avCap. Therefore, the lemma to proof CaplnList#
looks the following:

F (CaplInList#(ca, cl; satisfied))
( satisfied
< ca € c)

As most procedures are recursively defined over lists, struc-
tural induction over the lists is used to prove the lemmas.
In case of the CaplInList# proof, structural induction over
cl is applied.

The procedure AllCapsInList# is making calls to CapIn-
List# and checks if all elements of the list ¢l are contained
in list avCaps. The subexpression Vca. ca € r.capToApp —
ca € ag.avCap of the CapCons# PL formula is analogue to
this subprocedure. Hence, the lemma for AllCapsinList#



looks as follows:

F (AllCapsInList#(cl, avCaps; satisfied))
( satisfied
< (Vea. ca € cl — ca € avCaps) )

When we proof the lemma for AllCapsInList#, symbolic
execution leads to one open premise where CaplnList# is
called. To proof this premise the according lemma can be
inserted.

As one can see, extracts of the PL formula of CapCons#
directly correspond to what the subprocedures check. Hence,
in the same way, the remaining lemmas can be found. If the
corresponding extract of the PL formula is found, only the
variables of the expression have to be slightly adopted to
match the subprocedure’s signature. In general, the more
outer procedures are verified by using the lemmas about the
more inner procedures, until finally the main procedure of
the constraint can be verified. The proof of CapabilityCon-
sistency in KIV consists of 5 lemmas with in average 25 proof
steps. The reached degree of automation is 77 percent.

This is done for each constraint checker analogously. The
final proof for the correctness of the complete result checker
is then simply achieved by the composition of all constraint
checking procedures.

7. IMPLEMENTATION

The last step after successful specification and verifica-
tion of the result checker is its implementation. It is inte-
grated into the ODP Runtime Environment (ORE), which
is presented in detail in [12]. ORE is an extensible and
convenient platform for the implementation of resource-flow
systems based on the ODP. It provides the system’s dy-
namics and clearly defined extension points for application-
specific behavior. ORE is based on the multi-agent frame-
work Jadex [16]. Further, it implements an o/c layer ac-
cording to the architecture presented in Section 2. This in-
corporates the mentioned connection to a constraint solver
and a genetic algorithm to choose from for reconfiguration.
ORE is implemented in Java. Therefore, Java is also the
programming language of choice for implementation of the
result checker and its integration into the ORE.

The Java implementation is directly derived from the for-
mal specification. In this section, first the data structures
for the ODP are outlined. These are already used for the
implementation of the self-x algorithms. Subsequently, the
derived implementation of the constraint checkers from the
DL procedures is illustrated at the running example of Ca-
pabilityConsistency.

7.1 Data structure of ODP

The data structure in Java is a straightforward derivation
of the formally specified system (see Section 6.1). Sorts are
transformed to classes of the same name. Further, the fields
within a sort become attributes of the Java class. The fun-
damental classes are Agent, Role, and Condition, which look
the following:
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public class Agent {
protected List<Capability> availableCapabilities;
protected List<Agent> input;
protected List<Agent> output;
protected List<Role> allocatedRoles;

public class Role {
protected List<Condition> preconditions;
protected List<Capability> capabilitiesToApply;
protected List<Condition> postconditions;

public class Condition {
protected Agent port;
protected List<Capability> state;
protected List<Capability> task;

}

The current system state (odp-state) is input for a reconfigu-
ration and subsequently (with valuated allocatedRoles field)
is output of the algorithm and input for the result checker.
It is defined by a list containing all agents and additionally
the current task of the system.

7.2 Result checker in Java

In order to develop the result checker as a Java program,
we systematically derivate it from the DL constraint check-
ing procedures. In this process, the procedures are mapped
to methods in Java. The reference variable of the DL pro-
cedure is transformed to the return value of the method on
Java-side. Listing 2 shows the retrieved Java methods for
CapabilityConsistency. When examining the methods, one

public static boolean capCons(OdpState state){

boolean satisfied ;
satisfied = capConsAllAgents(state.getAgents());
return satisfied;
¥
private static boolean capConsAllAgents(List<Agent
> al){
boolean satisfied;
if (al.isEmpty()) satisfied = true;
else {
satisfied = capConsAllRoles(first (al).
getAllocatedRoles (),
first (al).getAvailableCapabilities ());
if (satisfied) satisfied = capConsAllAgents(
rest (al));
}
return satisfied;
}

private static boolean capConsAllRoles(List<Role>
rl, List<String> avCaps){

boolean satisfied;
if (rl.isEmpty()) satisfied = true;
else {

satisfied = allElemsInList (first (rl).
getCapabilitiesToApply (), avCaps);

if (satisfied) satisfied = capConsAllRoles(
rest (rl), avCaps);

}
return satisfied;
}
Listing 2: specification of constraint checker

’CapabilityConsistency’ in DL




will notice that they look quite similar to the DL procedures,
except for some Java specific syntactic differences. Fur-
ther, it can be noticed that in capConsAllRoles the method
allElemsInList is called, which is not listed here. In Java,
all operations on lists are programmed to be generic with re-
spect to the type of its elements, and thus, are encapsulated
from the constraint specific methods.>

After all constraint checkers are derived from the origi-
nal OCL constraints by the scheme described in this paper,
we can finally compose them and, by that, obtain the re-
sult checker. The result checker’s task is to check if a role
allocation is valid with respect to the constraints. It shall
only answer with correct if all constraints hold. So it se-
quentially calls all constraint checkers.?. If at least one con-
straint checker answers with incorrect, the result checker
also will immediately return incorrect. Only if every con-
straint checker returns correct, the result checker returns
correct and thereby allows to forward the calculated role
allocation. However, if the role allocation turns out to be
incorrect, several strategies can be applied: In case of an
indeterministic reconfiguration-algorithm, an obvious option
is to just run it again. For a deterministic reconfigurator
the recent allocation can be avoided by forbidding it via an
additional constraint. In both cases, alternatively, another
reconfigurator can be tasked to find a correct allocation.

7.3 Extensions

As previously mentioned, the self-x algorithms can, for
example, be realized by a genetic algorithm (GA). Such al-
gorithms often need an evaluation of intermediate results. In
case of a GA, this is the fitness function. It assigns each po-
tential configuration of its current population a fitness value
describing how “good” a configuration is. Here an intercon-
nection with the result checker can be used to check whether
or not the actual intermediate result is a valid configuration.
In case of an invalid result, it is of interest how close it is to
a valid one.

Hence, the result checker has to be extended to provide
a more detailed feedback than just “correct” or “incorrect”.
Therefore, a variant of the result checker is available that
can be called by the self-x algorithm and returns detailed
feedback about which particular constraint checks failed.
Further, a violation value is calculated that quantifies the
degree of violation within one constraint checker. For in-
stance, the CapabilityConsistency checker returns for how
many agents the constraint is violated. In other words for
how many agents non-existent capabilites are assigned.

These mechanisms cannot replace the fitness function as
usually one does not want to have an arbitrary valid result
but a preferably optimal one. The fitness function deals
with much more details concerning quantitative properties
of the solution, which are not relevant to ensure safety or
correctness of the configuration, e.g., expected throughput of
a role allocation in the resource-flow scenario or economical
considerations.

3 Alternatively, these list operations could also be defined as
generic DL procedures in the formal specification. However,
this would not allow a clean separation between the system
specification and the procedures of result checking.

4For performance optimization, parallel execution of the
constraint checkers also is possible, as they do not depend
on each other.
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8. CONCLUSION AND OUTLOOK

In this paper an architecture and a technique called ver-
ified result checking were presented, which provide a valu-
able technique that allows for using self-x algorithms, but
still being able to proof correctness of its results. This is
required, especially if Organic Computing principles should
be applied to safety-critical applications. The architecture
provides a separation of functional and self-x behavior. This
allows a separate treatment of both layers. To be able to en-
sure correctness of the complete system, the system must be
in a quiescent state during the reconfiguration in order that
safety can be ensured during the reconfiguration.

The correctness of the self-reconfiguration is ensured in-
dependently of the used algorithm by wverified result check-
ing. Due to this independence the algorithm can be changed
(even during runtime) without the need of another verifica-
tion, as long as its output fits into the result checker. In
case of several used algorithms, each one will have to be
verified. Usually the verification of the RC is less complex
than the self-x algorithm itself. The focus on the analysis
and verification is at the result checker only. Therefore, only
safety properties and correctness results of the o/c layer can
be proven. If one wants to verify properties about runtime
or termination of the complete o/c during a reconfiguration,
there is still the need to look at the complete model of the
o/c.

In this paper, we presented the development and verifica-
tion of a result checker based on a case study for resource-
flow systems. The result checker was derived from the soft-
ware-engineering model of the system. Therefore, the model
and the annotated OCL constraints were translated into a
formal system specification and predicate logic formulas ex-
pressing the constraints. The result checker then was for-
mally specified as DL procedure, in a program-like syntax.
Next the RC was formally verified with the theorem prover
KIV. Termination and correctness properties were shown.
The RC was implemented in Java and integrated into the
existing o/c implementation for the class of resource-flow
systems.

Next step is to move away from the ODP domain towards
the development of a generic RC applicable to all systems
whose reconfiguration is CSP-based. This means that data
structure and constraints of the system are no longer fixed
but will be parameters to the generic RC. As the constraints
are no longer known beforehand, the translation of OCL
constraints into constraint checking programs has to be au-
tomated based on the rules roughly sketched in this paper.
Further, not the correctness of every single translation, but
the correctness of the translation rules has to be verified
once.
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