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Automated Flaw Detection in Algebraic Specifications

Andriy Dunets · Gerhard Schellhorn · Wolfgang Reif

Abstract In interactive theorem proving practice a significant amount of time is
spent on unsuccessful proof attempts of wrong conjectures. An automatic method
that reveals them by generating finite counter examples would offer an extremely
valuable support for a proof engineer by saving his time and effort. In practice, such
counter examples tend to be small, so usually there is no need to search for big
instances. Most definitions of functions or predicates on infinite structures do not
preserve the semantics if a transition to arbitrary finite substructures is made. We
propose constraints which guarantee a correct axiomatization on finite structures and
present an approach which uses the Alloy Analyzer to generate finite instances of
theories in the theorem prover KIV. It is evaluated on the library of basic data types
as well as on some challenging case studies in KIV. The technique is implemented
using the Kodkod constraint solver which is a successor of Alloy.

Keywords Algebraic specifications · Abstract data types · First-order logic ·
Theorem proving · SAT checking · Finite models · Formal methods

1 Introduction

The concept of abstract data types is well-established in computer science. Algebraic
techniques are integrated in a variety of formal approaches in software development
[11, 12, 25]. This work is aimed at providing automatic techniques for analysis of
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algebraic specifications of abstract data types. We present an integration of an auto-
matic procedure for finding finite counter examples or witnesses for first-order
theories in the theorem prover KIV [30]. As first-order logic is undecidable we can
construct either a decision procedure for decidable fragments or use an automated
prover for full logic. Both approaches are useful for provable goals. Most of the time
in interactive theorem proving however is spent to find out why certain goals are not
provable. An alternative approach therefore is to try to disprove conjectures and to
generate counter examples.

We were inspired by the automatic analysis method for first-order relational logic
with transitive closure implemented in Alloy [18] and its successful application in
the Mondex challenge by Ramananandro [29]. Alloy’s algorithm handles full first-
order relational logic with quantifiers and transitive closure [17]. The reason why we
are interested in the automation of the FOL part of KIV is that in almost all proof
tasks carried out interactively in KIV, whether in the basic logic or in extensions
for temporal logic proofs [3, 4], ASM specifications [35, 36], statecharts [5] or Java
program proofs [38], eventually a lot of first-order proof obligations arise. These
are typically discharged using simplif ier rules. Most simplifier rules are first-order
lemmas which are automatically used for rewriting and other simplifications. In large
case studies the number of used rewrite rules is often several thousands, many of
them imported from the KIV library of basic data types. Defining and proving such
simplifier rules is therefore a regular task in interactive verification. Usually, some
of these theorems are wrong at the first attempt, so a quick check that identifies
unprovable ones is very helpful. Currently, to “test” an algebraic specification the
proof engineer has to either perform an informal analysis or try to prove some
desired property. Most of the bugs in designs are discovered in the first step while
some particularly hard to find ones—in the second. The technique presented in this
work is intended to be a complementary quality improvement step which requires
minimal additional user effort.

A preliminary version of the results presented in this paper, including a trans-
formation to relational logic, first experiments with Alloy and handling of non free
data types appears in [9, 10]. This paper introduces a notion of compatibility that
justifies finite counter example search for specifications of free data types. Based on
this notion we show soundness of the method for specifications of free data types
with compatible operation definitions. We extend results by Kuncak and Jackson
[20] who give an approach of utilizing model finding for the analysis of term algebras,
where the language is restricted to selectors only. Dunets et al. [10] was the first step
toward extending the language with arbitrary functions which however was restricted
to a very special class of definitions of recursive functions on freely generated data
types only. Dunets et al. [9] extends the application scope of the technique with non-
freely generated data types and defines constraints which should be satisfied by the
analyzed specification in order to guarantee a sound axiomatization of its operations
on finite structures. The main contribution is a generic method for the construction
of finite instances of first-order specifications of abstract data types. We applied the
method to a large set of examples to determine the relative size of the application
domain. We showed empirically that all specifications of abstract data types in KIV’s
library are amenable to the technique while the generation of instances and checking
of theorems with Alloy is accomplished in a reasonable time (from several seconds to
few minutes in the worst case). In our experiments we used Alloy version 4.1.15 [18].
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We implemented the technique using Kodkod constraint solver [39] (Kodkod is
the successor of the Alloy model finder) which provides model finding procedures
through a Java API. Using this API the technique can be automatically applied to
lemmas avoiding the effort of compiling Alloy specifications. The implementation
allows a more user-friendly counter example representation too. It computes and
shows constructor terms from the graphs generated by the model finder.

1.1 Outline

Sections 2 and 3 introduce the background notions concerning KIV and Alloy
which are used throughout the work. Section 4 presents the main approach to a
construction of finite instances of specifications of freely generated data types in
KIV. Section 5 defines constraints necessary for the soundness of the approach.
This is complemented with a similar approach for non-freely generated data types
explained in the Section 6. Section 7 presents results from an application of the
technique. In Section 8 we present the current state of the implementation of the
technique as a service in KIV using the Kodkod constraint solver. This is followed by
an overview of related work in Section 9 and conclusions in Section 10.

2 Algebraic Specifications of Abstract Data Types

KIV is a tool for formal system development [30]. It provides a strong proof sup-
port for all validation and verification tasks and is capable of handling large-scale
theories by efficient proof techniques and an ergonomic user interface. The basic
logic underlying the KIV system combines Higher-Order Logic (HOL) and weakest
precondition calculus [8] using notation from Dynamic Logic (DL) [13], which
allows to reason about partial and total correctness of imperative programs as
well as expressing program equivalence. KIV supports both functional and state-
based approaches to model systems. In this paper we concern ourselves with the
functional approach. A theory in KIV describes data types, e.g. naturals, lists, arrays
or records, which are used afterwards in DL programs. Theories are specified using
hierarchically structured algebraic specif ications.

Definition 1 (Language) Let � = (S,F ,P) be a signature with sorts s ∈ S and sets
F , P of operations which combine the sets Fs→s of function symbols f : s → s with
the sets Ps of predicate symbols p : s, where s ∈ S∗.

This definition is accompanied by some auxiliary commonly used constructs: X—
the set of all variables, Xs—the set of variables of type s, T(F0, X0)—the set of
terms constructed using functions from F0 and variables from X0, For(�)—the set
of formulas over �. Using a valuation α (which assigns values to free variables)
terms t and formulas ϕ are evaluated over structures called algebras: [[t]]A,α , [[ϕ]]A,α .
A sentence is a formula without free variables.

Definition 2 (Algebra) For � let Alg(�) be the set of structures A = ((As)s∈S,

( fA) f∈F , (pA)p∈P ), where As denotes a nonempty domain of the sort s and fA, pA
are concrete interpretations of symbols f ∈ F , p ∈ P over domains.
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A notion of a substructure will be used later on in the context of the finite
structures generated by the Alloy tool.

Definition 3 (Substructures) For � = (S,F ,P) algebraA ∈ Alg(�)A is a substruc-
ture of B ∈ Alg(�) if f

f or all s ∈ S : As ⊆ Bs

f or all f ∈ F ∪ P : fB = fA |B

To specify data structures adequately, in addition to first-order axioms for induc-
tion are needed. Unfortunately, an induction scheme cannot be specified by a finite
set of first-order formulas. As a replacement generation clauses are used. Hence,
for a signature � the corresponding set Gen(�) contains term generation clauses:
“s generated by Cs”. The set of constructors Cs = {c1, . . . , cn} ⊆ Fs→s is assumed to
contain at least one constructor ci : s → s with all its argument sorts different from s
(a constant constructor) to have a nonempty set of constructor terms Ts(Cs, X/Xs).
Generation clauses in Gen(�) have the following semantics:

A |= (s generated by Cs) ⇔
f or all a ∈ As exists α, t ∈ Ts(Cs, X\Xs) : a = [[t]]A,α

The above equivalence ensures that any element in As is the value of some s-valued
constructor term t ∈ Ts(Cs, X\Xs) using an appropriate assignment α to parameter
variables X\Xs, i.e. As is term generated.

Definition 4 (Specification) For a signature � a specification SP = (�, Ax, Gen) is
a triple with finite sets Ax ⊆ For(�) and Gen ⊆ Gen(�).

Definition 5 (Model) An algebra A is a model of a specification SP, A ∈ Mod(SP):

A |= SP ⇔ A ∈ Alg(�), A |= Gen, A |= Ax

A formula ϕ ∈ For(�) is valid:

SP |= ϕ ⇔ f or all A ∈ Mod(SP) : A |= ϕ

There are two kinds of abstract data types: free and non-free data types. Freely
generated data types have the property that syntactically different terms denote
different values, e.g. the data type list which is generated by constructors nil and
cons and has selectors f irst and rest. Models are called term algebras where terms
have the above property. The corresponding generation clauses implicitly comprise
definitions of selectors and axioms which specify the principle of free generation. For
example, the freely generated data type list is defined by:

list = [ ] | . + . (. .first : elem; . .rest : list)
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This is a shorthand for the clause “list generated by [ ], +”, a definition of the
selector functions . f irst : list → elem, .rest : list → list and axioms1 which specify
selectors and require constructors to be disjoint, injective and total:

selectors : (a + x). f irst = a, (a + x).rest = x

disjoint : [ ] �= a + x

injectivity : a + x = a0 + x0 ↔ a = a0 ∧ x = x0

total : x = [ ] ∨ x = x. f irst + x.rest (1)

In contrast, for non-freely generated data types different terms can denote the
same value, e.g. sets, stores, arrays. For example, multiple insertions of the same
element in a set have always the same result, [[∅ ++ a = ∅ ++ a ++ a]]A,α . For
a non-freely generated data type s in addition to the generation clause Gens an
equivalence relation Rs on s-valued terms has to be provided.

Definition 6 (�-congruence) Let � = (S,F ,P) and A ∈ Alg(�). A �-congruence
R is a family of equivalence relations (Rs)s∈S induced by S which are compatible with
operations F ∪ P :

1. for all f ∈ F , f : s1 × · · · × sn → s, ai, bi ∈ Asi holds
∧n

i=1 Rsi(ai, bi) ⇒ Rs( fA(a1, . . . , an), fA(b1, . . . , bn))

2. for all p ∈ P , p : s1 × · · · × sn, ai, bi ∈ Asi holds
∧n

i=1 Rsi(ai, bi) ⇒ (pA(a1, . . . , an) ⇔ pA(b1, . . . , bn))

The corresponding models are quotient algebras A/R.

Definition 7 (Quotient algebra) For a �-congruence R on A is A/R = ((Qs)s∈S,

( f ◦) f∈F , (p◦)p∈P ) a quotient algebra with:

1. Qs = {[a] : a ∈ As} where [a] = {b : Rs(a, b)}
2. For operations f ∈ F , p ∈ P and [ai] ∈ Qsi :

f ◦([a1], . . . , [an]) = [ fA(a1, . . . , an)]
p◦([a1], . . . , [an]) ⇔ [pA(a1, . . . , an)]

Because R is a congruence, all operations are well defined and A/R ∈ Alg(�).
Furthermore, if A is a term generated algebra, then the corresponding quotient
algebra A/R is term generated too [31]. The equivalence relation Rs (for non-free s)
on terms is specified with axiom of extensionality, e.g. for sets it states:

s1 = s2 ↔ (∀a. a ∈ s1 ↔ a ∈ s2)

1Infix notation: term . f irst(+(a, x)) is written as (a + x). f irst.
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3 Alloy Analyzer

3.1 Multisorted Relational Logic

The logic used by the Alloy Analyzer is a multisorted first-order relational logic
with transitive closure [17]. It extends first-order logic by relational terms r ∈ Rs

instead of just predicate symbols p ∈ Ps. Thus atomic formulas have form x1 = x2

or r(x1, . . . , xn) where r is an n-ary relational term. Relational terms are either
predicate symbols or composition r1.r2 or transitive closure ∧r, where r is a binary
relation. An Alloy specification SPAlloy describes a finite multisorted universe U =
(Ds1 , . . . , Dsn , γ ) with finite sets of atoms for each sort and an interpretation γ of
relational symbols on domains. First-order formulas in SPAlloy can be arbitrarily
quantified. For a specification SPAlloy and a conjecture ϕ Alloy can be operated
in two basic modes: searching for a counter example (SPAlloy ∧ ¬ϕ) or computing
a witness (SPAlloy ∧ ϕ) for ϕ.

3.2 Translation of KIV Formulas to Relational Form

Since Alloy is based on relational logic, KIV specifications involving functions have
to be translated to specifications using relations. Therefore, as a first step we map
each function symbol f to the corresponding relation (predicate) F:

f : s → s′ � F : s × s′

The basic idea is that the relation F encodes the graph of the function f :

[[ f ]](a1, . . . , an) = b ⇔ [[F]](a1, . . . , a1, b) (2)

where [[ f ]] is the semantics of f in a model of the KIV specification and [[F]] is the
semantics of F in the corresponding model of the translated (Alloy) specification.

To achieve this we need two axioms for every function, that state that F is the
translation result of a total function, namely the axiom of uniqueness:

∀x1, . . . , xn, y, z. F(x1, . . . , xn, y) ∧ F(x1, . . . , xn, z) → y = z (3)

and the axiom of totality:

∀x1, . . . , xn. ∃y. F(x1, . . . , xn, y) (4)

We also need to translate the axioms of KIV to axioms over relations. This can
be done schematically, the main idea is to introduce auxiliary variables for all inter-
mediate results and finally to replace f (x1, . . . , xn) = y by F(x1, . . . , xn, y). We give
a formal definition which assumes that each axiom ϕ has been normalized to have all
quantifiers in front of the formula (prenex normal form):

ϕ ≡ Q1v1 :: s1. . . . Qnvn :: sn. ψ, (5)

where ψ is a quantifier-free formula with free variables v1, . . . , vn.
The restriction to prenex normal form is not really necessary, but avoids a dis-

cussion about a suitable renaming of bound variables and occurrences of terms. As
an example, consider a formula ϕ from the specification of lists in KIV:

ϕ ≡ ∀x, y :: list. rev(app(x, y)) = app(rev(y), rev(x)) (6)
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Its quantifier-free subformula ψ contains the function symbols rev and app (for the
append function). Therefore the translated axiom will use predicates REV : list ×
list for rev and APP : list × list × list for app.

To define the translation, we need two sets of terms: the set of “top-level”
terms Ttop, which consist of all terms ti that occur in equations ti = t j or
predicates P(t1, . . . tn) of ψ and which are not just variables. In our exam-
ple Ttop ≡ {rev(app(x, y)), app(rev(y), rev(x))}. Secondly, we need the set Tall

of all non-variable subterms of terms in Ttop. For our example Tall ≡ Ttop ∪
{app(x, y), rev(y), rev(x)}.

Based on these two sets the translated formula τ(ϕ) of an axiom ϕ is then defined
as follows:

Definition 8 (Relational form) Given a mapping ϑ : Tall → Vars that generates
fresh variables for terms in Tall and a functional formula ϕ in KIV of the form given
in (5). We construct its relational counterpart τ(ϕ) for Alloy:

τ(ϕ) ≡ Q1v1 :: s1. . . . Qnvn :: sn. ∀ ϑ(Tall).
∧

f (t1,...,tk)∈Tall

(ϑ(t1), . . . , ϑ(tk), ϑ( f (t1, . . . , tk))) ∈ F → ψ[Ttop�ϑ(Ttop)]

where ψ[Ttop�ϑ(Ttop)] is ψ with terms from Ttop substituted by corresponding fresh
variables ϑ(Ttop).

To continue with our example above, we compute τ(ϕ) for (6):

τ(ϕ) ≡ ∀x, y :: list. ∀z1, z2, z3, z4, z5 :: list. (x, y, z1) ∈ APP ∧ (z1, z2) ∈ REV

∧ (y, z3) ∈ REV ∧ (x, z4) ∈ REV ∧ (z3, z4, z5) ∈ APP → z2 = z5

It is easy to prove (by induction on the complexity of terms and formulas) that the
syntactical transformation τ preserves the meaning of formulas in the following
sense: for each model of the original formula ϕ, the corresponding relational model
(where the semantics of F is defined via (2)) satisfies τ(ϕ). Similarly, for each model
of τ(ϕ), that also satisfies the axioms Totality and Uniqueness, a model of the original
signature can be constructed such that ϕ and (2) hold. The transformation has linear
complexity with respect to the size of a formula.

4 Generating Models of Free Data Types in Alloy

Throughout this section we use lists as a representative example of freely generated
data types.

A basic specification consists of three parts: a description of the signature, the
axioms, and the principles of induction. Figure 1 shows the specification of lists
in KIV. It contains a basic specif ication of the sort elem (not shown), a generic
data specif ication of lists which gives list generated by [], + and the axioms (1).
Functors app and rev are recursively defined in an enrichment. Axioms for the order
predicate (= subterm relation) are automatically included in the theory: ¬x < [],
x < a + y ↔ x < y ∨ x = y.
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Fig. 1 Algebraic specification of lists in KIV

4.1 Finite Models

The semantics of free data types is defined on algebraic structures called term alge-
bras which represent concrete models of specifications. In term algebras carrier sets
are composed of inductively generated terms. Terms are generated using constructor
operations (functions), e.g. the constant nil and the function cons : elem × list → list
for lists. Here we refer to the work of Kuncak and Jackson [20]. We adopt their ideas
to generate structures in Alloy which correspond to term algebras. Again we use lists
as a generic example of a free data type.

In Alloy new sorts (types of atoms) are introduced by the keyword sig. We specify
two new sorts: elem and list, see Fig. 2. Using the keyword extends we split the set
of atoms of type list in two disjunctive subsets: the singleton set nil (defined to
have exactly one atom, keyword one) and the set cons which can have an arbitrary

Fig. 2 Metamodel of lists in Alloy
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number of atoms within specified bounds. Atoms of type cons represent results of the
constructor function cons : elem × list → list and are always connected over selector
relations f irst and rest with atoms from which they are constructed. On the right side
in Fig. 2 the generated metamodel of the signature is shown.

In the next step we specify relations f irst and rest using SUGA axioms, see Fig. 3.
Axiom selectors states that selector functions are total on cons. Axiom uniqueness
states that equivalent construction results in the same atom. acyclicity prevents loops
in the subterm relation.

SUGA axioms specify infinite structures containing an isomorphic copy of the
term model A = (Aelem,Alist, { f irstA, restA},∅) with two operations: selector func-
tions f irst and rest.

The infiniteness of A prevents it to be constructed by Alloy. A possible solution to
this problem is to omit the generator axiom (resulting in SUA axioms). SUA axioms
specify finite structures M which are isomorphic to specific parts of the original
infinite model A, so-called subterm-closed models, i.e. models closed under transitive
closure of selector relation rest, see Fig. 4.

In this context we introduce Alloy specif ications and Alloy models.

Definition 9 (Alloy specification) An algebraic specification SP is transformed to
the Alloy language

τfin(SP) = ((S,∅, τ (F) ∪ P), τ (Ax) ∪ Func(τ (F)) ∪ SUA(Gen))

where all function symbols f ∈ F are replaced by predicate symbols τ( f ), axioms
Ax are translated to the relational form τ(Ax) and additional axioms Func(τ(F))
require each predicate τ( f ) ≡ F to behave like a function:

∀x, y1, y2. F(x, y1) ∧ F(x, y2) → y1 = y2

Definition 10 (Alloy model) A finite algebra M = ((Ms)s∈S, (pM)p∈P∪τ(F)) is a
model of the Alloy specification τfin(SP):

M |= τfin(SP) ⇔ M |= SUA(Gen), M |= τ(Ax), M |= Func(τ (F))

Kuncak and Jackson [20] proved that a finite structure M constructed with Alloy
for τfin(SP) is isomorphic to some finite subterm-closed substructure A0 of A where
A |= SP. This result applies for specifications of free data types with the language
restricted to constructors and selectors only (F = (Cs)s∈S, P = ∅, Ax = ∅). Further,
they established a finite satisfiability result by proving that for a specific class of

Fig. 3 SUGA axioms
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Fig. 4 Finite subterm-closed
substructure M of infinite
structure A (two elem and five
list atoms). Relations FIRST
and REST connect atoms and
encode their meaning as terms

a b[ ]

[b][a]

[a,b] [b,b]

REST REST

REST RESTFIRST

FIRST FIRST

FIRST

formulas (existential-bounded universal, EBU) satisfiability can be checked finding a
finite model of the SUA axioms. For example the formula ∀n :: nat. ∃m :: nat. m > n
is not in this class because it contains an unbounded universal quantifier and
therefore it is not guaranteed to have a finite model (in fact it does not have one).
For this purpose a notion of bounded quantification is introduced, see [20]. Roughly,
if a witness (a finite structure M) for an EBU formula is found, we can pick the
same witness in the infinite model A. So an Alloy-based semi-decision procedure
that checks satisfiability of these formulas can be realized.

Unfortunately, we noticed that these encouraging results apply to theories only,
where just selector functions are present in formulas. In order to use it in practice we
have to cope with several difficulties. In the next section we show how to incorpo-
rate recursively defined functions in the method and what implications can possibly
emerge.

4.2 Axiomatization of Recursive Functions

We would like to extend our language containing just selector relational symbols
{f irst,rest} to the complete language with recursive functions that we use in KIV.
Such recursive definitions have the following form:

Definition 11 (KIV axioms for recursion) To define a function f : s1 × · · · × sk → s
by structural recursion over the first argument, axioms of the following form are used
for every constructor ci of sort si:

∀u, v. ψk → f (ci(u), v) = 	k( f, u, v)

each 	k is a formula that contains invocations of f with first argument u and
ψi → ¬ϕ j. We assume that the preconditions ψk form a complete case distinction,
i.e. ψ1 ∨ · · · ∨ ψn is true and ψk1 ∧ ψk2 is false for k1 �= k2.

The requirement of a complete case distinction guarantees that there are no
unspecified or duplicate cases. As a first step we translate the signature. Both the
constructors and the recursive definitions have to be defined. For the constructor
function cons we add a predicate definition in Alloy:

pred cons [e: elem, l: list, c: list] { c.first = e and c.rest = l }



                                               369

Recursive functions like APP and REV are added to the list signature and thus
declared as relations between the corresponding sorts:

sig list {
app: list -> lone list,
rev: lone list

}

By the keyword lone we tell Alloy that a relation satisfies the uniqueness axiom (3) of
the relational translation, i.e. that there is at most one result for append and reverse.
The totality axiom (4) would be satisfied too by using the keyword one instead of
lone, but assuming totality of reverse or append prevents finite models. Therefore
we drop this axiom, just like the generator axiom for constructors. As a consequence
for some inputs a function specified in this way does not return an output.

As a second step we have to add appropriate axioms as facts to the Alloy speci-
fication that are translated from the axioms of the KIV specification from Fig. 1. A
simple idea would be to translate axioms directly (using τ ) but this yields too weak
axioms. Therefore we first combine the axioms for each function into one axiom. The
resulting axioms for reverse and append are

app(x, y) = z ↔ x = [] ∧ z = y ∨ ∃ a0, x0. x = a0 + x0 ∧ z = a0 + app(x0, y)

rev(x) = y ↔ x = [] ∧ y = [] ∨ ∃ a0, x0. x = a0 + x0 ∧ y = rev(x0) + a0

Although the translation is schematic, it exploits uniqueness and totality. We then
translate the resulting axioms to relations. For reverse we get:

∀x, y :: list. (x, y) ∈ REV ↔ (x ∈ NIL ∧ y = x ∨
∃a :: elem, z, z1, z2, z3 :: list. (a, z1, x) ∈ CONS

∧ (z1, z) ∈ REV ∧ z2 ∈ NIL ∧ (a, z2, z3) ∈ CONS

∧ (z, z3, y) ∈ APP) (7)

The translated formula is stronger than what we would get by translating the origi-
nal axioms: these only would give the implication from right to left in (7). The other
direction would have to be inferred using the uniqueness and totality axioms. For the
equivalence we do not need uniqueness and totality any more, since it is an instance
of the well-founded recursion theorem:

Theorem 1 (Well-founded recursion) Given a specif ication that is enriched with a
new function g def ined by the single axiom

g(v) = 	(g, v)

where all arguments of recursive calls to g in 	 are smaller than v with respect to a well-
founded order2 ≺. Then for each model A of the original specif ication the enrichment
def ines exactly one function g.

2A binary relation ≺ on a set X is said to be well-founded if f every nonempty subset of X has a
≺-minimal element: ∀S ⊆ X. S �= ∅ ⇒ ∃m ∈ S. ∀y ∈ S. y �≺ m.
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A formal proof of this theorem, which views 	 as a higher-order function, can be
found in [15]. For our case g is the relation (= boolean function) FA. The theorem
implies that just translating the equivalence already fixes exactly one relation FA.
Since the relational translation, when adding uniqueness and totality gives the
relation FA that is equal to the graph of f , the translated axiom alone must already
specify the correct FA.

The well-founded recursion theorem is applicable not only for the term models
but also for the finite models that Alloy constructs, since the restriction of the well-
founded subterm relation to finite models is obviously well-founded again. It is also
applicable for the original recursive definitions in KIV.

Together we have: the recursive definitions of KIV extend the term model by a
unique function f . The relational transformation also gives a unique extension of the
term model A by a relation FA, which is the graph of f . For a finite subterm-closed
model M we get a unique function FM using the translated axiom for f too.

The critical question now is: does FM in M satisfy the same theorems as FA in
A? We will give a positive answer below for a class of formulas with universal and
bounded existential quantification similar to [20]. The answer has the precondition,
that function FA, when restricted to the domain of the model M (written FA |M
in the following) is equal to FM. In all the examples that we have checked we
found that FA |M ⊆ FM, and it remains as an open question whether this holds
in general. In most examples even FA |M = FM holds, APP being one positive
example. Nevertheless, we found examples, where FA |M is a proper subset of FM.
REV is one instance of the problem:

Example 1 Consider the subterm-closed model M with Mlist = {[], [a], [c], [b, c],
[b, a], [a, b, c], [c, b, a]}. In this model the atoms [a, b, c] and [c, b, a] are not connected
by the relation REV, although in the infinite model REV([a, b, c], [c, b, a]) holds.
The reason is that the intermediate result of reversing [b, c], the list [c, b] (stored as
z in axiom (7)), is not in Mlist.

The general problem is that subterm-closedness does not guarantee, that the
model is closed against chains of results computed by recursive invocations of the
defined function. In the example, this chain of results for [a, b, c] is: rev([]), rev([c]),
rev([b, c]), rev([a, b, c]), since rev([a, b, c]) calls rev([b, c]) etc.. There is no problem
if all results of this chain beyond a certain point are not in the finite model, the
problem appears only, if the result of one call (here: rev([b, c]) is not in the model,
but the result of the next (here: rev([a, b, c])) is again in the model (Fig. 5). Therefore
we have to find a constraint, that rules out such models. We must make sure that
with the result of rev([a, b, c]) = [c, b, a] being in the model, the previous result
rev([b, c]) = [c, b] is in the model too.

A constraint that guarantees this, is that the model is prefix-closed:

∀y :: list. y ∈ NIL ∨ ∃a, z3, z4, z5 :: list. z4 ∈ NIL ∧ (a, z4, z5) ∈ CONS

∧ (z3, z5, y) ∈ APP (8)

It seems that this constraint can be derived for surjective functions in general,
where we know that any element of the model is a result of the function. The



                                               371

REV

[]cba

[a][c]

[b,c] [b,a]

[c,b,a][a,b,c]

CONSCONS

CONS

CONS

CONS

CONS

APP

APPAPP

APP APP

FIRST

FIRST

FIRST
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Fig. 5 Finite subterm-closed substructure M of infinite structure A corresponding to the Example 1

constraint then says that each y (a result of f ) must be computable from the results
z1, . . . zn of recursive calls. For a recursive definition of F of the form

F(x, y) ↔ 	(F(t1, u1), F(t2, u2), . . . , F(tn, un), x, y)

the constraint for constructing a result from the previous call therefore is

∀y. ∃z1, . . . zn, x. 	(u1 = z1, u2 = z2, . . . , un = zn, x)

Even more, by assuming that for each output y one input x exists it is applicable
only to injective functions. The constraint works for reverse and gives the constraint
(8) after simplification. The definition of the append function gives the trivial con-
straint of subterm-closedness which is already satisfied by SUA models. For func-
tions which are not surjective, the constraint would have to quantify only over all y
in the image of f , but this is not possible, since the only way to characterize the image
is again via the recursion. An example which shows the problem is

Example 2 Consider the non-surjective function palindrome with axioms

pal([ ]) = [ ], pal(a + x) = a + (pal(x) + (a + [ ]))

Obviously not all lists are results of pal. The solution above states that any atom
being the result of f can be deconstructed according to the axiomatization of f . But
in the case of the pal function for some atoms there are no such deconstructions, so
Alloy would not be able to generate any model. The fundamental problem about this
is that we don’t know (cannot formulate in the “deconstruction”-axiom) in advance
whether some list is in the image of f or not.
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Assuming that for all F the equation FA|M = FM holds, we can get a similar
result as in [20], using the following class of formulas:

Definition 12 (Bounded quantifiers and UBE formulas) A bounded existential
quantifier is of the form ∃v :: s. v < t → ψ , where t is an arbitrary term and < is the
subterm order.3 An UBE formula uses universal and bounded existential quantifiers.

Kuncak and Jackson [20] define EBU sentences, since they are interested in
satisfiability, while we define their negation, as we are interested in counter examples
(refutations of wrong conjectures). Their bounded quantification allows v ∈ S with
an arbitrary set S instead of v < t, which at first glance looks much more liberal. In
fact it is not, since the symbols available to describe a set S are selectors and nothing
else. Since selectors can describe subterms of existing terms only, subterm-closedness
is then enough to ensure the existence of witnesses. As soon as we allow other
functions, the more general form fails to work. In the next section we consider the
case of arbitrary function definitions with respect to the correctness of the counter
example search.

5 Definitions on Finite Structures

In order to avoid generating spurious counter examples we must define criteria
allowing feasible identification of definitions which preserve the semantics under a
transition from infinite structures A to some finite substructures M. This issue is
intrinsically tied to a problem of determining the class of suitable finite substructures.

5.1 Definitions in KIV

An algebraic specification SP = ((S,F ,P), Ax, Gen) can be enriched by a definition
of a function or a predicate: SP′ = ((S,F ∪ { f },P), Ax ∪ {ϕ1, . . . , ϕn}, Gen). In the
corresponding relational specification τfin(SP′) we get a predicate F for the function
f . The axioms {ϕ1, . . . , ϕn} are translated to a relational form using the transforma-
tion τ defined in Section 3.2:

∀x, y. F(x, y) ↔ 	(x, y) (9)

where 	(x, y) ≡ Qv1. . . .Qvk. χ(v, x, y), χ quantifier-free and Free(χ) = {v, x, y}.
We distinguish between recursively and non-recursively defined operations. In

case of non-recursive definitions the formula χ(v, x, y) contains only relational sym-
bols different from F. Otherwise, the definition is recursive. Additionally, we require
χ to use only the relational symbols which were defined previously, i.e. we do not

3Always provided for free data types in KIV
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cover mutually dependent definitions. For example, here are some definitions in KIV
(in functional form):

reverse : rev([]) = [], rev(a + x) = app(rev(x), a + [])
disjoint : disj(x, y) ↔ (∀a. ¬ (a ∈ x ∧ a ∈ y))

in : a ∈ x ↔ (∃y, z. x = app(y, a + z))

Recursive definitions in KIV are defined using structural induction in some argu-
ment of the operation. Structural induction trivially yields a well-founded recursion
discussed in the previous section and is important for the correctness of the method.

5.2 Transition to Finite Substructures

Alloy specifications yield finite substructures of infinite term algebras. Defining new
operations by adding axioms to an Alloy specification can result in a semantics
deviating from the original one of the algebraic specification in KIV. This happens
if finite structures generated by Alloy are underpopulated to some extent, i.e. some
atoms are missing, which leads to a spurious logical value of the formula on the right
side of the equivalence in the definition (9). In this section we identify constraints
which guarantee a proper axiomatization on finite structures. In other words, the
class of subterm-closed substructures generated by Alloy is shrunk by restricting to
the instances which are closed to a stronger extent. Then we determine the class of
definitions which are preserved by such structures.

For an algebraic specification SP = (�, Ax, Gen) let an algebra A be its model:
A |= SP. Assuming � = (S, {Cs|s ∈ S},∅) we can apply results by Jackson et al. [20],
i.e. a finite structure M yielded by the corresponding Alloy specification τfin(SP)

(as in Definition 9) is isomorphic to some finite substructure A0 of A, A |= SP.
Suppose, we want to extend � by an arbitrary operation, say a function f : s → s
(equally applicable for a predicate p : s). Adding a definition as in (9) can potentially
cause the problems mentioned above. To define constraints which should be satisfied
by M and guarantee a correct definition of f in M, we take for granted that∧

s∈S(Ms ⊂ As). Assume, there exists a preorder �: dom(A) × dom(A) on the
domain ofA (dom(A) = ⋃

s∈S As). Furthermore, assumeM to be closed with respect
to � which is semantically characterized as follows:

Definition 13 (Closedness)

∀ d0 ∈ dom(M), d ∈ dom(A). d � d0 → d ∈ dom(M).

We leave open at this point how such a preorder is defined and how the closedness
constraint C� for M can be specified in an Alloy specification τfin(SP). For example,
the subterm-closedness is a reasonable choice for most practical cases.

Assuming that C� is specified according to Definition 13 and models yielded by
τfin(SP) are closed with respect to � it remains to identify a class of definitions (9)
which preserve their semantics on such finite structures, i.e. [[F(x)]]A,α = [[F(x)]]M,α

for all α : X → dom(M).
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Definition 14 (Compatibility) The definition � ≡ ∀x, y. F(x, y) ↔ Qv1. . . .Qvk.

χ(v, x, y) is compatible (with respect to some �) iff A |= ϒ(Qv1. . . .Qvk.

χ(v, x, y), x ∪ {y}).
The test ϒ : For(�) × P(X) is defined by structural recursion:

ϒ(χ, v) ⇔ true, for quantifier-free χ

ϒ(∃z. ϕ, v) ⇔ (∃z. ϕ) →
(

∃z. ϕ ∧
(∨

u∈v

z � u
)

∧ ϒ(ϕ, v ∪ {z})
)

ϒ(∀z. ϕ, v) ⇔ (∃z. ¬ϕ) →
(

∃z. ¬ϕ ∧
(∨

u∈v

z � u
)

∧ ϒ(ϕ, v ∪ {z})
)

Specification SP is compatible if f all its definitions are compatible.

If 	 contains recursive calls to F then we additionally require the recursive defi-
nition to be well-founded and the corresponding well-founded order ≺ to agree with
the preorder �, i.e. ≺ ⊆ �. Intuitively the compatibility of a definition guarantees
that the semantic evaluation of the quantified formula on the right side of the equiva-
lence F(x, y) ↔ 	(x, y) does not depend on the finiteness of the domain of M. For
example, if the existential quantifier ∃v. is evaluated to true in the infinite model A
then the compatibility guarantees that the corresponding witness is always contained
in the finite model M. Similarly if the universal quantifier ∀v. in the definition is
evaluated to false in the infinite model A then the compatibility guarantees that
the atom which is responsible for this is contained in the finite model. Altogether
compatibility is a semantic criterion that naturally emerges from the correctness
requirement of the finite counter example search. In the following three theorems
we show that an extension of an algebraic specification SP by a compatible definition
preserves the soundness of the Alloy analysis.

Theorem 2 (Correctness for Free Data Types) Let SP = (�, Ax, Gen) be a f irst-
order algebraic specif ication of free data types with a signature limited to selector
function s. Let τfin(SP) be the corresponding Alloy specif ication of f inite closed
models. Then

M |= τfin(SP) ⇔ exists A,A0 : A |= SP, A0 ⊆ A, M � A0,

M is closed

Proof This theorem is proven by Kuncak et al. [20]. ��

Theorem 3 (Correctness of Enrichments I) Let SP be an algebraic specif ication of
free data types with

M |= τfin(SP) ⇔ exists A,A0 : A |= SP, A0 ⊆ A, M � A0,

M is closed
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Let SP′ = SP + ( f,�) be an extension of SP with an operation f and a compatible
def inition �. � is already translated to relational form by τ :

� ≡ ∀x, y. F(x, y) ↔ 	(x, y)

Then

M |= τfin(SP′) ⇔ exists A,A0 : A |= SP′, A0 ⊆ A, M � A0,

M is � −closed (10)

Proof We prove both directions of the equivalence.

(⇐) : Assume the finite structure M is isomorphic to a finite �-closed substructure
A0 of A. Therefore M fulfills the same formulas as A0. Then it is sufficient
to show, that A0 |= τfin(SP′) holds. From A |= SP′, SUA is a subset of
SUGA, definitions Ax ∪ {�} are compatible relative to �, A0 is �-closed we
infer A0 |= SUA(Gen) and A0 |= τ(Ax) ∪ {�} and A0 |= Func(τ ( f )) which
together yields A0 |= τfin(SP′) as required.

(⇒) : We extend SP with an operation f and its definition � in relational form.
We show the proposition of the theorem for SP′.

Let M be a finite structure with M |= τfin(SP′). We search for an algebra A
which is a model of SP′ and contains a �-closed substructure A0 isomorphic to M.

From M |= τfin(SP′) it follows that M |= τfin(SP) (provided we hide F in M).
Now the assumption (10) on SP is used.

It gives structures B and B0 with B |= SP, B0 ⊆ B. M is a �-closed substructure
of B and B0 �F M (modulo F, because F is not modelled in B). We construct A,A0

from B,B0 and show the desired properties for them with respect to SP′.
Let A be an extension of B with [[�]]A. According to the assumption on SP there

exists such an algebra because � (in case it is recursive) is a well founded recursive
definition. Then A is also a model of SP′.

Similarly, let A0 =F B0 (modulo F). In this important step we require [[F]]A0 :=
[[F]]M. Hence A0 � M. But it is necessary to show that A0 is also a substructure of
A, i.e. we must show that [[F]]A0

complies with [[F]]A on the domain dom(A0):

∀d ∈ dom(A0). d ∈ [[F]]A0 ⇔ d ∈ [[F]]A
If � is a recursive definition, then we start induction over the arguments

(d1, . . . , dn−1) of the operation d = (d1, . . . , dn) ∈ dom(A0). The induction is based
on the well founded order ≺ which corresponds to the well founded recursive
definition of F (for KIV’s structural recursive definitions this is just the subterm
order).

Let d ∈ dom(A0). Since A |= �, M |= � we have A0 |= �. According to the
definition � ≡ ∀x, y. F(x, y) ↔ 	(x, y) we can to transform the above proof obliga-
tion into the following proposition:

[[	]]A0,α[(x,y):=d] ⇔ [[	]]A,α[(x,y):=d]

where 	 ≡ Q1v1, . . .Qkvk. χ(v, x, y), Free(	) = {x, y}, α : Varsi → dom(A0) (	 has
the same interpretation in A and A0). We notice for later that α obviously fulfills:
∀v ∈ Free(	).

∨
u∈x∪y α(v) � α(u), because Free(	) = ∅. We assume α to have this

property.
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Now we start structural induction over the formula 	:

base • 	 ≡ r(v) assuming α to fulfill
∨

u∈x∪y α(vi) � α(u).

[[r(v)]]A,α = (α(v1), . . . , α(vk)) ∈ [[r]]A =∗ (α(v1), . . . , α(vk)) ∈ [[r]]A0 =
[[r(v)]]A0,α . In the step =∗ we utilized the following knowledge: assump-

tion on α, �-closedness A0 (therefore α(vi) ∈ dom(A0)), [[G]]A0 =
[[G]]A on dom(A0) for G �= F. In case r = F (recursive call) we apply

the induction hypothesis and the assumption that the recursion is well
founded.

junctor • The cases of ∧ and ¬ operators are trivial. We need not consider the
transitive closure operator ∧r and a composition r1.r2, because 	 does
not use it.

quantifier • 	 ≡ ∃z. 	0, assuming ∀v ∈ Free(	).
∨

u∈x∪y α(v) � α(u).
[[∃z. 	0]]A,α = ∃dz ∈ dom(A). [[	0]]A,α[z:=dz] =∗
∃dz ∈ dom(A0). [[	0]]A,α[z:=dz] =Ind. [[∃z. 	0]]A0,α

In the step =∗ we apply the �-compatibility of the definition 	, i.e. if
the proposition ∃dz ∈ dom(A) . . . holds, then d0

z has a value dz from the
domain dom(A0) (because

∨
u∈x∪y d � α(u), α(u) ∈ dom(A0) and A0 is

�-closed). Afterwards we can apply induction because α′ ≡ α[z := d0
z]

is closed in the following sense: ∀v ∈ Free(	).
∨

u∈x∪y α′(v) � α′(u).
• 	 ≡ ∀z. 	0 assuming ∀v ∈ Free(	).

∨
u∈x∪y α(v) � α(u). Similarly as

in the ∃ case using the �-compatibility 	.

Therefore A0 is indeed a substructure of A and A0 � M holds. ��

Theorem 4 (Correctness of Enrichments II) Let SP be an algebraic specif ication of
free data types with a signature limited to selector functions. Let

SP′ = SP + ( f1,�1) + · · · + ( fn,�n)

be an extension of SP with operations f1, . . . , fn and compatible def initions
�1, . . . , �n in the relational form. Then

M |= τfin(SP′) ⇔ exists A,A0 : A |= SP′, A0 ⊆ A, M � A0,

M is closed

Proof Induction over the number of operations f1, . . . , fn with application of
Theorem 2 (base case) and Theorem 3 (induction step). ��

5.3 Specifying Closed Models in Alloy

In practice in order to apply the theoretical results above we first have to answer
the following questions. What is the adequate preorder � for a concrete algebraic
specification SP = (�, Ax, Gen) of freely generated data types? How do we specify
�-closed models in Alloy? How can �-compatible definitions � ∈ Ax of functions
(predicates) f ∈ � be identified efficiently? In the previous section we just as-
sumed the above and showed the correctness of compatible definitions on finite
substructures.
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Obviously the choice of � heavily depends on the kind of definitions of functions
in Ax. For example, as will be demonstrated in Section 7 for the example of interval
lists, the subterm relation would suffice if the definition � ≡ ∀x, y. F(x, y) ↔ 	(x, y)

of F uses only constructor (or selector) symbols and 	 is an existential formula.
Nonetheless, there exist definitions for which finding an adequate closedness con-
straint is impossible. We have not encountered such examples in practice, an artificial
example is the following recursive definition of the reverse function which uses the
butlast function (delete last element):

rev(a + x) = butlast(app(rev(x), a + b + []))
Considered from the point of view of the discussion in Section 4 the intermediate
result z = rev(x) + a + b is not bounded (for some reasonable �) by the inputs
(x ≡ a + x) or outputs (y ≡ rev(a + x) = butlast(z)) of the function rev, i.e. the
definition is not compatible for any �. The best we can do is to define a class of
� that covers as many recursive definitions as possible.

We start with finite submodels which are subterm-closed for each generated sort s
(SUA generation). Then we restrain this class by appropriate constraints requiring
finite structures to be complete in some sense. For example, the s, k-closedness
constraint, which basically fills the finite structure with terms for the generated sort
s up to some construction complexity level k (all s-valued constructor terms up to
the complexity k). To define it a size function #s : As → nat is used measuring the
construction complexity of s-valued constructor terms in As.

Definition 15 (s, k-closedness) For a sort s with constructor set Cs and a bound k a
finite subterm-closed substructure M of an algebra A is s, k-complete, Ck

s (M) if f

∀c ∈ Cs. ∀d ∈ dom(M).

( ∧

sort(di)=s

#s(di) < k
)

→ c(d) ∈ Ms

The closedness constraint is quite strong and leads to exponential growth of
the carrier set Ms. For example, for A = (Aelem,Alist, (pA)p∈P ) with domains of
elements Aelem and lists Alist and for its finite substructure M = (Melem,Mlist,

(pM)p∈P ) with Melem = {a, b} and C2
list(M) we get Mlist = {[],[a],[b],[a, a],[a, b],

[b, a],[b, b]}, i.e. all possible list terms with at most three applications of constructors
nil and cons (for constant constructors like nil : #list(nil) = 0).

In fact, it is not necessary to require Ck
s (M) for each sort, often in practical

applications the weaker subterm-closedness suffices, e.g. the interval list example
in Section 7. We define a simple condition which clarifies for which sort which
closedness has to be used. For a generated sort s subterm-closedness is used if f
for all functions f and predicates p in the signature the subformulas 	(x, y) of
the corresponding definitions � contain no function symbols g : s′ → s, g �∈ Cs.
Otherwise, we require s, k-closedness. Consequently, the preorder (ref lexive and
transitive) � : dom(A) × dom(A) is defined as follows:

Definition 16 (�)

• subterms: ∀d1, d1 ∈ dom(B). (d1, d2) ∈ subterm → d1 � d2
• size: for a sort s for which we require Ck

s
∀d1, d2 ∈ Bs. #s(d1) ≤ #s(d2) → d1 � d2
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• reflexivity: ∀d ∈ dom(B). d � d
• transitive closure: � is a smallest transitive relation containing itself

We stress here that � must not contradict the subterm relation, i.e. subterm ⊂ �.

6 Non-free Data Types: Stores

Non-free data types are more complex to handle than free data types. KIV’s non-
free data types are defined using a congruence relation (see Definition 6) using an
extensionality axiom (e.g. s = s′ ↔ ∀a. a ∈ s ↔ a ∈ s′ for sets). Rather than giving
a generic definition how to translate such a specification to Alloy, this section
demonstrates the ideas using the example specification store.

The non-freely generated data type store given in Section 6.1 represents an
abstract memory model with addresses and data. It is used in almost all bigger case
studies in KIV where it specifies heaps, file systems, Java VM memory etc. The
corresponding Alloy specification and the ideas of the translation are defined in
Section 6.2.

6.1 Algebraic Specification

The algebraic specification of stores is parameterized by parameters elem (corre-
sponding to addresses) and data, see Fig. 6. Data type store is generated by con-
structors � (empty store) and . [ . , . ] (put data in store at some address; allocate
the address if necessary). The equivalence relation is specified by an axiom of
extensionality which uses operations ∈ (test an address to be allocated) and . [ . ]
(get data at some address). The basic specification is enriched with delete and subset
operations. A specification of naturals (freely generated) is also included as it will be
used later on. Altogether, we have SP = (�, Ax, Gen) with

� = ({store, elem, data}, {�, . [ . , . ], . [ . ], --}, {∈, ⊆}) ∪ �nat

Gen = {store generated by �, . [ . , . ]} ∪ Gennat

Ax = {ext, in-empty, in-put, at-same, at-other, subset, del-in, del-at} ∪ Axnat

6.2 Alloy Specification

For freely generated data types it would be enough to take the Alloy specification
τfin(SP), see Definition 9, to generate subterm-closed structures. In the following,
we show how to adapt the translation procedure τfin to non-freely generated data
types.

The idea is to define a subterm-closed submodel of the free data type generated by
� and P̂UT first, that contains no congruent elements (e.g. only one of �[a, d1][b, d2],
�[b, d2][a, d1]). For such a free model the congruence defined by the extensionality
axiom has no effect on the carrier sets and no effect on the recursive definitions of
IN and AT, except that P̂UT must be used instead of PUT. Furthermore, IN and
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Fig. 6 Basic algebraic specification of the non-freely generated data type store + enrichment with
two operations

AT already fix the congruence that must be used for the non-free data type, since
these are the only operations used in the extensionality axiom.

Therefore we only have to give a definition of PUT that is consistent with the
congruence: if the Alloy model contains atoms at1 and at2 that represent ∅[b, d2] and
∅[a, d1][b, d2], then PUT(at1, a, d1, at2) should hold, even though P̂UT(at1, a, d1, at2)
is false.

Such a definition can be found by substituting st2 with st[a, d] in the extensionality
axiom and eliminating this term on the right hand side of the equivalence using the
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axioms In-put, At-same and At-other. The result is a nonrecursive definition of the
put operation.

st1 = st[a, d] ↔ a ∈ st1 ∧ st[a]
= d ∧ ∀b. b �= a → (b ∈ st ↔ b ∈ st1) ∧ st[b] = st1[b]

This definition is then translated to Alloy using τfin resulting in �PUT below. The
resulting specification is correct, but still allows to construct the same finite model
from several free ones. E.g. the same carrier set results from applying the congruence
on {∅,∅[a, d1], ∅[a, d2]} and on {∅,∅[a, d1], ∅[a, d1][a, d2]}.

Therefore we avoid free models, which contain non-minimal representants of each
congruence class. This is done by using a size function #store : store → nat that mea-
sures the construction complexity of store-valued terms. It is recursively defined as

#(∅) = 0,

a �∈ st → #(st[a, d]) = #st + 1

a ∈ st → #(st[a, d]) = #st

�SIZE is the relational version of this definition. We constrain the free models to
those which satisfy

∀st, st1 : store, a : elem, d : data. P̂UT(st, a, d, st1) ↔ #st < #st[a, d]
Typically, we also include a closedness constraint Ck

store which restricts the models
to those subterm-closed structures which contain all store-valued terms up to the size
k, although this is not strictly necessary. This yields the following specification of
subterm-closed structures M

τ̂fin(SP) = (
�̂, Âx ∪ Unique(τ (F) ∪ {SIZE}) ∪ SUA(Gen) ∪ Ck

store

)

�̂ = τfin(�) ∪ {BIGGER, SIZE, P̂UT}
Âx = {�in, �at}[PUT �→ P̂UT] ∪ {�PUT,�SIZE,�subset, �del}

�PUT ≡ ∀st, st1 : store, a : elem, d : data. PUT(st, a, d, st1)

↔ IN(a, st1) ∧ AT(st1, a, d) ∧ (∀b : elem. a �= b → (IN(b, st1)

↔ IN(b, st)) ∧ (∃d1, d2 : data. AT(st, b, d1) ∧ AT(st1, b, d2) → d1 = d2))

where the signature is extended with new symbols P̂UT and SIZE.
Figure 7 is produced by Alloy and shows an instance M which satisfies the C2

store
closedness constraint. The domains are composed as follows:

Mstore = {�, �[a, d1], �[a, d2], �[b, d1], �[b, d2],�[a, d1][b, d1], �[a, d1][b, d2],
�[a, d2][b, d1], �[a, d2][b, d2]}

Melem = {a, b}, Mdata = {d1, d2}, Mnat = {0, 1, 2}
For better clarity only essential relations allowing the identification of the values of
atoms are shown. Operations at (data on the given position) and cplx (#store) are
shown as attributes of atoms.
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Fig. 7 Finite instance M for τ̂fin(SP) generated by Alloy

7 Experimental Results

We applied our technique on many representative examples in KIV. Section 7.1
demonstrates the technique on one of the most complex examples that was used
to evaluate an older mechanism for generating counter examples by Thums [34] for
comparison. Section 7.2 discusses various examples from KIV’s library of datatypes.

7.1 Example: List of Intervals

As a nice nontrivial example we considered an implementation of sets of natural
numbers by interval lists, that was used in [33] to demonstrate algebraic refinement
via modules in KIV. The example has also been analyzed previously using KIV’s
own counter example generation mechanism described in [34]. We first describe the
example, the results we got with Alloy and then give a short comparison to the results
with KIV.

Sets of natural numbers can be implemented by lists of intervals, where an inter-
val is simply a pair of numbers. For example the set {0, 1, 2, 4, 5, 7} can be represented
by the strictly increasing list of intervals [(0, 2), (4, 5), (7, 7)] in a unique way. A
typical application is the list of free blocks of dynamically allocated memory. A
predicate R defines well-formed lists, e.g. R([(0, 2)]) = true, R([(2, 0)]) = f alse,
R([(0, 1), (1, 2)]) = f alse. Further, an insert function is specified, which adds a
number into a list of intervals. A correct specification of the insert operation must
satisfy the following invariant:

∀ ivl1, ivl2 ∈ intervallist, n ∈ nat. R(ivl1) ∧ ivl2 = insert(ivl1, n) → R(ivl2) (11)

The original specification contained a bug in the definition of the insert function.
If a well-formed list contains intervals (m, n − 1), (n + 1, k) and the number n is to be
inserted then the operation insert fails to merge intervals (m, n), (n + 1, k) into the
interval (m, k) and does not preserve wellformness. Using our technique Alloy was
able to identify the smallest counter example at the scope of 4 in 3 s, see Table 1. The
counter example requires the minimal scope of 4 since the sort list has to include at
least the following values are necessary: [], [(2, 2)], [(0, 0), (2, 2)] and [(0, 1), (2, 2)].

The invariant was violated for ivl1 = [(0, 0), (2, 2)], ivl2 = [(0, 1), (2, 2)] and n = 1.
This instantiation can be read off from the model generated by Alloy, that is shown
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Table 1 Benchmark (zChaff
solver, 2.4 GHz Dual Core)

Scope (model size) Counter example Primary vars Time

1 No 47 0.8 s
2 No 296 0.8 s
3 No 973 1 s
4 Yes 2,378 3 s

in Fig. 8. It depicts a finite structure M0 = (I0, L0, N0, γ ) with atoms of sorts interval,
list and nat together with corresponding relations between them. Alloy labels with
marks $ivl1, $ivl2, $n those atoms which violate the invariant, i.e. Cons2, Cons1 and
Succ1. By tracing back constructor relations the KIV implementation rebuilds the
corresponding terms and thereby identifies the values of ivl1, ivl2 and n:

Z ero = 0, Cons0 = [(2, 2)]
Succ1 = 1, Cons1 = [(0, 1), (2, 2)]
Succ0 = 2, Cons2 = [(0, 0), (2, 2)]

The same example was tried using KIV’s counter example generation. This
roughly works as follows: first a proof attempt for (11) is done. Using heuristics KIV

Fig. 8 Counter example generated by Alloy for interval lists
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automatically creates a proof tree in 4 s, ending in an open goal. The user then has to
analyze this goal and to decide, either that it is unprovable or which proof step has to
be applied next. In this case, the user will suspect rather soon, that it is unprovable
and invoke counter example generation. This proof strategy exploits the fact, that
constructing a counter example basically means to instantiate all variables x in the
goal by constructor terms. Therefore it does a breadth first search by incrementally
instantiating all variables with constructor terms (x �→ [] and x �→ a + x0 for lists)
and by applying rewrite rules. For the goal at hand the search stops after 2 s with an
empty sequent, which is definitely unprovable (in unsuccessful cases the search does
not terminate, and the user has to abort manually). KIV will then compute a counter
example for the original goal, by examining the proof tree (the effort for doing
this is negligible). For our goal the counter example will be ivl1 = [(0, 0), (1, m + 2)]
with arbitrary m. The successful application critically depends on heuristics and that
suitable rewrite rules have been designed. In summary, the 3 s that Alloy needs are
a clear improvement compared to the 6 s + user analysis of a goal.

7.2 KIV Library of Basic Data Types

We applied the technique to algebraic specifications in KIV’s library. For an evalua-
tion we picked the most interesting as well as the most commonly used data types in
the library.

The following algebraic specifications were considered:

– SP1 is a specification of natural numbers with 21 operations (#(F ∪ P) = 21),
43 axioms (#ax = 43) and 753 theorems (#theorems = 753)

– SP2 specifies lists #(F ∪ P) = 31, #ax = 64 and #theorems = 868
– SP3 specifies stores #(F ∪ P) = 12, #ax = 16 and #theorems = 84
– SP4 specifies sets #(F ∪ P) = 16, #ax = 19 and #theorems = 341
– SP5 specifies arrays #(F ∪ P) = 12, #ax = 16 and #theorems = 14

We informally checked the specifications for compatible definitions and theorems
amenable to the analysis. In fact all operations in all considered specifications (except
for SP1) were compatible, i.e. definable on finite substructures. There were some
theorems not amenable to the analysis, i.e. not belonging to UBE class. In SP1 only
four operations were not compatible (div, mod, log, log2 on nats) and only eight
(of 753) theorems did not belong to the UBE class. But the non-compatibility of
four operations resulted in altogether 180 theorems that were not amenable to the
analysis. For SP2 we got: all operations are compatible, only 17 theorems (of 868)
are not amenable. In SP3 only three (of 84) theorems belonged not to UBE class
and in SP4 ten (of 341). In SP5 all theorems were analyzable. Among those 38 not
amenable theorems the following distribution occurs: 21 of type ϕ ↔ ∃x. ψ , 15 of
type ϕ ↔ ∀x. ψ , and two of type ∃x. ∀y. ψ .

Finding a bug in the library is not possible as all theorems are already proven.
Still, for evaluation purposes we performed the following two steps. First, for
each specification we picked 40 proven theorems that had a high coverage of the
operations and ran the tool on them to see whether they produce spurious counter
examples, which was not the case. After this kind of empirical correctness test we
artificially introduced various kinds of anomalies which usually occur in the design
process: from simple typos in a specification and/or in theorems to omitting some
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important cases in a definition of an operation or dropping essential preconditions
in theorems. Alloy was able to detect all bugs and obviously was tremendously
more efficient compared to a human checker. It basically considers all possible finite
models up to the size k leaving nothing unregarded within the scope. To measure
the dynamics of resource usage we performed a test under the following changing
parameters: bounds on the number of atoms in the universe (for each sort), level of
s, k-closedness of the finite models and the number of the defined operations in the
specification, see (Table 2). Further, we distinguished between two kinds of analysis:
generation of an instance for a given specification (run in Alloy notation) and
checking a theorem for a specification (check in Alloy notation). For all considered
wrong theorems it was enough to consider relatively small finite models, e.g. for
stores we limited M to |S| ≤ 9, |E| = 2, |D| = 2, |N| = 3 and required the store, 2-
closedness (C2

store).
Besides the number of atoms in the universe, which has a major impact on the size

of the SAT instance, the arity of the relations included in the signature of Alloy’s
specifications significantly affects the time to generate the SAT instance (even for
moderate sizes of the instance). For example, in a unisorted universe with only
four atoms a simple inclusion of a relation with arity five results in a SAT instance
generation time of 3 m, although the size of the instance is just 105 clauses and it
is checked in 55 ms. Consequently, for the example with arrays we were not able
to analyze conjectures involving function f ill : array × elem × nat × nat → array,
which gives a 5-ary relation in Alloy. f ill(ar, a, m, n) fills an array ar between m and
n with a. Figure 9 shows a finite instance of SP4 where most of the 16 operations are

Table 2 Benchmark: average search times for counter models for wrong conjectures (zChaff [24]
SAT solver, 2.4 GHz Dual)

Sorts Bounds s, k-compl #ops #clauses Time

nat |N| ≤ 8 – 17 3 × 105 9 s
|N| ≤ 10 – 17 5 × 105 30 s
|N| ≤ 12 – 17 1 × 106 2 min

list, |L| ≤ 3, |E| = 2, |N| = 2 (list,1) 43 3 × 104 0.5 s
elem, |L| ≤ 4, |E| = 3, |N| = 2 (list,1) 43 1 × 105 1 s
nat |L| ≤ 7, |E| = 2, |N| = 3 (list,2) 43 1 × 106 9 s

|L| ≤ 13, |E| = 3, |N| = 3 (list,2) 20 9 × 106 4 min
|L| ≤ 15, |E| = 2, |N| = 4 (list,3) 10 12 × 106 > 5 min

store, |S| ≤ 9, |E| = 2, |D| = 2, |N| = 3 (store,2) 12 8 × 104 2 s
elem, |S| ≤ 10, |E| = 3, |D| = 3, |N| = 2 (store,1) 12 3 × 105 30 s
data, |S| ≤ 16, |E| = 1, |D| = 15, |N| = 3 (store,2) 12 5 × 105 33 s
nat |S| ≤ 16, |E| = 2, |D| = 3, |N| = 3 (store,2) 12 3 × 105 > 5 min
set, |S| ≤ 4, |E| = 2, |N| = 3 (set,2) 16 2 × 104 0.3 s
elem, |S| ≤ 7, |E| = 3, |N| = 3 (set,2) 16 6 × 104 1 s
nat, |S| ≤ 8, |E| = 3, |N| = 4 (set,3) 16 1 × 105 2 s

|S| ≤ 11, |E| = 4, |N| = 3 (set,2) 16 2 × 105 30 s
|S| ≤ 15, |E| = 4, |N| = 4 (set,3) 16 6 × 105 1 min
|S| ≤ 16, |E| = 4, |N| = 5 (set,4) 16 8 × 105 14 min

array, |A| ≤ 7, |E| = 2, |N| = 3 (array,2) 5 5 × 104 2 s
elem, |A| ≤ 14, |E| = 2, |N| = 4 (array,2) 5 2 × 105 1 min
nat |A| ≤ 17, |E| = 2, |N| = 4 (array,3) 5 4 × 105 > 5 min
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Fig. 9 Finite instance M for SP2 (16 operations hidden for clarity)

hidden to get a clear picture of the universe. The instance M satisfies the highest
closedness possible C4

set (for |E| = 4 we get the whole P(E)).

8 Kodkod Service in KIV

We implemented the technique as a service in KIV system. If the service is activated,
i.e. the option use kodkod is selected, a Java process is started which communicates
with KIV system over TCP/IP. The user can select lemmas and perform the action
Kodkod Check on them. KIV sends a CHECK request to the server. On the server
side a thread is started which runs the procedure Solution solve(Formula
formula, Bounds bounds) from the Kodkod API for the lemma. After a suc-
cessful counter example search the counter example is sent to the KIV System and
visualized for the user. In the following we demonstrate the implementation on an
example.

8.1 Example: Reasoning on Data Structures for Lock-Free Implementation of Sets

In this case study we specify lock-free parallel implementation of sets of objects. The
KIV specification originates from the work by Harris [14] and Heller et al. [16]. It was
created as a part of the research work on parallel algorithms [19] which among other
things shows both the linearizability and the lock-freedom property. The abstract
specification IntSet = Set[Integer] defines sets of integers and three abstract
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CellCell CellCell
TailHead

None None None None
1 3

Fig. 10 Representation of the set {1, 3}

operations: add(s,x) - integer x is added to the set s, remove(s,x)—removing x from
the set s, contains(s,x)—tests whether x is in the set s.

In order to use it for a parallel lock-free algorithm we implement such sets as a
pointer structure stored in a heap as shown in Fig. 10 for the set {1, 3}.

Heap cells are specified by a free data type Cell which contains implementation
relevant data:

Cell = mkcell(i∞ : IntegerInf,pin : PIDorNone,nxt : Ref)

The attribute i∞ assigns an integer or ±∞ of type IntegerInf to a cell. Cells are
stored with ascending integers in the heap in stores. The special cells head and tail
are numbered with −∞ and +∞ respectively. Free data type IntegerInf specifies
integers with infinity.

IntegerInf = � . � (i : Integer) | − ∞ | + ∞
Cells can be locked for exclusive access by a process. To do that a process stores

its id (of type PID) in the attribute pin : PIDorNone. A cell with pin = None is
unlocked.

PIDorNone = � . � (pid : PID) | None
The attribute nxt stores the reference to the next cell. The mapping from refer-

ences to cells is stored in the heap. The heap is an instance of the non-free data type
Store (see Section 6) with Ref (for Elem) and Cell (for Data):

Heap = Store[Ref,Cell]
Data type RefList = List[Ref] specifies lists of references. It is an instance

of List with Ref.
Altogether the KIV specification is a hierarchy of data types which is shown on the

Fig. 11. The heap with the stored references must fulfill certain properties (represen-
tation invariant) which ensure the correctness of the parallel algorithm. The invariant
property is specified by the SetAbs : Ref× Heap× IntSet. SetAbs(Head, H, S) is
true iff H stores a correct linked list of cells. The content of the heap represents a set
of integers S.

SetAbs− def :
SetAbs(Head, H, S) ↔
Head ∈ H ∧ Head �= Null ∧ H[Head].nxt �= Null

∧ H[Head].i∞ = −∞ ∧ SetAbsRec(−∞, H[Head].nxt, H, S)
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Fig. 11 Hierarchy of data
types (squares / rhombs / ovals
are free / non-free / not
generated data types with the
number of the defined
operations in the
corresponding specification)
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The auxiliary predicate SetAbsRec : IntegerInf× Ref× Heap× IntegerSet
specifies the recursive part of the predicate SetAbs:

SetAbsRec− base : SetAbsRec(i∞, r, H,∅)

↔ r ∈ H ∧ r �= Null ∧ H[r].nxt = Null ∧ H[r].i∞ = ∞
SetAbsRec− rec : S �= ∅ → (SetAbsRec(i∞, r, H, S)

↔ r ∈ H ∧ r �= Null ∧ i∞ < H[r].i∞ ∧ H[r].i∞ �= ∞
∧ H[r].i∞.i ∈ S ∧ H[r].nxt �= Null

∧ SetAbsRec(H[r].i∞, H[r].nxt, H, S−−H[r].i∞.i))

With the predicate path : RefList× Heap we check whether a list of references
forms a linear chain in the heap:

path− empty : ¬ pat([ ], H)

path− one : path(r + [], H) ↔ (r ∈ H ∧ r �= Null)

path− two : path(r + r0 + [], H)

↔ r ∈ H ∧ rinH ∧ r �= Null ∧ r0 �= Null ∧ H[r].nxt = r0

path− cons : path(r + r0 + x, H)

↔ r ∈ H ∧ r �= Null ∧ H[r].nxt = r0 ∧ pat(r0 + x, H)
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Further we define the predicate reachable : Ref× Ref× Heap. It specifies reach-
ability between references in the heap:

reachable− def :
reachable(r, r0, H) ↔ (∃x. path(r + x, H) ∧ (r + x).last = r0)

8.2 Bug Finding

The implementation of the technique in the KIV system allows an automatic error
search. By clicking on the lemma the user activates counter example search. If one is
found it is visualized in a window in a user-friendly way. Still the user must assure that
the analyzed specification is compatible, see Section 5. In this case study we observed
that the definition of the operation reachable is not compatible for the subterm closed
finite models.

The definition of reachable uses the predicate path: RefList× Heap. The ref-
erence r0 is reachable from r in H iff H contains a path which starts with r and
ends with r0. To ensure the compatibility property for the definition finite models
must satisfy the following property. For each path r1 → · · · → rn in H there exists
a corresponding list in the finite model. Otherwise, the formula reachable(H, r, r0)
is evaluated to false because the corresponding list x does not exist in the model.
The subterm closedness does not guarantee the existence of x for every reachable
pair r, r0 in H. Therefore the definition is not compatible. We redefine reachable by
introducing a new auxiliary operation Step which specifies one step in the iterative
path finding for reachability:

step− def :
Step(H, r, r0) ↔ r �= Null ∧ r0 �= Null ∧ r ∈ H ∧ r0 ∈ H ∧ r0 = H[r].nxt

reachable− def− new :
reachable(r, r0, H) ↔ r �= Null ∧ r ∈ H ∧ Step∗(H, r, r0)

The definition uses the transitive closure operator ∗ : R → R (R is a binary
relation) which is not expressible in first-order logic and therefore is predefined in the
Alloy logic. In KIV we can define (Step)∗ using a recursive higher-order definition
of Stepn and the axiom Step∗(H, r, r0) ↔ ∃n. Stepn(H, r, r0). The translation to Alloy
recognizes this definition scheme and replaces it with the predefined operator.

In the formal analysis of linearization properties [19] we formulated numerous
lemmas which were used as rewrite rules in the proofs of central theorems. In the
following we describe three instructive examples of false lemmas which were auto-
matically detected by Kodkod.

8.2.1 Lemma reachable-next

This lemma describes the following property of reachable. If the reference r1 is
reachable in H from r then the reference H[r1].nxt is also reachable in H, if
H[r1].nxt ∈ H holds:

reachable− next :
reachable(r, r1, H) → (reachable(r, H[r1].nxt, H) ↔ H[r1].nxt ∈ H)
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The lemma is false because the case H[r1].nxt = null was forgotten. Kodkod com-
putes the following counter example (for better readability we represent the heap as
a set of tuples (address,data): {(a0, d0), (a1, d1), (a2, d2)}):

counter example for reachable-next:

variables assignment:
r=Ref2
r1=Ref2
H={(null,mkcell(∞,� PID2 �,Ref2)),

(Ref2,mkcell(-∞,� PID1 �,null))}

MODEL:

function table for reachable : Ref x Ref x heap -> bool
-------------------------------------------------------------
Ref2 Ref2 {(null,mkcell(∞,� PID2 �,Ref2)),

(Ref2,mkcell(-∞,� PID1 �,null))}
=============================================================

statistics
p cnf 15249 39606
primary variables: 882
translation time: 3,358 ms
solving time: 40 ms

The corrected version of the lemma includes constraint H[r1].nxt �= null in the
equivalence:

reachable− next :
reachable(r, r1, H) →
(reachable(r, H[r1].nxt, H) ↔ H[r1].nxt �= null ∧ H[r1].nxt ∈ H)

8.2.2 Lemma reachable-addnew

This lemma states that adding a cell at a new reference r2 does not change reacha-
bility. The reference r1 is reachable from r in the modified heap H[r2, ce]. Although
r2 is not allocated in H. It is expected that reachability also holds in the original
heap H:

reachable− addnew :
reachable(r, r1, H[r2, ce]) ∧ r1 ∈ H ∧ r2 �∈ H → reachable(r, r1, H)

The lemma is false because reachability might increase due to a dangling reference
in the original heap which points to r2. Kodkod finds a counter example:

counter example for reachable-addnew:

variables assignment:
r=Ref2
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r1=Ref1
ce=mkcell(-∞,� PID1 �,Ref1)
r2=Ref2
H={(Ref1,mkcell(-∞,� PID1 �,Ref2))}

MODEL:

function table for reachable : Ref x Ref x heap -> bool
-------------------------------------------------------------
Ref1 Ref1 {(Ref1,mkcell(-∞,� PID1 �,Ref2)),

(Ref2,mkcell(-∞,� PID1 �,Ref1))}
Ref1 Ref1 {(Ref1,mkcell(-∞,� PID1 �,Ref2))}
Ref1 Ref2 {(Ref1,mkcell(-∞,� PID1 �,Ref2)),

(Ref2,mkcell(-∞,� PID1 �,Ref1))}
Ref2 Ref1 {(Ref1,mkcell(-∞,� PID1 �,Ref2)),

(Ref2,mkcell(-∞,� PID1 �,Ref1))}
Ref2 Ref2 {(Ref1,mkcell(-∞,� PID1 �,Ref2)),

(Ref2,mkcell(-∞,� PID1 �,Ref1))}
=============================================================

statistics
p cnf 15436 39804
primary variables: 891
translation time: 2,127 ms
solving time: 23 ms

The corrected version of the lemma includes an additional constraint ce.nxt = null
which guarantees that the cell ce is irrelevant for reachability:

reachable− addnew :
reachable(r, r1, H[r2, ce]) ∧ ce.nxt = null ∧ r1 ∈ H ∧ r2 �∈ H →
reachable(r, r1, H)

While Alloy needed only 2.5 s the bug finding technique by Thums [34] needed
6,000 calculus steps (approximately 5 m) to find the same counter example.

8.2.3 Lemma reachable-remove

The lemma states that under some constraints removing a cell from the chain in a
heap does not affect reachability:

reachable− remove :
reachable(r, r0, H[r1, ce]) ∧ H[r1].nxt ∈ H ∧
r1 �= null ∧ r1 ∈ H ∧ r0 �= H[r1].nxt ∧ ce.nxt = H[H[r1].nxt].nxt →
reachable(r, r0, H)
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Figure 12 visualizes this. The reference r1 points to a cell that is reachable from r.
Cell H[r1] is overwritten with ce. Cell ce points to H[H[r1].nxt].nxt (dashed line
new.nxt). Reachability is not affected assuming the removed cell ce satisfies the given
constraints.

The lemma is false because one special case is forgotten: H[r1].nxt = null. If
H[r1].nxt is the null pointer then the cell ce is important for reachability. A counter
example is found by Kodkod:

counter example for reachable-remove:

variables assignment:
r=Ref1
r0=Ref2
r1=Ref1
ce=mkcell(∞,� PID0�),Ref2)
H={(null,mkcell(∞,� PID0 �,Ref2)),

(Ref2,mkcell(� int3 �,� PID0 �,null)),
(Ref1,mkcell(� int3 �,� PID0 �,null))}

MODEL:

function table for reachable : Ref x Ref x heap -> bool
-------------------------------------------------------------
Ref1 Ref1 {(null,mkcell(∞,� PID0 �,Ref2)),

(Ref2,mkcell(� int3 �,� PID0 �,null)),
(Ref1,mkcell(∞,� PID0 �,Ref2))}

Ref1 Ref1 {(null,mkcell(∞,� PID0 �,Ref2)),
(Ref2,mkcell(� int3 �,� PID0 �,null)),
(Ref1,mkcell(� int3 �,� PID0 �,null))}

Ref1 Ref2 {(null,mkcell(∞,� PID0 �,Ref2)),
(Ref2,mkcell(� int3 �,� PID0 �,null)),
(Ref1,mkcell(∞,� PID0 �,Ref2))}

Ref2 Ref2 {(null,mkcell(∞,� PID0 �,Ref2)),
(Ref2,mkcell(� int3 �,� PID0 �,null)),
(Ref1,mkcell(∞,� PID0 �,Ref2))}

Ref2 Ref2 {(null,mkcell(∞,� PID0 �,Ref2)),
(Ref2,mkcell(� int3 �,� PID0 �,null)),
(Ref1,mkcell(� int3 �,� PID0 �,null))}

Ref2 Ref2 {(null,mkcell(∞,� PID0 �,Ref2)),
(Ref2,mkcell(� int3 �,� PID0 �,null))}

=============================================================

statistics
p cnf 126832 333292
primary variables: 3,506
translation time: 62,496 ms
solving time: 25,800 ms
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Fig. 12 Lemma rem-reachable-rev

The corrected version of the lemma is

reachable− remove :
reachable(r, r0, H[r1, ce]) ∧ H[r1].nxt �= null ∧ H[r1].nxt ∈ H ∧
r1 �= null ∧ r1 ∈ H ∧ r0 �= H[r1].nxt ∧ ce.nxt = H[H[r1].nxt].nxt →
reachable(r, r0, H)

Thums’s technique could not find a counter example because the case distinction
ce.nxt = null was never made during the proof attempt, since the constant null : Ref
is no constructor. The counter example search by Thums is not complete because case
splits are done only for constructors. Other case splits are done only when suggested
by defined rewrite rules.

9 Related Work

There exist various finite model generators: McCune’s tool MACE [21] (translation
to propositional logic), Kodkod [39] (used in the most recent version of Alloy),
Paradox [7], SEM [41] (model search directly on a set of first-order clauses),
FINDER [37], to name only a few. Combination of theorem proving and model
finding techniques has been done in a number of case studies. They have in common
rather symmetrical objectives: strengthen interactive proving tools by adding auto-
matic methods on one hand and extending automatic tools with interactive formal
reasoning on the other, e.g. Alloy has no support for theorem proving. Both reason-
ing techniques are increasingly seen as complementary activities. One approach is
to use automated theorem provers based on resolution or other calculi as a tactic in
KIV to prove first-order theorems which was investigated in [2] and in [32] with some
improvements on exploiting the structure of algebraic theories. McCune’s automated
theorem prover Prover9 [22] employs the MACE generator for the search of counter
models. Reversely, the Paradox model finder has been augmented by the automated
first-order theorem prover Equinox [6].

However, automated theorem provers are of limited use, since they do not support
induction necessary to reason about algebraic types and recursive definitions. Weber
developed a model generator [40] for higher-order logic (HOL) and integrated it
in Isabelle [27]. In [23] an automation procedure for a theorem prover is described
which bridges numerous differences between Isabelle with its higher-order logic and
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resolution provers Vampire and SPASS (restricted first-order, untyped, clause form).
There exist similar approaches to integrate model checking tools in theorem provers
for more efficient identification of reasons why proofs fail, e.g. Pike’s [28] integration
of the SPIN model checker in PVS [26]. Improving quality of specifications by flaw
detection plays a crucial role in practice and always remains an up-to-date issue.
Earlier work by Ahrendt [1] considered error detection in specifications of free
data types only. Our own earlier work by Thums et al. [34] was already discussed
in Sections 7 and 8.

10 Summary and Outlook

We have presented a method that is aimed at the refutation of unprovable first-order
conjectures which arise in great numbers in interactive theorem proving practice. The
main goal was to improve the efficiency of proof engineers formulating theorems
over algebraic specifications. A big advantage of this approach is its ability to gener-
ate finite instances (nicely visualized by transforming Alloy models to valuations with
constructor terms) for counter examples or witnesses. They can serve as an important
source of information to designers and proof engineers, helping in getting a better
understanding of why their assumptions on models are wrong. The implementation
and integration of the technique in the KIV system allows automatic counter example
search by just selecting the lemmas to be tested. However the user has to assure
that the specification is compatible. This step is currently not automated. From
our experience with bigger case studies we have seen that the compatibility check
requires a tolerable effort. The exponential growth of SAT instances remains the
crucial and most challenging issue for the future. Currently we see an incremental
approach for the computation of models as a promising direction.

References

1. Ahrendt, W.: Deductive search for errors in free data type specifications using model genera-
tion. In: Voronkov, A. (ed.) 18th International Conference on Automated Deduction. LNCS,
vol. 2392. Springer, New York (2002)

2. Ahrendt, W., Beckert, B., Hähnle, R., Menzel, W., Reif, W., Schellhorn, G., Schmitt, P.: Inte-
grating automated and interactive theorem proving. In: Bibel, W., Schmitt, P. (eds.) Automated
Deduction—a Basis for Applications. Kluwer Academic, Dordrecht (1998)

3. Balser, M., Bäumler, S., Reif, W., Schellhorn, G.: Interactive verification of concurrent systems
using symbolic execution. In: Proceedings of 7th International Workshop of Implementation of
Logics (IWIL 08) (2008)

4. Balser, M.: Verifying Concurrent Systems with Symbolic Execution. PhD thesis, Universität
Augsburg, Fakultät für Informatik (2005)

5. Balser, M., Bäumler, S., Knapp, A., Reif, W., Thums, A.: Interactive verification of UML state
machines. In: ICFEM, pp. 434–448 (2004)

6. Claessen, K.: Equinox, a new theorem prover for full first-order logic with equality. Presentation
at Dagstuhl Seminar 05431 on Deduction and Applications (2005)

7. Claessen, K., Sörensson, N.: New techniques that improve MACE-style model finding. In: Proc.
of Workshop on Model Computation (MODEL) (2003)

8. Dijkstra, E.W.: A Discipline of Programming, chapter 14. Prentice-Hall, Englewood Cliffs (1976)
9. Dunets, A., Schellhorn, G., Reif, W.: Automating algebraic specifications of non-freely generated

data types. In: Cha et al. (eds.) ATVA. Lecture Notes in Computer Science, vol. 5311, pp. 141–
155. Springer, New York (2008)



394              

10. Dunets, A., Schellhorn, G., Reif, W.: Bounded relational analysis of free data types. In: Beckert,
B., Hähnle, R. (eds.) TAP. Lecture Notes in Computer Science, vol. 4966, pp. 99–115. Springer,
New York (2008)

11. Ehrig, H., Mahr, B.: Fundamentals of Algebraic Specification. Springer, Heidelberg (1985)
12. Ehrig, H., Mahr, B.: Algebraic techniques in software development: a review of progress up to

the mid nineties. In: Current Trends in Theoretical Computer Science, pp. 134–152 (2001)
13. Harel, D., Kozen, D., Tiuryn, J.: Dynamic Logic. MIT, Cambridge (2000)
14. Harris, T.L.: A pragmatic implementation of non-blocking linked-lists. In: Lecture Notes in

Computer Science, pp. 300–314. Springer, New York (2001)
15. Harrison, J.: Inductive definitions: automation and application. In: TPHOLs, pp. 200–213 (1995)
16. Heller, S., Herlihy, M., Luchangco, V., Moir, M., Scherer III, W.N., Shavit, N.: A lazy concurrent

list-based set algorithm. In: OPODIS, pp. 3–16 (2005)
17. Jackson, D.: Automating first-order relational logic. In: Proceedings of the 8th ACM SIGSOFT

Symposium, pp. 130–139. ACM, New York (2000)
18. Jackson, D.: Software Abstractions: Logic, Language, and Analysis. MIT, Cambridge (2006)
19. Web presentation of the linearizability case study. URL: http://www.informatik.uni-augsburg.de/

swt/projects/linearizability.html
20. Kuncak, V., Jackson, D.: Relational analysis of algebraic datatypes. In: Proceedings of the 13th

ACM SIGSOFT Symposium (2005)
21. McCune, W.: Mace4 Reference Manual and Guide. Argonne National Laboratory, Argonne

(2003)
22. McCune, W.: Prover9 Manual. Argonne National Laboratory, Argonne (2008)
23. Meng, J., Quigley, C., Paulson, L.C.: Automation for interactive proof: first prototype. Inf.

Comput. 204(10), 1575–1596 (2006)
24. Moskewicz, M.W., Madigan, C.F., Zhao, Y., Zhang, L., Malik, S.: Chaff: engineering an efficient

SAT solver. In: In Dac ’01: Proceedings of the 38th Conference on Design Automation, pp. 530–
535. ACM, New York (2001)

25. Mosses, P.D.: CASL Reference Manual, The Complete Documentation of the Common Alge-
braic Specification Language. In: Lecture Notes in Computer Science, vol. 2960. Springer,
New York (2004)

26. Owre, S., Rushby, J.M., Shankar, N.: PVS: a prototype verification system. In: Kapur, D. (ed.)
11th International Conference on Automated Deduction (CADE). Lecture Notes in Artificial
Intelligence, vol. 607, pp. 748–752. Springer, Saratoga (1992)

27. Paulson, L.C.: Isabelle—a Generic Theorem Prover (with a contribution by T. Nipkow).
In: Lecture Notes in Computer Science, vol. 828. Springer, New York (1994)

28. Pike, L., Miner, P., Torres-Pomales, W.: Diagnosing a failed proof in fault-tolerance: a disproving
challenge problem. In: DISPROVING 2006 Participants’ Proceedings, pp. 24–33 (2006)

29. Ramananandro, T.: Mondex, an electronic purse : specification and refinement checks with the
Alloy model-finding method. Form. Asp. Comput. 20(1), 21–39 (2008)

30. Reif, W., Schellhorn, G., Stenzel, K., Balser, M.: Structured specifications and interactive proofs
with KIV. In: Bibel, W., Schmitt, P. (eds.) Automated Deduction—a Basis for Applications,
vol. II: Systems and Implementation Techniques, chapter 1: Interactive Theorem Proving,
pp. 13–39. Kluwer Academic, Dordrecht (1998)

31. Reif, W.: Korrektheit von Spezifikationen und generischen Moduln. Ph.D. thesis, Universität
Karlsruhe, Germany (1991) (in German)

32. Reif, W., Schellhorn, G.: Theorem proving in large theories. In: Bibel, W., Schmitt, P. (eds.)
Automated Deduction—a Basis for Applications, vol. III, 2. Kluwer Academic, Dordrecht (1998)

33. Reif, W., Schellhorn, G., Stenzel, K.: Interactive correctness proofs for software modules
using KIV. In: COMPASS’95—Tenth Annual Conference on Computer Assurance. IEEE,
Gaithersburg (1995)

34. Reif, W., Schellhorn, G., Thums, A.: Flaw detection in formal specifications. In: IJCAR, pp. 642–
657 (2001)

35. Schellhorn, G.: Completeness of fair ASM refinement. Sci. Comput. Program. URL: http://www.
sciencedirect.com/science?_ob=ArticleURL&_udi=B6V17- 4XGGWF3-1&_user=616134&_
coverDate=10%2F18%2F2009&_rdoc=1&_fmt=high&_orig=search&_sort=d&_docanchor=
&view=c&_searchStrId=1179162534&_rerunOrigin=google&_acct=C000032318&_version=1&_
urlVersion=0&_userid=616134&md5= ebeb568bc69c748d948a3d6d2f58530f (2009)

36. Schellhorn, G., Ahrendt, W.: The WAM case study: verifying compiler correctness for prolog
with KIV. In: Bibel, W., Schmitt, P. (eds.) Automated Deduction—a Basis for Applications,

http://www.informatik.uni-augsburg.de/swt/projects/linearizability.html
http://www.informatik.uni-augsburg.de/swt/projects/linearizability.html
http://www.sciencedirect.com/science?_ob=ArticleURL&_udi=B6V17-4XGGWF3-1&_user=616134&_coverDate= 10%2F18%2F2009&_rdoc=1&_fmt=high&_orig=search&_sort=d&_docanchor=&view=c&_searchStrId= 1179162534&_rerunOrigin=google&_acct=C000032318&_version=1&_urlVersion=0&_userid=616134&md5= ebeb568bc69c748d948a3d6d2f58530f
http://www.sciencedirect.com/science?_ob=ArticleURL&_udi=B6V17-4XGGWF3-1&_user=616134&_coverDate= 10%2F18%2F2009&_rdoc=1&_fmt=high&_orig=search&_sort=d&_docanchor=&view=c&_searchStrId= 1179162534&_rerunOrigin=google&_acct=C000032318&_version=1&_urlVersion=0&_userid=616134&md5= ebeb568bc69c748d948a3d6d2f58530f
http://www.sciencedirect.com/science?_ob=ArticleURL&_udi=B6V17-4XGGWF3-1&_user=616134&_coverDate= 10%2F18%2F2009&_rdoc=1&_fmt=high&_orig=search&_sort=d&_docanchor=&view=c&_searchStrId= 1179162534&_rerunOrigin=google&_acct=C000032318&_version=1&_urlVersion=0&_userid=616134&md5= ebeb568bc69c748d948a3d6d2f58530f
http://www.sciencedirect.com/science?_ob=ArticleURL&_udi=B6V17-4XGGWF3-1&_user=616134&_coverDate= 10%2F18%2F2009&_rdoc=1&_fmt=high&_orig=search&_sort=d&_docanchor=&view=c&_searchStrId= 1179162534&_rerunOrigin=google&_acct=C000032318&_version=1&_urlVersion=0&_userid=616134&md5= ebeb568bc69c748d948a3d6d2f58530f
http://www.sciencedirect.com/science?_ob=ArticleURL&_udi=B6V17-4XGGWF3-1&_user=616134&_coverDate= 10%2F18%2F2009&_rdoc=1&_fmt=high&_orig=search&_sort=d&_docanchor=&view=c&_searchStrId= 1179162534&_rerunOrigin=google&_acct=C000032318&_version=1&_urlVersion=0&_userid=616134&md5= ebeb568bc69c748d948a3d6d2f58530f


                                               395

vol. III: Applications, chapter 3: Automated Theorem Proving in Software Engineering, pp. 165–
194. Kluwer Academic, Dordrecht (1998)

37. Slaney, J.K.: Finder: finite domain enumerator—system description. In: CADE, pp. 798–801
(1994)

38. Stenzel, K.: A formally verified calculus for full Java Card. In: Rattray, C., Maharaj, S.,
Shankland, C. (eds.) AMAST. Lecture Notes in Computer Science, vol. 3116, pp. 491–505.
Springer, New York (2004)

39. Torlak, E., Jackson, D.: Kodkod: a relational model finder. In: TACAS, pp. 632–647 (2007)
40. Weber, T.: SAT-Based Finite Model Generation for Higher-Order Logic. Ph.D. thesis, Institut

für Informatik, Technische Universität München, Germany (2008)
41. Zhang, J., Zhang, H.: SEM: a system for enumerating models. In: Proceedings of the 14th Inter-

national Joint Conference on Artificial Intelligence (IJCAI), pp. 298–303. Morgan Kaufmann,
San Mateo (1995)


	Automated flaw detection in algebraic specifications
	Andriy Dunets, Gerhard Schellhorn, Wolfgang Reif
	Nutzungsbedingungen / Terms of use:
	licgercopyright  

	Automated Flaw Detection in Algebraic Specifications
	Abstract
	Introduction
	Outline

	Algebraic Specifications of Abstract Data Types
	Alloy Analyzer
	Multisorted Relational Logic
	Translation of KIV Formulas to Relational Form

	Generating Models of Free Data Types in Alloy
	Finite Models
	Axiomatization of Recursive Functions

	Definitions on Finite Structures
	Definitions in KIV
	Transition to Finite Substructures
	Specifying Closed Models in Alloy

	Non-free Data Types: Stores
	Algebraic Specification
	Alloy Specification

	Experimental Results
	Example: List of Intervals
	KIV Library of Basic Data Types

	Kodkod Service in KIV
	Example: Reasoning on Data Structures for Lock-Free Implementation of Sets
	Bug Finding
	Lemma reachable-next
	Lemma reachable-addnew
	Lemma reachable-remove


	Related Work
	Summary and Outlook
	References



