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W. REIF, G. SCHELLHORN, K. STENZEL AND M. BALSER

CHAPTER 1

STRUCTURED SPECIFICATIONS AND INTERACTIVE PROOFS
WITH KIV

1. INTRODUCTION

The aim of this chapter is to describe the integrated specification- and theorem
proving environment of KIV. KIV is an advanced tool for developing high
assurance systems. It supports:

— hierarchical formal specification of software and system designs
— specification of safety/security models

— proving properties of specifications

— modular implementation of specification components

— modular verification of implementations

— incremental verification and error correction

— reuse of specifications, proofs, and verified components

KIV supports the entire design process from formal specifications to verified
code. It supports functional as well as state-based modeling. KIV is ready
for use, and has been tested in a number of industrial pilot applications. It
can also be used as a pure specification environment with a proof compo-
nent. Furthermore, KIV serves as an educational and experimental platform
in formal methods courses. For details on KIV see (Reif, 1995), (Reif et al.,
1995a).

In this chapter we focus on one particular aspect of KIV: its integrated
specification- and theorem proving environment. The concepts are illustrated
by a running example: an algebraic theory of directed graphs (Sect. 2). In
Sect. 3 we prove a simple theorem, sketch the proof calculus, graphical proof
construction, the proof engineering capabilities, and flexible proof automa-
tion. Sect. 4 is devoted to simplification, a key issue in interactive systems.
Sect. 5 presents KIV’s elaborate correctness management. It tracks the impact
of error corrections and other modifications to specifications, programs, and
lemmas. In Sect. 6 we discuss implementation correctness. Sect. 7 is devoted
to related systems, and in Sect. 8 we draw some conclusions.
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2. REPRESENTATION OF STRUCTURED DESIGNS

In K1V, formal specifications of software and system designs are represented
explicitly as directed acyclic graphs called development graphs. Nodes corre-
spond to specification components or program modules, and the edges indi-
cate their interrelations (specification structure, refinement, implementation).
After a short overview of the structuring operations in KIV we introduce the
running example, and describe development graphs in more detail.

2.1. Structured Algebraic Specifications

The specification language and semantics for algebraic theories in KIV are
similar to CASL (Mosses, 1996), PLUSS (Gaudel, 1992) or the first-order
part of SPECTRUM (Broy et al., 1993). An elementary specification con-
sists of a signature, a generation principle, and a set of axioms. The signature
defines sorts, constants, functions, predicates, and variables. The optional
generation principle restricts models to term-generated models and provides
structural induction. Axioms are written in full first-order logic with equality.
The semantics is loose, i.e. the set of all (term-generated) algebras that satisfy
the axioms.

Structured specifications are built using the operations union, enrichment,
renaming, parameterization, and actualization, and combinations thereof,
similar to ASL (Sannella and Wirsing, 1983). A union SP = SP; + SP;, is
the union of the signatures and the axioms. An enrichment, SP = enrich SP
by A, adds new signature symbols and new axioms to a specification SP;. A
renamed specification, SP = rename SP; by M, renames some or all signa-
ture symbols of SP; using a mapping M. A parameterized specification, SP
= generic specification parameter SP;, using SP, target A, enriches SP, by
A and parameterizes it with SP;. The parameter specification can later be in-
stantiated by an actual specification. In this manner, lists of naturals and lists
of strings can be derived from a parameterized specification of lists of ele-
ments. An actualization, SP = actualize SP; with SP, by M, instantiates a
parameterized specification SP; with an actual specification SP;. The corre-
spondence between parameter operations and actual operations is given by a
mapping M. M also allows the renaming of target operations from SP;.

2.2. Example: Directed Graphs

The structured specification for directed graphs is shown in Fig. 1. The
toplevel specification path contains the definition of paths as lists of vertices
of a graph. This specification enriches digraph (with the basic definitions of
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path
digraph list
edge list-data
I -
| - l
\ Pad
vertices nat

Figure 1. Visualization of a development graph

directed graphs) and list. list is based on list-data (where elementary opera-
tions on lists are specified) and contains additional operations. list-data uses
natural numbers (specified in nat) and vertices for list elements. digraph is
based on edge, which is again based on vertices.

The specifications of vertices and nat can be found in Fig. 4. edge (Fig. 2)
is a generic specification with vertices as parameter (indicated by a dashed
line in the development graph). a = b denotes an edge from a to b. In the
specification a special notation (introduced by the keyword data) is used to
define a free data type in a convenient manner similar to data type definitions
in ML (Harper et al., 1986). KIV automatically generates axioms for this kind
of data type definitions which are also listed in Fig. 2.

In digraph (Fig. 3), directed graphs are specified. Graphs are built up from
the empty graph 0, by adding vertices with +, or edges with +.. The specifi-
cation also contains two predicates which test if a given vertex (€,) or edge
(€.) is in the graph. The first axiom,

gi=g, v (Maa€g, g ag, g)A(Ve.e€. g €€ g))

is an extensionality for graphs: Two graphs are equal if and only if they con-
tain the same vertices and edges. Axioms 2—4 define €,. No vertex is in the
empty graph 0, a vertex a is in a graph g with an added vertex b if and only
if either a equals b (i.e. this vertex was added) or a is already in g. The fourth
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edge =

generic data specification
parameter vertices
edge =. = . (. .source : vertex, . .destination : vertex);
variables e, ey, €1, €;: edge;

end generic data specification

Generated axioms:
edge freely generated by = ;
(a = ag).source = a,
(a = ag).destination = ap,
(@a=ag)=(=>a)a=a Aag=2a,
(e.source = e.destination) = e

Figure 2. The specification edge

digraph =
enrich edge with
sorts graph;
constants 0, : graph;
functions
.+y. : graph x vertex —  graph;
.+¢. : graph xedge —  graph;
predicates
.€,. @ vertex X graph;
.€.. : edge x graph;

variables g,, g,, 8¢, 8: graph; d: vertex;

axioms
graph generated by 0, +,, +;
gi=g, o Maag, g oag, g)ANVeeE. g S e€E ),
—ac€, 0,
ac,g+,bera=bvac,g,
ag,g+.(b=>c)eac, g,
—-eEe@g,
ec.gHyasrec, g,
(@a=b)e. g+, (c=>d)
+~a=cAb=dAa€,gAbe,gV(@a=>b)eE.g

Figure 3. 'The specification digraph




nat =

specification

sorts nat;

constants O : nat;

functions . +1, . —1 : nat — nat; . + . : nat X nat — nat;

predicates . < . : nat X nat;

variables n, m, k: nat;

axioms
nat freely generated by O, +1;
n+l—-1=nm+0=m,m+n+1=(m+n)+1,
-m<0,0<n+l,m+1<n+l1m<n,
-m<mm<nAn<k-—-m<k

end specification

vertices =
specification sorts vertex; variables a, b, c: vertex;
end specification

list-data =

generic data specification

parameter vertex using nat

list=nil | . @ . (. .first : vertex, . .rest : list);
variables z, y, x: list; size functions # : list — nat ;
end generic data specification

Generated axioms:
list freely generated by nil, @;
(a @ x).first = a, (a @ x).rest = x,
adx=a Dxo>a=2ayAXx=2Xxg,nl #adx,
x =nil V x = x.first @ x.rest, #(nil) = 0, #(a & x) =#(x) +1

list =
enrich list-data with
functions . © . : list x list — list; . .last : list — vertex;
predicates . € . : vertex x list; dups : list;
axioms
nlOx=x,2a@x0y=a® xOYy), (x©adnil).last =a,
aex+@y,zx=y0adz),
dups(x) <> (a,%x0,y, 2 X=X O adyO©adz)
end enrich

Figure 4. The specifications nat, vertices, list-data and list
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path =
enrich list + digraph with
predicates
path, spath  : list x graph;
Jparhs Ispan  :  vertex X vertex X graph;
axioms

- path(nil, g),

path(a @ nil, g) > a€, g,

path(a ® b @ x, g) «> (a = b) €, g A path(b @ x, g),

spath(x, g) +> path(x, g) A — dups(x),

Jparn(a, b, g) © (3 x. path(x, g) A x.first = a A x.last = b),

Jsparn(a, b, g) +> (3 x. spath(x, g) A x.first = a A x.last = b)
end enrich

Figure 5. The specification path

spath-exists: F 3pan(a, b, ) = Isparn(a, b, g)

Figure 6. A theorem to prove

axiom states that a vertex a is in a graph with an added edge if and only if it
is already in g. This implies that adding edges never introduces new vertices.

In order to specify paths, we need lists of vertices (Fig. 4). nil denotes the
empty list, & adds an element to the head of the list, .first and .rest select the
first element and the rest of the list, respectively, © concatenates two lists,
.ast selects the last element of a list, and dups is true if the list contains
duplicates. # computes the length of a list.

The specification path (Fig. 5) finally is an enrichment of list and digraph.
A list of vertices (ay,...,a,) is a path only if adjacent vertices are connected
by an edge, i.. a; = aj41 €. gfori=1,...,n— 1. The empty list is not a path,
and the list with only one vertex is a path if this vertex is in g. Hence path(x, g)
is true if x is a path in g. The predicate spath(x,g) is true if x is a simple
path in g, i.e. x is a path in g and contains no duplicate vertices. The two
predicates 3pg, and Jspep are true if a path (or a simple path, respectively)
exists between two vertices in a graph. This concludes the specification.

Given the specification it is now possible to formulate theorems for di-
rected graphs and paths and prove them with KIV. A typical textbook theo-
rem states that if a path exists between two vertices, then also a simple path
exists between them (Fig. 6). Section 3 shows how spath-exists is proved in
KIV.
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2.3. Development Graphs

Development graphs can be viewed and manipulated graphically using
daVinci (Frohlich and Wemer, 1994). New specifications are added by cre-
ating new nodes and links, and by clicking on a node, a specification can be
viewed, edited, modified, deleted etc. Selecting a node also gives access to the
theorem base for the specification component. For each specification compo-
nent one theorem base exists. Initially, the axioms of a component (written by
the user or generated by the system) and proof obligations are stored there,
later on it is extended by user-defined lemmas. In the remainder, we will call
axioms, proof obligations, and lemmas theorems.

The proof of a theorem, e.g. spath-exists, is done relative to the specifi-
cation component and the theorem base where the theorem is defined. In our
example this is the component path. Since the structuring operations guaran-
tee that every theorem that holds in a subspecification of SP also holds in SP
itself (modulo renaming), the proof may as well rely on any theorem of any
subspecification.

KIV has a very tight integration of design, proving, and support for modi-
fications, and maintains detailed status information in the development graph
and the theorem bases. The correctness management ensures that after mod-
ifications to specifications or theorems only those proofs are invalidated that
are really affected by the modification. All other proofs will remain valid.
(See Sect. 5 for a detailed discussion.) In order to achieve this goal, the the-
orem base does not only contain theorems, but stores additional information
for each theorem,

. its name (e.g. ax-01, ax-02, spath-exists, ...)
. its status: axiom, proof obligation, user-defined
. proved/unproved? (this is irrelevant for axioms)

. theorems used in the proof
. special usage of the theorem (e.g. as simplifier rule)

1

2

3

4. does a (perhaps partial) proof exist?

5

6

7. alink to the file where the proof is stored

Furthermore, the theorem base contains information used by heuristics, as
well as information about well-founded orderings for induction.

A lemma needed in a proof is added to the theorem base of the lowest
component in the specification hierarchy where it is valid. This allows the
reuse of the lemma in other proofs in other specifications as well. Fig. 7 lists
some of the used lemmas for the example.
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path
Fpathx©®a®y®adz g »>pathx©adzg)
F path(x, g) A path(y, g) A x.last = y.first — path(x ® y.rest, g)
X # nil - path(x @ y, g) — path(x, g)

y # nil - path(x © y, g) — path(y, g)

digraph

F-ag,g—o—-(a=>b)e. g
F@=bec.,g—rac,gAbe,g

list

FxO®ad y)last=(a® y).last

F@®x®b® y).last=(b @ y).last

list-data
x#nilkFa=xfirst \y=xrest x=ady

Figure 7. Some theorems

3. THEOREM PROVING IN KIV

The example theorem

= path(a)bag)_) 3 spa:h(a,b,g)

states that if there is some path from a to b in a graph g then there is also
a “simple” path which does not contain duplicate nodes. It can be proved
by induction over the length of the path from a to b. If the path contains
duplicates, the main lemma

elim-cycle: Fpath(x a®y©adz,g) = pathx©ad zg)

allows to eliminate one cycle, leading to a shorter path to which the induction
hypothesis can be applied.

3.1. The example proof

Of course, there are a lot of details which have to be filled in for this informal
argument to become a machine acceptable proof. In KIV formal proofs are
carried out in the classical sequent calculus. Starting out from an initial goal,
a fixed, predefined set of user-oriented rules (sometimes also called factics)
is applied either by the system or by the user. Rules reduce goals to sufficient
subgoals until axioms (or other lemmas) are reached.

Thereby a proof tree is built up. The final one for our example theorem is
shown in Fig. 8. The conclusion (node 1) contains the initial goal, all open
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premises in the tree (light circles) are used lemmas. We will briefly explain
how it evolves.

: insert rewrite lemma (unfold dups)

11: exists right

Figure 8. Proof tree for the theorem spath-exists

The first step in the proof is an application of the simplifier rule. Sim-
plification includes simple propositional reasoning, rewriting (e.g. the defini-
tion of Jp4 is unfolded; node 2 contains the corresponding axiom) and re-
moval of quantifiers (the existential quantifier introduced by unfolding 3 g4
is dropped). The simplifier rule is the most complex rule available, see Sect. 4.
The proof then proceeds with induction over #(x), the length of the existing
path x. To this purpose the induction rule is applied to goal 6, resulting in the
following goal (node 7)

path(x, g), Ind-Hyp
Fx=nil, 3x. path(xq, g) A - dups(xo)
A xg.first = x.first A xg.last = x.last)

where Ind-Hyp abbreviates
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Vg, x1.  #(x1) < #x) A path(x;,8;)
— x; =nil V 3 x;. path(x2,g;) A - dups(x2)
A Xp.first = x; .first A x;.last = x;.]ast

The next important step is the instantiation of the existential quantifier in
the succedent with [xg < x] with the exists right rule (node 11). This instance
proves the case, in which path x is already duplicate free. Otherwise x contains
duplicates. In goal 13, x has been replaced by a®y, since it is non-empty

dups(a & y), path(a @ y, g), Ind-Hyp
F 3 xo. path(xo,g) A — dups(xp) A Xo.first = a A xg.last = (a @ y).last

Next the definition of dups has to be unfolded (the axiom from specification
list is contained in node 14). This is done with the rule insert rewrite lemma.
This rule lets the user first select a subspecification (here list) from which
the lemma is to be chosen, and then offers all relevant instances of lemmas.
Then the main lemma elim-cycle is applied by insert lemma (node 16). Here
a substitution has to be given for the free variables of the lemma. Then just
as in the informal proof, the induction hypothesis is applied. This is done in
goal 21 (also visible in Fig. 9) which reads as

a®y=x00aP (Yo © ag ® z), xo © ap ® z # nil
path(ap ® z, g), path(xp ® ag ® z, g), path(a @ y, g), Ind-Hyp
F 3 xo. Xo.last = (a @ y).last A path(x,g) A - dups(xo) A Xo.first = a

The fact that the element ag is contained twice in the path a @ y is rep-
resented by the first equation. Therefore the induction hypothesis must be
applied with the instance [x; < Xo © ap ® z, g; + g]. This results in two
subgoals. In the first goal (node 22) it has to be proved that the induction hy-
pothesis was applied on a path shorter than the original. In the second it has
to be shown that the path x; delivered by the induction hypothesis is indeed
a simple path (node 29). This (after some technical steps) is finally done by
instantiating the existential quantifier in the succedent with x, (node 44).

3.2. Proof Trees and Rules

Proof trees are explicitly represented as data structures in KIV. They can be
permanently stored on disk and are visualized by an elaborate graphical in-
terface, which conveys a lot of information to the user. Some examples:

— Red branches lead to open premises, while the edges of already closed
branches are colored in green. This allows to track paths to open goals
easily even in large proofs.
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Figure 9. Proving with KIV

— Nodes are given different color depending on the tactic that was applied.
This allows to spot important sequents immediately. E.g. in our exam-
ple proof the use of the induction and apply induction rule is indicated
by red nodes. For the same reason, nodes in which rules were applied
interactively are emphasized.

— All sequents can be displayed by clicking a node in the proof tree.
Switching to another open premise can also be done in this way.

Fig. 9 shows a snapshot of the graphical interface during the example
proof (the current goal is goal 21). The proof tree is shown to the right. The
current goal is visible in the large background frame. Applicable tactics for
this goal are shown to the left. The dark window in the middle displays system
messages.

KIV allows to withdraw wrong decisions in a proof by pruning the proof
tree. The faulty decision is cut off the proof, and the user can correct his (or a
heuristic’s) decision. Pruning is more flexible than chronological backtrack-
ing to the last user interaction (which is also possible).

Proof trees are of invaluable help in case something goes wrong, which is
the normal case rather than the exception. If an unprovable subgoal is reached,
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the source of the error can be found by tracing back the branch to the con-
clusion. In case the theorem must be changed or one of the lemmas used in
its proof must be corrected, the now invalid proof tree can be reused to guide
an automatic new proof. A very simple approach is proof replay. A more ad-
vanced method for program corrections computes the difference between the
faulty and the corrected goal, analyses the old proof tree and guides a new
proof in an intelligent way, (Reif and Stenzel, 1993), (Balser, 1997). Since
the error may occur after several hours of work, this support for the correc-
tion of errors has a significant impact on the overall performance of the proof
system. See (Reif and Stenzel, 1993) for a detailed example.

Back to the construction of the example proof. Applying a rule interac-
tively to the currently selected goal is done by clicking an applicable rule of-
fered by the proof strategy (see again Fig. 9). These rules have been designed
to be as user-friendly as possible. Although a few of them implement basic
rules of the sequent calculus (e.g. cut formula), most of them realize complex
derived rules. If rules require additional parameters they can be selected via
extra menus, which always suggest some reasonable defaults. E.g. the length
of x is suggested as a possible induction ordering, when the induction rule
is applied in our example. For all rules which require substitutions (quanti-
fier rules, apply induction and all rules that introduce lemmas) proposals are
computed by an elaborate program based on pattern matching, unification
and simplification. In the example, all necessary substitutions are exactly the
ones proposed by the system. Only for the induction hypothesis a selection
of alternatives is computed.

3.3. Automation and Heuristics

Automation in KIV is attained by heuristics that control the application of
tactics. To save interactions for non-inductive goals, KIV was recently in-
tegrated with an automated theorem prover. The integration is described in
detail in Chapter II.1.4. The integration was not exploited in our example,
but an application can be found in Chapter II1.2.9. Here we describe KIV’s
heuristics.

KIV offers a number of heuristics to automate proofs. Our approach is
not the one taken in most automated proof systems, where the proof strategy
works with a fixed set of heuristics that can be modified only by the system
developer. This approach has several disadvantages. First, the system devel-
oper must be sure that a new heuristic does not interfere with the existing
ones. Second, the user has no possibility to tailor the heuristics to his special
problem. Third, the user cannot ignore the heuristics. In case a proof fails, he
or she must formulate lemmas to get around disturbing heuristics.
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In our interactive proof environment, the user may select the heuristics
individually depending on the estimated complexity of the proof, and decide
how to combine them. This selection can be modified any time during the
proof. The heuristics are tried in the order they were selected until a heuristic
is applicable. If none is applicable, the user must help. Heuristics usually
apply tactics to a goal, but can also influence other heuristics, add or remove
them from the list of active heuristics, and, generally, may perform all actions
the user might do.

A heuristic which is almost always selected is the simplifier. Two other
frequently used heuristics deal with the elimination of selectors in favor of
constructors and with the introduction of case splits using the cut formula
rule. Both heuristics are parameterized with suitable lemmas and were used
several times in our proof. Other heuristics deal with unfolding recursive defi-
nitions, the instantiation of quantifiers (the final substitution of the existential
quantifier in node 44 was found automatically) and with induction (induction
over the length of the path was done automatically). Altogether, the heuris-
tics manage to find 24 of the 28 steps of our example proof automatically.
The remaining 4 interactions were

. instantiation of the existential quantifier with x (node 11)
. unfolding the definition of dups (node 13)

. application of the main lemma (node 16)

. application of the induction hypothesis (node 21)

HLWN =

Working with a fixed set of tactics and a graphical interface is in contrast
to the philosophy many other interactive theorem provers have followed for
many years. These systems usually use commands of their programming lan-
guage, to build up proofs. The advantage of this approach is its flexibility.
At any time, the user can program new tactics exploiting the full power of
the programming language. On the other hand, the user must first learn a pro-
gramming language and a lot of commands to use the system. In KIV we have
tried to achieve user-friendliness and flexibility. The simplifier is customiz-
able by the various different forms of simplifier rules (see Sect. 4), standard
heuristic sets are predefined, and the prover can be tailored to the problem by
problem specific heuristics, which we introduce now.

Problem specific heuristics are relevant in large case studies on software
development where proofs can take weeks or even months to be completed.
During this time the same problem specific proof situations arise again and
again. No general heuristic, however, will be able to cope with those situ-
ations. The user, on the other hand, will detect them after some time, but
(according to our philosophy) cannot be expected to program his own heuris-
tics.
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Therefore, a mechanism is needed that allows to introduce new heuristics
in a simple and, of course, correctness preserving way. Basically, this is done
by specifying a proof situation and a rule to be applied. This specification is
used by the system to detect the proof situation and to take the appropriate
action. The specification is kept permanently, and will be used in all subse-
quent proofs. A proof situation is described by two lists of formula patterns.
The patterns of the first list must match the formulas of the goal in any order,
while no pattern of the second list may match a formula of the goal. This kind
of description is refined by taking the proof history into account to allow for
specifications like “apply a tactic only once in this branch of the proof”, or
“apply a tactic only once with the same instantiation”.

As an example consider a large universally quantified formula V x.¢ that
must be instantiated in many proofs (e.g. it must be proved that it is an in-
variant of all transitions of a state-based system). Then in many proofs one
will find that the required instances will depend on some other critical for-
mula p(t). Assume the substitution with which the formula should be used is
always [x < f(t)]. Usually this instance will not close the goal immediately
(then one could prove a lemma). Instead other subgoals are created that are
specific to each proof. In this situation one would give a pattern for the two
formulas V x.¢ and p(t), and apply the rule for quantifier instantiation with
the substitution [x + f(1)].

The benefits of problem specific heuristics increases with the number and
size of proofs.

4. EFFICIENT SIMPLIFICATION

Theorem proving over a specification typically requires a large number of
simplification steps, which are automated by the simplifier tactic of KIV. The
various types of simplification steps, and the theorems used to guide these
steps (the simplifier rules) are described in Sect. 4.1. The implementation
technique, which allows to use a large number of simplifier rules efficiently,
is explained in Sect. 4.2.

4.1. Classification of Simplifier Rules

Simplification steps can be classified into datatype independent ones (like
simplification of @ A true to @) and datatype dependent ones (like simplifi-
cation of x* 0 to 0). For datatype independent simplification we found the
following principles important.
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Apply all rules of the sequent calculus which remove connectives (like
conjunction left) or quantifiers (like exists left).

Never change the propositional structure of a formula unless a connec-
tive can be eliminated. For example, do not turn ¢ — Y into = ¢ V .
Such changes immediately make formulas unreadable and destroy the
intuitive understanding of the theorem. (Since the user formulated the
theorem as an implication, he probably has an intuitive understanding of
it.)

Use local assumptions. To simplify ¢ — Wy simplify y under the assump-
tion ¢ (with result '), and then simplify — @ under the assumption — '
(with result — ¢'). The result is ¢' — .

Remove redundant quantifiers, like in V x. x = T — ¢ yielding ¢}.
Simplify as much as possible. Simplification is always repeated until a
maximally simplified formula is obtained. In the example above, ¢ — Y
is simplified by repeatedly simplifying v, @, ¥, ¢/, ... until none of the
two formulas changes any more.

Use equations as local assumptions carefully. Unrestricted use as local
rewrite rules can easily lead to non-termination, while not using them
at all prevents trivial goals such as 6 = T — f(0) = f() to be proved
automatically. The simplifier in KIV therefore carefully distinguishes
equations according to various criteria (e.g. the information about con-
structors from generated by clauses is taken into account).

To capture the notion of datatype dependent simplification steps, theorems

can be marked as simplifier rules. Then they are repeatedly applied as lemmas
to simplify a proof goal (a sequent). KIV offers a variety of different simpli-
fier rules, since we found it important that the user is able to state precisely,
how and when the simplifier should try to apply a certain rule. Otherwise a lot
of work can be caused by unsuccessful precondition checks or by unneces-
sary unfolding of definitions. The different types of simplifier rules and their
effect when used by the simplifier are the following

Conditional rewrite rules. These are theorems of the form
A ANQp2O0=T

which are used to rewrite instances of o to instances of t. The precondi-
tions @, ..., @, are checked before the application of the rewrite rule.
The check may either be syntactical (by searching for instances of @i,
..., ®p in the sequent) or a proof (by recursively applying the simplifier).
Conditional replacement rules. These are theorems of the form

QLA AGn— (YY)
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where V is a literal and % an arbitrary formula. They are used to replace
instances of y by instances of  (in case  contains quantifiers, a bound
renaming may be necessary). Preconditions @, ..., @, are treated as
above. Several variants of replacement rules are available, depending on
whether the rule should replace y by % only in the antecedent/succedent,
and on whether the rule is allowed to introduce new connectives.

— Forward rules. These rules are used to add information to goals (simpli-
fication here does not yield a “smaller” formula). Examples are transi-
tivity rules (for orderings and equivalence relations) like

X<yAy<z—=>x<z

This rule adds ¢ < p (an instance of x < z) toa goal, if o < tand Tt < p
(instances of the two preconditions) are present in the goal, and the rule
has not yet been applied with this instance. Experience shows that for-
ward reasoning works nicely together with simplification if the simpli-
fier rules are formulated with some care.

— AC rules. Associativity and commutativity rules are not used directly for
simplification. Instead they are used to find instances modulo AC (when
applying rewrite rules, checking for preconditions, inserting equations
etc.).

All simplifier rules are classified into local and global ones. Local sim-
plifier rules are used in the specification in which they are defined, global
simplifier rules are used in all specifications which use this specification. The
reason for this distinction is illustrated by the extensionality axiom

gi=g o (Maag, g oac, g)A(Ve e g & e€egy)

from digraph. Used globally, application to g = g; U g» (where U is the union
of two graphs) would result in

Vvve,geoveE, giIVVE, @A (Ve eE.gre€. 81 VeE, g)

which is obviously not simplified. On the other hand, extensionality is used
locally to automatically prove rewrite rules like

g+ya+,a=g+,a ™)

Therefore extensionality is used locally, whereas (*) is used globally. A typ-
ical example to achieve automation by the use of local simplifier rules, is the
specification of sets (a specification from the KIV library). 60 of the 62 theo-
rems defined over this specification (most are used as global simplifier rules)
can be proved automatically.

We have the experience that after some work with a new datatype a stable
set of simplifier rules is built up that does not change anymore and is reusable
in all future projects.
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4.2. Efficient Rewriting

In typical software projects, the number of simplifier rules ranges from sev-
eral hundreds to more than thousand rules. Therefore an implementation tech-
nique is required that allows to efficiently determine the applicable simplifier
rules on a goal. The technique used in KIV is based on (Kaplan, 1987) and
consists of two steps. First, rewrite rules are sorted into a tree-like structure,
called discrimination net. To be precise: compiled non-deterministic perfect
AC discrimination net, see (Graf, 1996); for an overview on discrimination
nets and other term indexing techniques see also Chapter 11.2.5.

In the second step this discrimination net is compiled to functional pro-
grams (in our case compiled LISP programs). For each n-ary function sym-
bol f, a LISP function with the same name is generated. This function, when
called with already simplified terms #,,...,, computes a maximally simpli-
fied version of the term f(#,...,t,). Bottom-up rewriting is done by the fol-
lowing simple LISP program (‘fct’ and ‘args’ select the function symbol and
the arguments of a term, ‘apply’ applies a function to a list of arguments, and
‘mapcar’ maps a function to each element of a list).

(defun rewrite (term)
(if (is-a-variable term) term
;; else
(apply (fct term)
;: simplify subterms
(mapcar #’'rewrite (args term)))))

The code shown above is somewhat simplified. The actual code generated
by KIV additionally contains updates to the set of used simplifier rules, to be
used by the correctness management. The code also becomes more complex
when associative and commutative operators show up. Usually, the simplifier
does not build up proof trees for efficiency reasons, but by enabling a suitable
option, it can be forced to do so. This allows a precise analysis in case of
unexpected behavior.

The compilation technique has the advantage, that determining a match-
ing simplifier rule for a goal (and therefore rewriting as a whole) is much
faster than using a generic retrieval routine from the discrimination net. On
the other hand, every time the user starts to work with a new or changed
set of simplifier rules, compiled LISP code has to be generated for the new
discrimination net. This makes the compilation technique unsuitable for use
in automated theorem provers, where the set of patterns, which should be
matched (or unified), changes continuously during a proof.
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Fortunately, in KIV changes to the simplifier rules are rare in comparison
to the number of calls to the simplifier. Also, by using incremental compila-
tion (each generated LISP function compiles itself only when first called) and
by caching the LISP code for each function, unnecessary recompilation can
be avoided (e.g. when switching between specifications with different sets of
simplifier rules). The user will note a slight delay (usually below 2 seconds)
only on the very first simplification step in the very first proof he does with
KIV. In all following steps, compilation time is negligible.

Summarizing, with the compilation technique shown above, the system
run time for typical KIV proofs was drastically reduced.

5. CORRECTNESS MANAGEMENT

KIV stores proofs and theorem bases permanently in different files, and does
not enforce a bottom-up proof strategy. This means that theorems can be used
in a proof before they are proved themselves. This happened e.g with elim-
cycle, which was invented and used during the proof of spath-exists. Obvi-
ously, this poses some problems concerning overall correctness. The correct-
ness management deals with these issues.

5.1. Local Correctness

Of course, cyclic dependencies between proofs must be avoided. It is illegal
to use theorem elim-cycle in the proof of spath-exists and at the same time
spath-exists in the proof of elim-cycle. To achieve this goal, it is necessary to
keep track of each used lemma, rewrite rule, and simplification rule in a proof.
KIV does this kind of book-keeping for each proof step, which is important
since pruning the proof tree can reduce the number of used theorems.

Local correctness is concerned with used theorems from the same the-
orem base. Used theorems from subspecifications can never cause a cycle.
Since elim-cycle is used in the proof of spath-exists, we say that spath-exists
depends on elim-cycle. This notion leads to a dependency graph, which is a
directed graph (and can be visualized in KIV). The local correctness man-
agement must ensure that the graph is always acyclic. When working with
a theorem base, the initial dependency graph is computed based on the in-
formation stored for each theorem (Sect. 2.3). When beginning the proof for
elim-cycle, the transitive closure of all theorems depending on it are hidden
by inspecting the dependency graph (in our example just spath-exists). Hiding
a theorem means that it is not available for the rule insert lemma and that it is
temporarily removed from the simplifier rules (leading to partial recompila-
tion). This approach is much more efficient than cycle checking before each
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application of a theorem, and, of course, much better than checking after a
proof is finished. When the proof (finished or unfinished) is saved the depen-
dency graph is updated accordingly. In this manner, cyclic dependencies are
avoided.

Another task of the local correctness management is to deal with the dele-
tion or modification of a theorem and the effects on other proofs in the same
theorem base. Of course it is not possible to delete or modify an axiom or a
proof obligation (an axiom can only be modified by modifying the specifica-
tion). However, it is possible to modify a user-defined theorem even if it is
used as a lemma in the proof of another theorem. The proofs for both the-
orems will become invalid which means that both theorems are considered
unproved. However, the invalid proof is kept for reuse. If all theorems of a
theorem base are proved, and their proofs are valid, then the theorem base is
locally correct.

The modification of a specification normally leads to different axioms and
proof obligations which are also handled by the local correctness manage-
ment. The situation becomes more complicated if the signature or genera-
tion principles are modified. Then it is necessary to inspect each proof if it
is affected by the modification. In principle, the second overall goal of the
correctness management is the minimization of the effects of modifications,
i.e. to invalidate as few proofs as possible.

5.2. Global Correctness

A theorem may be used in many proofs in different theorem bases. For ex-
ample, the proof for spath-exists uses the theorem elim-list (x # nil -a =
x.first A y = x.rest <> x = a @ y) from list-data. Another example are rewrite
rules, which typically are used in many proofs. What should be done with
these proofs if the theorem is modified or deleted? Clearly they must be in-
validated. However, KIV does not store the information where a theorem is
used. The information that the proof for spath-exists uses elim-list from list-
data is stored with the proof for spath-exists in path; the reverse information
that elim-list is used by spath-exists is not stored in list-data. (This situation
is depicted in the upper left corner of Fig. 10.) The reasons are efficiency
considerations and the additional problems caused by redundant information.
Again for efficiency considerations it is a bad idea to inspect every proof of
every theorem base that is based on list-data. This could involve the inspec-
tion of hundreds of proofs.

KIV delays the invalidation of the proofs and uses the concept of proved
states for theorem bases. A theorem base can enter proved state if it is locally
correct (i.e. all theorems are proved and all proofs are valid) and all theorems
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spath-exists spath-exists
path (uses elim-list) path // (uses elim-list)
l mark gath l
list-data | elim-list as proved list-data | <21t
etm-{is (used in path)
U modify elim-list
. spath-exists
path spath -exzsts% path (uses elim-list)
l check path l
list-data |elim-list list-data | elim-list

Figure 10. Correctness Management

from other bases used in some proof exist (and are unchanged). Entering
proved state (e.g. for path) is initiated by the user. Then the above mentioned
checks are performed, and in every used base the list of theorems that are
used in some proof in path, is stored (as depicted in the upper right corner
in Fig. 10). For example, in list-data the information is stored that elim-list
is used in path. It is not stored by which theorems of path elim-list is used.
Finally, path is marked as proved.

If elim-list is modified (perhaps at first the precondition x # nil was miss-
ing), path is removed from the proved state using the information stored in
list-data. This leads to a situation where the proof for spath-exists is not
marked as invalid but in fact is invalid (lower right corner in Fig. 10). Of
course, trying to enter proved state again will fail. The user can run a check
on path that marks spath-exists as invalid (lower left corner in Fig. 10). This
approach allows complete control over the time when complex and expensive
operations are performed. The main point is that for a theorem base in proved
state everything is guaranteed correct. If all theorem bases are in proved state,
everything is globally correct.

If a specification (e.g. list-data) is modified, the theorem bases of all spec-
ifications based on it (here path and list) are removed from proved state.
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6. THEOREM PROVING WITH PROGRAMS

Implementing algebraic specifications in KIV is done by writing modules
of imperative programs. Modules are added to the development graph as a
special kind of node. Edges are drawn from the (export-) specification (the
one to be implemented) to the module, and from the module to the (import-)
specification (used in the programs). The related theorem base contains auto-
matically generated proof obligations which guarantee the correctness of the
module. Thus module verification smoothly fits into the framework described
in the previous sections of this chapter. The only additional ingredients are
rules and heuristics for program instructions to allow theorem proving with
programs. The logic of programs used in KIV (Dynamic Logic, DL (Gold-
blatt, 1982), (Harel, 1984), (Heisel et al., 1989)) is an extension of first-order
logic. Therefore, the rule sets for first-order goals and DL goals are seman-
tically fully compatible. In this section we only sketch how to prove imple-
mentation correctness in KIV. For details we refer to (Reif et al., 1995a).

6.1. Modules and Proof Obligations

Let us consider a module which implements directed graphs by adjacency
lists. The export specification is path from Fig. 5 which enriches digraph.
The import interface is the specification adjlists of adjacency lists. Adjacency
lists are specified as lists of lists of vertices, and therefore are an actualization
of the generic specification list (see Fig. 4) with itself. The functions and pred-
icates of list are renamed by adding adj as postfix. The module is intended to
implement the (more abstract) data type digraph by procedures which act on
the (more concrete) data type adjlists. Therefore the implementation consists
of a procedure for every function and predicate of path and digraph. The pro-
cedures for €, and path are shown in Fig. 11. The elementary operations used
in the procedure bodies are the ones declared in the adjlists-specification.
The procedures use value parameters (before the semicolon) and reference
parameters, which are used only as result parameters. To verify correctness
we (roughly) have to show that the procedures terminate and “behave” like
the functions and predicates specified in path and digraph. Correct behav-
ior can be characterized by a set of proof obligations which are expressed in
Dynamic Logic (see (Reif, 1992)). In our example the axiom

path(a ®nil, g) <> a €, g,
of path (see Fig. 5) is transformed to the proof obligation

restr(xg) F (is_path#(a @ nil, xg; r)) r = true > (in_v#(a, xg; r)) r = true
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in_v implements €,;
is_path implements path;

in_v(a, xg; varr)
if xg = nil,4; then r := false else
if a = xg firstadj.first then r := true else
in_v(a, xg.restadj; r);

is_path(x, xg; var r)
if x = nil then r := false else
if x.rest = nil then in_v(x.first, xg; r) else
begin
in_e(x.first @ x.rest.first & nil, xg; r);
if r = true then is_path(x.rest, xg; r) else skip
end;

Figure 11. Part of the implementation of directed graphs by adjacency lists

The proof obligation is obtained by replacing the predicates path and €, with
their implementations is_path and in_v. (As not all possible adjacency lists
are correct representations of graphs, a predicate restr(xg) is added to apply
certain restrictions on the input xg.) The given proof obligation states that
under the assumption of xg being a correct representation of a graph, a & nil
is a path in xg, if and only if a is a vertex of xg. The notation ()@ denotes
that the program o terminates, and @ holds afterwards.

6.2. Rules for Module Verification

Module verification in KIV is based on symbolic execution of the procedures
of the implementation, and induction over the data structures of the import
specification. For induction the same rules as in Sect. 3 are applied. Addi-
tional rules for the symbolic execution of simple programs compute strongest
postconditions, and thereby eliminate the instruction. They deal with com-
pounds, assignments, variable declarations, conditionals, procedure calls, and
loops. For example the rule schemes for handling assignments and condition-
als are as follows (' is a fresh variable).

“j="r""’§’Aassignﬁght ¢!, ¥ =1, THA
'+ (x:=1)09,A (x:=1)0,TFA

ek (w)g,A T,-ek (B)o,A
T'I (if € then a else B) ¢, A

assign left

if right
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assign right eliminates the assignment in favor of an equation. As pro-
grams may also occur in the antecedent of a sequent an additional rule assign
left is provided. Applying if right on a conditional produces two premises
dealing with the case of € being true or false, respectively.

6.3. Heuristics for Module Verification

The application of rules for symbolic execution often is straightforward.
Therefore heuristics for module verification lead to a comparatively high de-
gree of automation. A simple heuristic symbolic execution eliminates com-
pounds, assignments, conditionals with a decidable test, and local variables
and is always used. Unfolding of procedure calls is more critical, since the
repeated unfolding of recursively defined procedures generally does not ter-
minate. As unfolding may cause case distinctions, the size of the resulting
proof tree depends on the order in which different procedure calls are un-
folded. Therefore different heuristics exist, which are more or less restrictive
in unfolding a given call of a recursive procedure.

7. RELATED SYSTEMS

As an interactive theorem proving system KIV is in the tradition of the LCF-
approach to tactical theorem proving, (Gordon et al., 1979) (for details we
refer to (Heisel et al., 1990), (Reif et al., 1995b)). It is based on a typed
functional language, called PPL (“proof programming language”). PPL is
implemented with an abstract machine in LISP, and plays a role similar to
ML (Harper et al., 1986) in the systems Isabelle (Paulson, 1994) and HOL
(Gordon, 1988). For efficiency and scalability reasons, KIV deviates from
the LCF-approach mainly in the context of efficient simplification (cf. Sect. 4)
and flexible correctness management (cf. Sect. 5), which does not enforce a
bottom-up proof strategy. KIV also deviates from the LCF-approach in that
it does not use the programming language as a command language. Instead
creating specifications, defining theorems, and theorem proving is done using
a graphical interface.

KIV supports one particular target logic for algebraic specifications and
imperative programs. In this respect it is similar to systems like ACL2 (Kauf-
mann and Moore, 1997), Nqthm (Boyer and Moore, 1979) and Eves (Craigen
et al., 1992), which also provide specialized logics (for LISP programs and
PASCAL-Programs respectively). Other systems, like Isabelle, HOL, IMPS
(Farmer et al., 1996) and PVS (Owre et al., 1992) are designed as generic or
general purpose theorem provers and use higher-order logic.
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Explicitly represented, persisting proof trees distinguish KIV from most
other interactive theorem provers. They keep only conclusion and premises
of the proof and store proof scripts, i.e. listings of applied rules (e.g. ACL2,
HOL, Isabelle and PVS). Exceptions are interactive provers which are based
on constructive logics, like NUPRL (Constable et al., 1986) or Coq (Bertot
and Bertot, 1996). These require proof trees for program extraction.

Browsing proof trees helps to detect errors, and to analyze where each
program and formula part of an initial goal contributes to a proof. Such an
analysis is done in KIV to reuse old proof attempts in order to guide new
proofs automatically (Reif and Stenzel, 1993), (Balser, 1997). The analysis
would not be possible without proof trees. Proof reuse in KIV goes beyond
proof scripts in HOL, Isabelle, or PVS.

The use of heuristics for automating proof construction is a concept found
in many interactive provers. E.g. NQTHM always uses a fixed, powerful set
of predefined heuristics, some of which (especially the elimination heuristic,
and the heuristics for unfolding procedures) have influenced the development
of heuristics used in KIV. Other theorem provers, like PVS, offer predefined
sets of heuristics as elementary proof strategies. A distinguishing feature of
KIV is the flexible control of heuristics and the easy definition of problem-
specific ones.

Using rewrite rules and a simplifier to automate first-order reasoning is
also a standard in interactive theorem provers. KIV uses a predefined sim-
plification strategy like NQTHM or PVS, which allows to use the simplifier
automatically as a standard heuristic. KIV tries to achieve flexibility by of-
fering a large set of different forms of simplifier rules (not just rewrite rules).
In Isabelle and HOL flexibility is achieved by configuring different existing
simplification strategies or by programming new ones.

8. CONCLUSION

This chapter presented the integrated specification and proof environment of
KIV, an advanced modeling and verification tool for software and systems
engineering. KIV shares several concepts with other state-of-the-art systems
like Isabelle, PVS, ACL2, HOL, and others, but offers quite a number of dis-
tinguishing features. One of them is the handling of development graphs in-
cluding an elaborate change- and correctness management. It keeps track of
specifications, programs, proof obligations, proofs, and their interrelations,
and computes the logical effects in case of modifications to them. KIV has a
library of specifications, proofs, and verified components that can easily be
included into a current development. Proving in KIV is the automated or in-
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teractive construction of an explicit proof tree through a graphical interface.
The user has access to an arsenal of proof engineering facilities. Visual infor-
mation in proof trees helps to follow the proof idea. These features (used in
KIV for a couple of years) become now more and more popular. Automation
is attained by an elaborate set of heuristics, efficient simplification, and a user
friendly way to customize the prover to the problem. A recent development
is the integration of external reasoners such as automated theorem provers.
In software verification, proof attempts are more likely to reveal errors than
to prove their absence. Therefore, in KIV strong emphasis was put on the
tight integration of proving and error correction. Incremental verification by
reuse of proofs in KIV goes beyond proof script replay mechanisms in other
interactive systems. KIV has been applied in a number of industrial pilot ap-
plications in different areas. An application in compiler correctness can be
found in Chapter I11.2.7.
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